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Figure 11. Quantitative editing results. We evaluate prompt ad-
herence and input preservation, where our method uses different
IP-Adapter scales (denoted by s). For DDIM Inversion, ReNoise,
and NPI we use uniform scales in the range of 0.1 to 0.7, and for
LEDITS++ from 0.05 to 0.2. For both axes, higher is better. A
CLIP-T similarity above 0.3 suggests plausible prompt alignment.

above 0.3 between an image and a text indicates plausible
adherence.

As discussed in previous works [9], automated metrics
do not always accurately reflect editing quality. For exam-
ple, while ReNoise generally preserves the input image bet-
ter than DDIM Inversion, the automated metrics suggest the
opposite. To address this, we conduct a user study. In each
question, participants were shown an input image, a target
text prompt, and two editing results. They were asked to
assess which result: (i) aligns better with the text prompt,
(ii) better preserves the input image, and (iii) is better over-
all. For the first two questions, we provided an ‘Equal’ op-
tion, indicating that both images were equally good accord-
ing to that metric. The study compared our method against
ReNoise and LEDITS++, with 26 users providing a total
of 130 responses per method. The results, summarized in
Table 3, show that our method significantly improves the
results of both methods.

Ablation Studies In Figure 7, we edit the image by de-
noising with a modified prompt. In the first row, using a
random noise, the resulting image significantly differs from
the input. In the second row, where the inversion is not con-
ditioned on the image, the red hat is not added, likely due
to the initial noise being slightly out of distribution. This
makes it more difficult to edit, particularly when an image
condition is used. In the third row, a red hat is added to the
man while the input image is mostly preserved.

We explore the IP-Adapter guidance scale effect on the
edit in Figure 8. In the third row, we add a cowboy hat
to the deer, where various guidance scales are used for in-
version and denoising. We observe a clear reconstruction-
editability tradeoff associated with the IP-Adapter scale.
While increasing the scale improves reconstruction quality,
it progressively limits editing capabilities, eventually pre-
serving the original image intact. In practice, we found that
s = 0:4 strikes an effective balance for most cases.
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Table 3. User study results. We present user preferences for each
method compared to its variation with Tight Inversion.

Method Prompt ImageA Overall
adherence  preservation
LEDITS++ 17% 18% 25%
LEDITS++ w/ Tight 49% 57% 75%
Equal 34% 25% N/A
ReNoise 13% 3% 15%
ReNoise w/ Tight 55% 87% 85%
Equal 32% 10% N/A

“.Disney..”

Figure 12. Failure cases. Our method struggles with stylistic edits.

Input Reconstruction

4.3. Limitations

O ur approach is not without limitations. First, it is con-
strained by the inherent tradeoff between reconstruction ac-
curacy and editability, as excessively strong conditioning
limits flexibility for effective editing. Conversely, weaken-
ing the condition to preserve editability can result in slight
imperfections in preserving details when editing, such as
the phone in Figure 7 and the background of the elephants
in Figure 1. Moreover, incorporating image conditioning
in text-to-image models requires an auxiliary model, which
can introduce a slight computational overhead. Addition-
ally, the quality of the editing depends on the effectiveness
of the image conditioning mechanism. For instance, we ob-
served that IP-Adapter constrains our method’s ability to
perform stylistic modifications, as shown in Figure 12.

5. Conclusions

In this work, we explored the role of tight conditioning in
addressing the challenges of the inversion task for diffusion-
based image editing. While significant progress has been
made in image editing with diffusion models, these models
continue to struggle with complex, real-world images that
fall outside their training distribution — precisely the type
of images users often wish to edit.

We demonstrated the power of using an image as a condi-
tioning input, reaffirming the adage that “a picture is worth
a thousand words”. Conditioning on an image significantly
enhances inversion quality compared to relying solely on
text prompts, offering a more robust solution for real-world
cases.

Finally, we would like to highlight that, as demonstrated
in our experiments, our method is generic and highly adapt-
able, making it easy to integrate into any inversion tech-
nique. Its conceptual approach makes it a valuable addition
to the broader diffusion-based image editing framework.
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