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Abstract

Complementary item retrieval is an important problem in
e-commerce platforms that gives compatible suggestions
based on pre-selected items. The user preferences are sub-
Jjective and there is no ground truth label for this. Hence,
this is an ill-posed problem where the definition of compat-
ibility is specific to context. However, existing works con-
sider datasets labelled by one-or-more annotators; hence
these models are biased towards annotators preference. To
address this problem, we aim to generate compatible im-
ages of target category and then perform retrieval based
on user’s preference without using the ground-truth posi-
tive and negative images to avoid annotator’s preference.
To this end, we propose a novel fashion item generation
network conditioned on target category and outfit compati-
bility. The proposed solution enforces the generator to cre-
ate the compatible latent representation of the target item.
To alleviate the conditioning of target categor and outfit
compatibility, we have incorporated classifier guidance and
compatibility prediction module with generator. The pro-
posed solution does not require positive and negative tar-
get image annotations and hence can be free from annota-
tor’s preference, while maintaining its variation. Use of our
proposed method on two subsets of large Polyvore dataset
demonstrates high image quality, variability and compati-
bility.

1. Introduction

Complementary fashion item retrieval enables the retailers
to suggest items compatible to pre-selected items and cus-
tomer preference. For example, the complementary item
retrieval engine should suggest a compatible shoe and a belt
given pre-selected compatible shirt and trouser by customer.
Recommendation increases customer satisfaction by expe-
riencing high revenue growth of the business, by driving
26% of revenues from 7% shoppers [24], quadruple con-
version rate [3] and five times more spend from users per
visit [24]. However, there exists a set of unique challenges
that prevents existing recommendation engines to directly
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migrate for the retrieval of complementary items from the
gallery. Unlike similar item search, the performance of
complementary item search relies on Compatibility, i.e., the
retrieved items should be consistent in global style repre-
sentation with the pre-selected compatible items [15]. How-
ever, the global style representation for an incomplete outfit
significantly varies with respect to customers and there is no
unique solution. Thus, complementary item retrieval is an
ill-posed problem, where considering any target annotation
involves preference of the annotator.

Several research works have attempted to build com-
plementary item retrieval engines. Early methods have
explored Siamese networks for pair-wise compatibility
modelling [14, 34], bi-LSTM for outfits arranged in or-
dered sequence [6], categorical sub-space complemen-
tary features [15, 32, 33], disentangled attribute feature
sub-space [9], global outfit representation using trans-
former [28], etc. However, all these methods enforce anno-
tator’s preference by considering positive and negative im-
ages with respect to the pre-selected outfits as annotated by
a few annotators. Also, since these models are determinis-
tic in nature, they tend to provide same solution for all users
contradictory to the nature of an ill-posed problem.

To encompass the dynamic nature of recommendation,
recent works have used generative models to create com-
plementary image [5, 13, 16, 20, 35-37]. However, out of
these methods, [5, 13, 16, 37] can only handle single item as
condition and are not suitable for handling outfits with mul-
tiple pre-selected items. [20, 35, 36] further complicates the
training process by considering multi-generator and multi-
discriminator structure [20] and by the use of target mask
for generation [35, 36] being an annotation bottleneck.

To incorporate variability in retrieval and compatibility
between items, we define the problem as “recommendation
by generation”, i.e., first generating a set of candidate target
images complementary to the pre-selected compatible items
and then using one of these target images based on customer
preference to retrieve most similar items from the gallery.
This solves multiple problems: 1) It addresses the ill-posed
complementary recommendation problem by incorporating
variability in generated images and hence the retrieval; 2)



It is not trained using positive and negative item annotation
making it free from annotator’s preference; and 3) It does
not require complex training setup and use of mask annota-
tion, it is simpler to train and infer.

To this end, we propose a novel solution to solve an ar-
ray of new problem statements; such as generation of com-
plementary items conditioned on incomplete outfit, genera-
tion of multiple novel outfits with or without candidate item,
and retrieval through generation. Our proposed GAN archi-
tecture, unlike all existing methods [5, 13, 16, 20, 35-37],
works in latent space to generate latent representation of
complementary target image. The target latent embedding
is then passed through a pre-trained StyleGAN2 [12] to gen-
erate target image. We propose complementary latent gen-
erator module to generate target latent representation using
the global outfit embedding and auxiliary classifier guid-
ance. Using the disjoint and non-disjoint set of the large
Polyvore dataset [33], we demonstrate good performance of
our method compared with the state-of-the-art for all three
problem statements. The contributions of our work are as
follows:

* The core challenges of complementary item retrieval are
identified and a novel solution is proposed to address
them. For analysis, three unique problem statements have
been proposed to showcase recommendation by genera-
tion.

e A complementary latent generator module is proposed to
perform outfit-conditioned complementary latent embed-
ding generation by only working in latent space.

* The improved performance of the proposed solution for
all three new problem statements are compared with the
state-of-the-art methodologies.

2. Related Works

2.1. Conditional Image Generation

Conditional image generation is an important problem since
the inception of generative adversarial networks (GANS).
Conditional GAN (cGAN) [19] and Conditional VAE
(cVAE) [31] consider class labels as condition during image
generation. This concept in extended in Pix2Pix [11] for
image-to-image translation. InfoGAN [4] performs condi-
tional information propagation for discrete and continuous
conditions. MC-GAN [22] performs multi-conditional im-
age synthesis involving conditions from different domains.
However, none of these methods focus on generating com-
plementary images and hence do not perform well while
generating images with compatible style representation. On
the contrary, we propose a novel generator network that
considers global style representation to generate the latent
representation of target image, which is compatible with the
pre-selected items. Further, use of classifier guidance and
compatibility prediction of generated item with the query

items ensure latent representation of target category and
conditions.

2.2. Complementary Recommendation in Fashion

The idea of apparel compatibility is the pivotal factor for
complementary recommendation. Siamese networks have
been used to understand the conditional relation between
compatible products [14, 34]. However, these methods ex-
ecute pair-wise retrieval tasks. In [6], the items in outfits
are arranged in an ordered sequence for bi-LSTM to predict
the next item. In [15, 32, 33], authors trained the model
to learn feature sub-spaces for different sets of categories
considering two items at a time. Similarly, [9] proposed
the use of disentangled attribute information for recommen-
dation. In Outfit Transformer [28], authors proposed the
use of global outfit representation for complementary item
retrieval. Although these methods perform well in Fill-
in-the-blank (FITB) task considering only 4 images in the
gallery, they are trained using target annotations, consider-
ing unique solution for an ill-posed problem and hence pos-
sess annotator’s preference. Furthermore, being determin-
istic model, they possess no variation in outcome, resulting
in static recommendation in a world of dynamic retrieval.
Contrary to these, our proposed solution does not use tar-
get image annotation and provide variability in generation,
thereby satisfying dynamic nature of recommendation.

2.3. Generative models for Outfit Creation

Several works have attempted to address the outfit cre-
ation and retrieval problem through image generation.
c¢TGAN [13] is one of the first attempts to perform this for
pair-wise generation. Attribute-GAN [16], BC-GAN [37]
and ST-Net [5] perform multi-category compatible item
generation using single query item. FC-BoostNet [36],
Outfit-GAN [20] and COutfitGAN [35] use part outfit to
generate fashion item of the target category. Out of these
methods, [35, 36] require target mask for generation, [13]
does not consider compatibility criteria, [20] requires multi-
step complex image synthesis process, [5, 13, 16, 37] do not
handle multi-item outfits, and are unable to create novel out-
fits without anchor images. On the contrary, the proposed
solution does not require any additional annotations (such
as, target image mask) and can handle multi-item outfits in
a single-step image synthesis pipeline ensuring compatibil-
ity, thereby, addressing all shortcomings listed.

3. Proposed Methodology

Figure 1 shows the block diagram of our method. The pro-
posed method takes query items, query categories and target
category as input, and generates an image of the target cate-
gory that is compatible with the query items. The proposed
method consists of four main modules, that are (i) global
























[29]

(30]

(31]

(32]

(33]

(34]

(35]

(36]

(37]

Outfittransformer: Outfit representations for fashion recom-
mendation. In Proceedings of the IEEE/CVF Conference on
computer vision and pattern recognition, pages 2263-2267,
2022. 1,2,4,5,6,7

Axel Sauer, Tero Karras, Samuli Laine, Andreas Geiger, and
Timo Aila. Stylegan-t: Unlocking the power of gans for fast
large-scale text-to-image synthesis. In International con-
ference on machine learning, pages 30105-30118. PMLR,
2023. 3

Karen Simonyan and Andrew Zisserman. Very deep convo-
lutional networks for large-scale image recognition. arXiv
preprint arXiv:1409.1556, 2014. 7

Kihyuk Sohn, Honglak Lee, and Xinchen Yan. Learning
structured output representation using deep conditional gen-
erative models. Advances in neural information processing
systems, 28, 2015. 2

Reuben Tan, Mariya I Vasileva, Kate Saenko, and Bryan A
Plummer. Learning similarity conditions without explicit su-
pervision. In Proceedings of the IEEE/CVF International
Conference on Computer Vision, pages 10373-10382, 2019.
1,2,5

Mariya 1 Vasileva, Bryan A Plummer, Krishna Dusad,
Shreya Rajpal, Ranjitha Kumar, and David Forsyth. Learn-
ing type-aware embeddings for fashion compatibility. In
Proceedings of the European Conference on Computer Vi-
sion (ECCV), pages 390-405, 2018. 1,2, 5

Andreas Veit, Balazs Kovacs, Sean Bell, Julian McAuley,
Kavita Bala, and Serge Belongie. Learning visual clothing
style with heterogeneous dyadic co-occurrences. In Proceed-
ings of the IEEE International Conference on Computer Vi-
sion, pages 4642-4650, 2015. 1, 2

Dongliang Zhou, Haijun Zhang, Qun Li, Jianghong Ma, and
Xiaofei Xu. Coutfitgan: learning to synthesize compatible
outfits supervised by silhouette masks and fashion styles.
IEEE transactions on multimedia, 2022. 1,2,4,5,6,7
Dongliang Zhou, Haijun Zhang, Jianghong Ma, Jicong Fan,
and Zhao Zhang. Fcboost-net: a generative network for syn-
thesizing multiple collocated outfits via fashion compatibil-
ity boosting. In Proceedings of the 31st ACM International
Conference on Multimedia, pages 7881-7889, 2023. 1, 2
Dongliang Zhou, Haijun Zhang, Jianghong Ma, and
Jianyang Shi. Bc-gan: A generative adversarial network for
synthesizing a batch of collocated clothing. IEEE Transac-
tions on Circuits and Systems for Video Technology, 2023. 1,
2,4,5,7

2367



	Introduction
	Related Works
	Conditional Image Generation
	Complementary Recommendation in Fashion
	Generative models for Outfit Creation

	Proposed Methodology
	Generator and Encoder
	Auxiliary classifier
	Global Outfit Representation Module
	Complementary Latent Generator Module

	Experimental Results
	Problem Formulation
	Baselines
	Datasets and Performance Metrics
	Complementary Target Item Generation
	Novel Outfit Generation
	Complementary Item Generation Augmented Retrieval

	Analysis and Discussions
	Ablation Study Experiments
	Performance Variation with respect to Outfit Length

	Conclusion

