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Abstract

This paper presents the TRICKY 2025 HouseCat6D
Category-Level Object Pose Estimation Challenge, held in
conjunction with the ICCV 2025 workshop on Transpar-
ent and Reflective Objects in the Wild. The challenge ad-
dresses the critical limitations of existing pose estimation
systems when applied to non-Lambertian surfaces, such as
glass and metal. Leveraging the HouseCat6D dataset com-
prising realistic home environments with a diverse range
of transparent and specular objects, the challenge pushes
state-of-the-art algorithms to estimate object pose, scale,
and shape in photometrically complex scenes. Unlike tradi-
tional benchmarks focused on texture-rich, opaque objects,
this challenge emphasizes robustness under reflective high-
lights, refractions, and partial transparency. By promoting
research in these underexplored conditions, the challenge
contributes toward generalizable and category-level object
understanding in unconstrained real-world settings.

1. Introduction

Estimating the six degrees of freedom (6D) pose of objects is
afundamental problem in computer vision, with applications
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in robotic manipulation, augmented reality, and autonomous
systems [8, 34, 49, 57]. Recent research has expanded from
instance-level [3, 25, 46, 49, 56, 57] to category-level pose
estimation [6, 21, 22, 24, 26, 51, 55, 63], where the goal is
to generalize across unseen object instances within the same
category. This shift eliminates the dependency on instance-
specific CAD models and enables broader deployment in
unstructured environments.

Despite remarkable advances, most category-level pose
estimation methods implicitly assume opaque, Lambertian
surfaces. In real-world scenarios, however, many objects of
everyday relevance, such as drinking glasses, bottles, and
tableware, are transparent or highly reflective. These mate-
rial properties introduce severe ambiguities: reflections and
refractions corrupt image cues, while depth sensors often
fail due to missing or noisy measurements [19, 52]. As a
result, methods that perform well on opaque objects tend to
degrade significantly on transparent and reflective surfaces.

To close this gap, the TRICKY 2025 Challenge bench-
marks category-level pose estimation under transparency
and strong specularities. Built upon the HouseCat6D
dataset [19], the HouseCat6D-TRICKY benchmark provides
carefully designed test scenes with challenging lighting con-
ditions, occlusion, and object diversity. The benchmark
serves as a systematic evaluation of current approaches,
encouraging the development of algorithms that are more
robust to non-Lambertian surfaces.

This paper presents the setup of the challenge, the dataset,
evaluation protocols, and an analysis of submitted solu-



tions. The 2025 edition attracted 15 registered partici-
pants. Some teams applied existing off-the-shelf solutions,
while others developed hybrid approaches combining mul-
tiple strategies. The final results are reported and discussed
in Section 4. Additional information, including data ac-
cess and leaderboard updates, is available on the challenge
website: https://codalab.lisn.upsaclay.fr/
competitions/23075.

2. Related Work

We review literature relevant to category-level object pose
estimation, which is the focus of our challenge. Early ap-
proaches formulated this task as a correspondence problem.
The Normalized Object Coordinate Space (NOCS) frame-
work [51] was the first to propose predicting dense corre-
spondences between an observed point cloud and a canonical
category-level 3D coordinate frame. From RGB-D input, a
NOCS map is predicted and the object pose is recovered by
aligning the observed point cloud with the predicted NOCS
map using RANSAC [10] and the Umeyama algorithm [48].

Recent advances in deep learning enabled pose estima-
tion with learnable correspondence or direct regression from
features without explicit correspondences. We group prior
work into two main categories: NOCS shape alignment and
direct feature regression. We then review approaches that
address non-Lambertian surfaces.

2.1. Object Pose Estimation.

NOCS Shape Alignment Methods. Dense correspon-
dence methods predict a NOCS map that projects normal-
ized object coordinates into the image view. Canonical
object instances are scaled and oriented to fit within the
NOCS frame, with each 3D coordinate (x, y, z) encoded as
RGB values. Networks are trained with supervision from
ground-truth NOCS projections. Given per-pixel correspon-
dences, pose estimation is obtained with Umeyama [48] and
RANSAC [10], as in the original NOCS method [51] based
on Mask R-CNN [12].

A limitation of this approach is the reliance on non-
differentiable post-processing, making the pipeline decou-
pled and sub-optimal. Differentiable pose solvers such as
BPnP [5], PointNet-PnP [15], and Patch-PnP [50] in GDR-
Net address this for instance-level tasks, but do not general-
ize well to unseen objects. 12C-Net [43] adapts differentiable
PnP to the category level by combining category-level shape
reconstruction [45] with instance-level pose estimation [50].
A predicted canonical shape model allows the problem to be
treated as instance-level pose estimation, with an additional
depth correction module to improve translation and scale
estimation.

Dense correspondence methods start with using explicit
geometric priors from point cloud data. Shape-Prior-
Deformation (SPD) [47] extracts a mean category shape
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from the training set and deforms it to match a novel instance
via a learned deformation and assignment matrix, producing
sparse NOCS coordinates for pose estimation with Umeyama
and RANSAC. This integration of geometric priors improves
alignment, but performance is still limited by noise in ob-
served point clouds. RBP-Pose [63] introduces a geometry-
guided residual bounding box projection strategy, improv-
ing robustness in category-level settings. Query6DoF [54]
adopts a transformer-based query-driven architecture that
predicts pose by attending to both instance-specific and
category-level features, enhancing generalization to unseen
shapes. GS-Pose [53] proposes a category-level seman-
tic shape prior, with a pre-defined semantic shape model,
which learns the correspondence with pointcloud observa-
tion using a transformer-based matching model [37, 58].
AG-Pose [26] focuses on sparse keypoint learning with-
out relying on category-specific shape priors, introducing
adaptive geometric feature fusion modules to improve per-
formance. GCE-Pose [22] incorporates global context en-
hancement with semantic shape reconstruction, deforming
category-level prototypes using deep linear models to inte-
grate partial RGB-D features with global geometry, leading
to improved generalization ability.

Several recent works extend NOCS-based methods with
generative modeling and large-scale training. Diffusion-
NOCS [16] applies conditional diffusion to predict NOCS
maps from multi-modal inputs. By sampling multiple
plausible correspondence maps and averaging, it allevi-
ates symmetry-induced ambiguities and achieves strong
Sim2Real generalization using only synthetic training data.
OmniNOCS [20] scales NOCS prediction to in-the-wild
scenarios through a large-scale monocular dataset span-
ning over 90 categories. Its transformer-based NOCS-
former model generalizes across diverse object classes with-
out class-specific parameters, establishing a strong baseline
for category-level methods. OmniShape [29] further ex-
tends this line of work by jointly estimating object pose
and shape in a probabilistic manner. It decouples shape
completion into two multi-modal distributions: one that
maps sensor observations into a canonical reference frame,
and another that models object geometries via triplanar
neural fields. Trained with conditional diffusion models,
OmniShape demonstrates strong performance on real-world
datasets.

Direct Feature Regression Method. Instead of learning
correspondences, direct regression methods estimate pose
parameters directly from features. OVEG6D [2] factorizes
the rotation into a viewpoint rotation and an in-plane ro-
tation about the Z-axis. While effective, this method re-
quires CAD models, limiting its generalization to unseen
objects. VI-Net [24] follows the same decomposition but
uses a spherical feature pyramid network to improve both in-
plane and out-of-plane rotation estimation. SecondPose [6]



further integrates semantic features from DINOv2 [33] with
RGB-D input, improving rotation estimation by combining
geometric and semantic cues.

Diffusion models have recently been introduced to ob-
ject pose estimation as a way to handle uncertainty and
multimodality in pose distributions. At the instance level,
SE(3) Diffusion Pose [17] formulates point cloud registra-
tion as diffusion over the SE(3) manifold, enabling robust
alignment of noisy or partial observations. This genera-
tive formulation yields improved robustness to outliers and
sensor imperfections compared to deterministic registration
pipelines. Building on this idea, diffusion has also been
applied to category-level pose estimation, where intra-class
shape variations and symmetric ambiguities pose additional
challenges. GenPose(++) [61, 62] employs score-based dif-
fusion to sample pose candidates conditioned on partial
RGB-D observations, followed by energy-based filtering
to remove implausible samples. This framework handles
symmetry-induced ambiguity and generalizes to unseen ob-
ject instances. Diff9D [27] extends the paradigm to joint
9-DoF pose and size estimation using only synthetic training
data, while MonoDiff9D [28] further eliminates the depth re-
quirement, achieving monocular RGB-based category-level
9D estimation in real-world scenarios. Together, these works
demonstrate that diffusion-based modeling provides a prin-
cipled and probabilistic pathway for robust category-level
object pose estimation.

Challenging Conditions and Non-Lambertian Surfaces
Pose estimation for transparent and reflective objects re-
mains an open challenge due to their strong deviation from
Lambertian reflection assumptions. Transparency causes
refraction and partial transmission of background textures,
which degrades the reliability of RGB-based features and
depth sensing. To support research in these photometrically
challenging scenarios, the PhoCaL dataset [52] provides
a multi-modal benchmark (RGB, depth, polarization) with
high-accuracy pose annotations over reflective, transparent,
and symmetric objects. It enables systematic evaluation
in category-level settings under these conditions. Another
line of work explores the use of polarization information
directly. PPP-Net [11, 44] leverages physical priors de-
rived from polarized light to encode geometric cues such
as surface normals, improving pose accuracy for shiny and
translucent objects beyond what RGB-D alone can yield.
The model combines these physical image-based priors with
data-driven learning to lift the ambiguity inherent in pho-
tometrically complex surfaces. In category-level pose esti-
mation, these challenges are amplified. The HouseCat6D-
TRICKY benchmark demonstrates significant performance
drops in both NOCS-based and direct-regression methods,
showing that robust pose estimation in non-Lambertian,
category-level settings is still an open problem.
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2.2. Non-Lambertian Surfaces Challenges

The problem of handling challenging non-Lambertian sur-
faces has also been explored in related tasks, such as depth
estimation. The NTIRE workshops at CVPR [40-42] in-
troduced tracks on transparent and reflective surfaces using
datasets like Booster [38, 39]. Following this, the TRICKY
workshop [59, 60] at ECCV 2024 and ICCV 2025 featured
a dedicated depth estimation challenge on such surfaces.

2.3. Object Pose Estimation Challenges

Benchmark challenges have played a key role in advanc-
ing 6D object pose estimation by offering standardized
datasets, evaluation protocols, and leaderboards. The
BOP (Benchmark for 6D Object Pose Estimation) Chal-
lenge [1, 13, 14, 32] is among the most impactful, tracking
the performance of both model-based and model-free meth-
ods on seen and unseen objects. Since its launch in 2017,
BOP has driven a significant improvement in model-based
pose estimation of seen objects. The 2024 edition intro-
duced model-free tracks, real-world AR/VR datasets, and a
model-free 6D detection task, widening its scope and real-
world relevance [32].

Recent methods have pushed zero-shot and foundation-
model-driven performance on the BOP benchmark.
FreeZe(V2) [3, 4], a training-free method using frozen vi-
sion [33] and geometric foundation models [35], was named
Best Overall at BOP Challenge 2024 with notable gains in
accuracy. Co-op [31] achieves strong generalization to un-
seen objects by learning correspondences via patch-level
classification and regression from a single RGB image.
FoundationPose [56] unifies model-based and model-free
pose estimation with large-scale synthetic training and a
transformer-based architecture.

While BOP covers a broad range of conditions, it does
not specifically target non-Lambertian challenges such as
transparency or strong specularity. That is where TRICKY
differs. The TRICKY challenge focuses exclusively on
category-level pose estimation for transparent and reflec-
tive objects—a domain where RGB appearance and depth
data are highly unreliable. It provides a specialized yet
complementary benchmark to BOP, addressing robustness
in scenarios that standard methods still struggle with.

3. TRICKY 2025 Challenge on HouseCat6D
Object Pose Estimation of Specular and
Transparent Surfaces

We host the TRICKY 2025 Challenge on Category-level
Object Pose from Images of Specular and Transparent Sur-
faces to encourage the community to develop state-of-the-
art solutions capable of dealing with object categories with
non-Lambertian surfaces — glass and cutlery.
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(a) HouseCat6D-TRICKY scenes (b) Newly Added Objects

Figure 1. HouseCat6D-TRICKY dataset is a private test set of HouseCat6D datast [19] designed for TRICKY 6D challenge. The dataset
is composed of 3 scenes, 1.6K frames (a), and features 8 new photometrically challenging objects (b).
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Figure 2. HouseCat6D-TRICKY challenge dataset sample. The first row shows RGB images of cluttered indoor scenes containing
multiple household objects. The second row shows the corresponding depth map from the RealSense D435 sensor used for pose estimation.
The third row shows the polarization images for methods leveraging this information in their pipelines.

3.1. Datasets Overview. household objects that contains the photometrically chal-
lenging object categories, such as glass and cutlery. The
dataset features multi-modal training data with polarized

Our challenge takes place over the HouseCat6D dataset [ 19]. ’ > ) I
RGB images with depth map provided from an active stereo

HouseCat6D Dataset is a category-level 6D pose dataset for
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depth sensor. The dataset is composed of 34 train sets with
20K frames, 2 validation sets with 1.3K frames, 5 test sets
with 3K frames, all released in public.

3.2. HouseCat6D-TRICKY Collection

To provide a fair challenge, we collect 3 private test sets,
HouseCat6D-Tricky. The dataset collection follows a dataset
capturing protocol from SCRREAM [18]’s 6D Pose Estima-
tion Dataset collection pipeline.

Firstly, we obtain the RGBD sequences by placing the
objects in the middle of the scene and recording the object-
centric camera views with the synchronized multi-modal
camera rig. Then, we annotate the objects and the camera
poses. To annotate the object poses, the scene is scanned
with a commercial hand-held scanner, with photometrically
challenging objects being sprayed with 3D scanning spray.
Then we obtain the object pose to the scene by aligning
the individual pre-scanned object meshes to the scanned
scene mesh using point correspondence with ICP. Once the
3D meshes are annotated, camera poses are obtained by
matching with synthetic images. The annotated meshes
are imported and rendered in Blender with 20-30 view-
points. The rendered images with their ground truth poses
are used to localize the real image sequence by using 2-
stage-mapping [18].

The HouseCat6D-Tricky is composed of 3 test scenes
with 1.6K frames; each scene is set up with cluttered objects,
including 4 photometrically challenging objects (2 glass, 2
cutlery). An overview of the dataset is shown in Fig. 2.

3.3. Evaluation Protocol

Following prior work [6, 7, 24, 26], we evaluate both geo-
metric accuracy of the estimated pose and spatial alignment
of the reconstructed object.

n°m cm metric. This metric evaluates the fraction of
correctly estimated poses under joint rotation—translation
thresholds. A prediction is considered correct if its rotation
error

trace(RTR) — 1
ER = arccos| ——m—— (1)
2
is less than or equal to n°, and its translation error
& = [t —ill2 2)

is less than or equal to m cm. We report the mean Aver-
age Precision (mAP) over all test instances at two difficulty
levels: 10°2 cm (strict) and 10°5 cm (looser).

3D IoU metric. This metric measures the volumetric
Intersection-over-Union (IoU) between the predicted and
ground-truth 3D bounding boxes, computed from the es-
timated object pose and canonical object dimensions. Let
Bored and By denote the predicted and ground-truth oriented
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3D bounding boxes, respectively. The IoU is defined as:

VOI(Bpred n Bgt)

, 3
VOI(Bpred U Bgt) ( )

IoUjzp =
where Vol(-) denotes the volume of a 3D shape, and the
intersection and union are computed in 3D space after trans-
forming the canonical bounding box by the estimated pose.

We follow a mean Average Precision (mAP) evaluation,

counting a prediction as correct if IoUsp exceeds a thresh-
old 7 € {0.50,0.75}. These thresholds jointly assess the
accuracy of the pose and the object scale estimation.
Object symmetries. For objects in the category with con-
tinuous symmetries (e.g., rotationally symmetric about an
axis, bottle, can, glass in the HouseCat6D [19] dataset), the
pose is canonicalized before error computation according to
the dataset protocol.
Ranking. Challenge rankings are determined primarily by
mAP at 5°2cm. In case of a tie, we use mAP at 10°2cm
as the first tiebreaker, followed by mAP at IoU@0.75 as the
second tiebreaker.

4. Challenge Results

A total of 15 participants entered the final testing phase.
Every method is briefly described in Section 5, while the
respective team members are listed in Section 7.

The results reveal a large performance gap between base-
lines and top-performing approaches under the strict 5°2 cm
criterion. DPDN [23] and VI-Net [24] achieved limited ac-
curacy, with mAP below 3% at 10°2cm. AG-Pose [26],
which leverages adaptive keypoint learning and geometric-
aware feature fusion, showed stronger performance, reach-
ing 6.57% mAP at 10°2cm and over 96% at IoU@50.
GCE-Pose [22] further improved generalization by deform-
ing category prototypes with global context, achieving the
best performance on glass (15.25% at 10°2 cm and 99.57%
IoU@50). The winning team Enid integrated confidence-
weighted pose refinement with enhanced visual backbones,
delivering the most balanced results across categories, in-
cluding the highest overall score of 8.64% at 10°2 cm and
98.01% at IoU@50. These results highlight the importance
of symmetry-aware modeling, global context integration,
and robust feature learning, while also revealing the persis-
tent difficulty of achieving precise rotation and translation
estimates for transparent and reflective objects.

5. Challenge Methods
5.1. DPDN [23]

DPDN addresses category-level pose and size estimation by
learning to deform a category-level shape prior in feature
space to match an observed instance. A categorical prior is
extracted from training data and represented in a latent fea-
ture space, which the network adaptively deforms based on



Dataset Method Category 5°2cm  5°S5cm 10°2cm 10°5cm | IoUS0  IoU75
cutlery 0.01 0.03 0.09 0.56 93.36 71.73

DPDN [23] glass 0.77 1.26 2.28 6.07 94.54  68.06

mean 0.39 0.65 1.18 3.32 9395 69.89

cutlery 0.03 0.10 0.16 0.47 15.52 1.20

VI-Net [24] glass 0.94 1.97 471 11.39 3295 572

mean 0.48 1.03 243 5.93 24.23 3.46

cutlery 0.32 0.48 2.61 4.83 94.67  82.66

AG-Pose (DINO) [26] | glass 3.45 4.97 10.53 18.72 98.15  73.11

mean 1.89 2.73 6.57 11.78 96.41  77.89

HouseCat6D-TRICKY cutlery 040  0.61 .40 11 | 9262 80.86
GCE-Pose [22] glass 6.31 8.66 15.25 25.09 99.57 86.69

mean 3.36 4.64 8.32 14.60 96.09  83.78

cutlery 0.91 1.47 4.11 7.79 97.49 90.74

Enid (Winner Team) | glass 6.22 7.32 13.17 22.22 98.53  77.31

mean 3.57 4.39 8.64 15.01 98.01 84.03

Table 1. Per-category and mean results on HouseCat6D-TRICKY. Scores are percentages; higher is better. Only cutlery and glass are used

for ranking; missing predictions are scored as 0.0.

RGB-D input to establish dense correspondences. Pose and
size are then regressed directly from these correspondences.

5.2. VI-Net [24]

VI-Net improves rotation estimation in category-level ob-
ject pose tasks by decomposing rotation into viewpoint and
in-plane components, learned via a spherical feature pyra-
mid [9]. The network encodes object observations on the
sphere using a novel SPAtial Spherical Convolution (SPA-
SConv). By separately learning viewpoint and in-plane ro-
tations, VI-Net achieves accurate orientation predictions.

5.3. AG-Pose [20]

AG-Pose introduces instance-adaptive, geometric-aware
keypoint detection at the category-level pose estimation.
The model learns a set of sparse keypoints for each in-
stance by adapting learnable query vectors with feature-
driven attention, ensuring coverage of geometric structure.
A geometric-aware feature aggregation (GAFA) module in-
tegrates local and global geometric context into those key-
point descriptors, yielding more reliable correspondences
on novel instances.

5.4. GCE-Pose [22]

GCE-Pose reconstructs a category-level shape prototype and
fits it to observed geometry using global context enhance-
ment. Geometric features from PointNet++ [36] and se-
mantic features extracted from DINOv2 [33] are fused with
semantic global context to deform category prototypes con-
tracted by a deep linear shape model [30] toward observed
instances. This enables more accurate pose and size estima-
tion even when sensor data is corrupted by partial occlusion

or noisy measurements. GCE-Pose demonstrates superior
alignment by leveraging broader context rather than relying
only on local correspondences.

5.5. Winner Team - Enid

Overview. The Enid team builds on AG-Pose [26] and pro-
poses a dual-stream fusion pipeline, termed KUAW-Pose:
Keypoint Uncertainty-Aware and Category-Adaptive Loss
for 6D Pose Estimation of Specular and Transparent Objects
(see Fig. 4). First, the image encoder in AG-Pose is up-
graded from DINOv2-ViT-S/14 to DINOv2-ViT-B/14 [33],
yielding a stronger baseline denoted AG-Pose-B. Second,
an enhanced branch EAG-Pose-B introduces a Category-
Aware Confidence-Weighted Loss to increase robustness on
categories with specular reflection or transparency (e.g., cut-
lery, glass). At inference, the two branches are combined
by weighting and fusing their predictions, which stabilizes
pose estimation in challenging scenes.

Category-Aware Confidence-Weighted Loss. To better
address the challenges posed by reflective and transparent
objects in category-level object pose estimation, Team Enid
proposes Category-Aware Confidence-Weighted Loss. This
loss enhances the original AG-Pose design by introduc-
ing two key improvements: Category-Specific Weighting,
which assigns higher loss weights to categories with greater
pose ambiguity, e.g., cutlery and glass, encouraging the
model to focus more on these challenging object types dur-
ing training. Confidence-Guided Supervision: Leveraging a
keypoint uncertainty-aware module, we use point-level con-
fidence maps and heatmaps to compute soft weights for each
key- point prediction. These weights are used to refine the
loss calculation in both keypoint-to-point cloud correspon-
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GCE-Pose AGPose VI-Net DPDN

KUAW-Pose

Figure 3. Visualization of category-level object pose estimation results on HouseCatoD-TRICKY dataset. Predicted 3D bounding boxes
are shown in red, with ground truth in green.

Figure 4. Overview of the winning method (Team Enid). The Enid team extends AG-Pose [26] with a stronger DINOv2-ViT-B/14
backbone(AG-Pose-B) and further introduces an Enhanced AG-Pose-B (EAG-Pose-B) branch with a Category-Aware Confidence-Weighted
Loss. Atinference, predictions from AG-Pose-B and EAG-Pose-B are fused to form the final pose estimate. The design improves robustness
on transparent and reflective categories such as cutlery and glass, achieving the best overall results in the TRICKY challenge.

dence and normalized coordinate space supervision. This Specifically, let ¢ denote the object category and w, > 0
encourages the model to learn from more reliable keypoints a category weight that increases the training signal on cate-
while reducing the influence of noisy predictions. gories with higher pose ambiguity. For a set of K keypoints
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with confidence scores @; € [0, 1], we use uncertainty-
aware soft weights to reduce the impact of noisy keypoints.
The loss augments AG-Pose supervision with category and
confidence modulation:

K K
LEAG = We Zai Lﬁ;) + /lza/i L]+ B Lreg,
=1 =1
“)

where LIEL) supervises keypoint-to-point cloud correspon-

dences, L,(lf))cs supervises normalized coordinate space pre-
dictions, L, is a regularization term from the original AG-
Pose, and A, B8 balance the terms. This design encourages
learning from reliable keypoints while directing more ca-
pacity to difficult categories.

Training details. All models are trained on a single
NVIDIA GeForce RTX 4090 GPU. AG-Pose-B is trained for
164 epochs with batch size 32, input resolution 224 x 224,
and learning rate 2.5 x 10™*. EAG-Pose-B is trained for 82
epochs with batch size 20, input resolution 322 x 322, and
learning rate 1.3 X 10%. Unless stated otherwise, all other
settings follow the public AG-Pose implementation. At test
time, KUAW-Poses computes poses from both branches and
fuses their predictions to form the final estimate.

5.6. Experiemental Results.

Table | summarizes performance on HouseCat6D-TRICKY
across different metrices and Fig. 3 shows the visualization
of 3D bounding box for each method. Overall, the Enid sub-
mission (KUAW-Pose) attains the best mean accuracy under
the primary ranking metric, reaching 8.64% at 10°2cm,
together with the highest overlap scores (98.01% IoU @50
and 84.03% IoU@75). GCE-Pose ranks second on the
main pose metric with 8.32% mean 10°2 cm and achieves
strong IoU, while AG-Pose (DINO) follows at 6.57%. VI-
Net improves rotation but lags in overlap (mean loU@75
of 3.46%), and DPDN yields solid box alignment (mean
IoU@50 of 93.95%) but lower strict pose accuracy (mean
10°2cm of 1.18%). By category, the methods show com-
plementary strengths. On glass (dominant transparency),
GCE-Pose provides the strongest accuracy at all thresholds
(e.g., 15.25% at 10°2 cm and 86.69% loU@75), suggesting
that its global context and deformable semantic prototype
better exploit partial and noisy observations. KUAW-Pose
is competitive on glass (13.17% at 10°2cm), while AG-
Pose reaches 10.53%. On cutlery (thin, highly specular
geometry), KUAW-Pose clearly leads in strict pose (4.11%
at 10°2 cm) and overlap (90.74% IoU@75), with AG-Pose
next best (2.61%, 82.66%). These trends align with the de-
sign of each approach: the KUAW-Pose dual-branch fusion
with category- and confidence-aware supervision stabilizes
keypoint quality for slender, reflective objects; GCE-Pose’s
global prototype deformation is advantageous when depth
is incomplete or refracted, as in glass.

A cross-metric view highlights a core challenge in
TRICKY scenes. All top methods obtain very high loU@50
(often above 96%), yet their strict pose mAP at 10°2cm
remains single-digit. This gap indicates that coarse spa-
tial alignment and scale can be recovered even under
non-Lambertian effects, but accurate rotation and transla-
tion within tight tolerances are still difficult due to spec-
ular highlights, refraction, and missing depth. Strength-
ening category-aware semantics and uncertainty handling
(KUAW-Pose), or fusing global context with deformable
semantic protypes (GCE-Pose), reduces these failures, but
there remains a sizable margin between overlap and strict
object pose accuracy that future methods need to close.

6. Conclusion

The TRICKY 2025 Challenge establishes the first bench-
mark dedicated to category-level object pose estimation of
transparent and reflective objects. Results on HouseCat6D-
TRICKY show that methods that perform well on Lamber-
tian datasets face severe degradation under strong specu-
larities and transparency. While recent advances such as
AG-Pose, GCE-Pose demonstrate partial robustness, overall
performance remains far below that observed on standard
category-level object pose benchmarks. The winning solu-
tion by Team Enid highlights the benefit of stronger back-
bones and category-aware confidence-weighted supervision,
achieving state-of-the-art results on the overall performance
of cutlery and glass. Nevertheless, common failure cases in-
clude unstable depth cues, severe translation errors. These
findings suggest that future research should explore model-
ing of non-Lambertian effects and multimodal sensing (e.g.,
polarization, tactile, or material modeling) to achieve reli-
able pose estimation in real-world transparent and reflective
scenarios.

7. Teams and Affiliations

7.1. Enid

Members:

Jing He (24171213874 @stu.xidian.edu.cn)
Yiqing Wang (24171213882 @stu.xidian.edu.cn)
Kexin Zhang (23171110687 @stu.xidian.edu.cn)
Licheng Jiao (Ichjiao @mail.xidian.edu.cn)
Lingling Li (llli@xidian.edu.cn)

Fang Liu (f63liu@ 163.com)

Wenping Ma (wpma@mail.xidian.edu.cn)
Affiliations:

Xidian University, Xi’an, China
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