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(a) A generic hand shadow puppetry setup.

(b) Rabbit (c) Bird (d) Dog

Figure 1. Ombromanie in a nutshell.1

Abstract

Hand shadow puppetry, also known as shadowgraphy or
ombromanie, is a form of theatrical art and storytelling
where hand shadows are projected onto �at surfaces to cre-
ate illusions of living creatures. The skilled performers cre-
ate these silhouettes by hand positioning, �nger movements,
and dexterous gestures to resemble shadows of animals and
objects. Due to the lack of practitioners and a seismic shift
in people’s entertainment standards, this art form is on the
verge of extinction. To facilitate its preservation and pro-
liferate it to a wider audience, we introduceHASPER, a
novel dataset consisting of 15,000 images of hand shadow
puppets across 15 classes extracted from both professional
and amateur hand shadow puppeteer clips. We provide
a detailed statistical analysis of the dataset and employ a
range of pretrained image classi�cation models to establish
baselines. Our �ndings show a substantial performance

1The shadowgraphy cliparts are adapted from ClipArt ETC, Florida
Center for Instructional Technology, College of Education, University
of South Florida. Link: https: / /etc .usf .edu/clipart /
galleries/266-hand-shadow-puppetry

superiority of skip-connected convolutional models over
attention-based transformer architectures. We also �nd that
lightweight models, such asMOBILENETV2, suited for
mobile applications and embedded devices, perform com-
paratively well. We surmise that such low-latency archi-
tectures can be useful in developing ombromanie teach-
ing tools, and we create a prototype application to ex-
plore this surmission. Keeping the best-performing model
RESNET34 under the limelight, we conduct comprehensive
feature-spatial, explainability, and error analyses to gain
insights into its decision-making process and explore archi-
tectural improvements. To the best of our knowledge, this
is the �rst documented dataset and research endeavor to
preserve this dying art for future generations, with com-
puter vision approaches. Our code and data are publicly
available athttps://github.com/Starscream-
11813/HaSPeR .

�Will he not fancy that the shadows which he formerly saw
are truer than the objects which are now shown to him?�

Plato,The Republic(Book VII, Allegory of the Cave)

1. Introduction
Ombromanie, the ancient art of hand shadow puppetry, is
a form of art that involves the mesmerizing interplay of
light and shadow through the construction and manipula-
tion of shadow �gures or silhouettes on a surface, typically
a screen or a wall, using one’s hands, body, or props [1, 54].
The alias�cinema in silhouette�2 is sometimes used to re-
fer to this proto-cinematic medium of entertainment. Its
working principle is very straightforward� the puppeteer
adeptly positions their hands between a radiant light source
and a translucent screen, consequently conjuring shadows
and silhouettes that emulate different creatures, as shown in
Fig. 1. Despite its rich history and captivating allure across
many cultures,3 there exists a notable dearth of resources

2https : / / en . wikipedia . org / wiki / Shadowgraphy _
(performing_art)

3https://www.geniimagazine.com/wiki/index.php/
Shadowgraphy
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Figure 2. A �owchart depicting the dataset construction process.

speci�cally tailored to this artistic domain. With properly
annotated and sourced data, researchers could study the in-
tricacies of hand silhouette movements, shapes, and sto-
rytelling techniques, thereby enabling the development of
sophisticated Arti�cial Intelligence (AI) systems for auto-
matic recognition, classi�cation, or even generation of om-
bromanie performances [39]. The generation aspect is par-
ticularly relevant given the demonstrable impotency of AI
image generator models in accurately creating hands and
�ngers [47]. Apart from that, the development of appli-
cations that can facilitate the learning of ombromanie has
the potential to breathe new life into this waning art form
[49]. In 2011, UNESCO recognized shadow puppetry as
an endangered artistic tradition by adding it to the Intangi-
ble Cultural Heritage list [36], which is why it necessitates
more preservatory apparatus and research efforts.

In tandem with this motivation, this work introduces a
seminal addition to the realm of data resources, HASPER
(Hand ShadowPuppet ImageRepository), a methodically
curated novel image dataset of hand shadow puppets. The
dataset comprises an assemblage of 15,000 samples, that
we painstakingly source and verify from 68 professional
shadowgraphist clips and 90 amateur shadowgraphist clips.
We label and categorize the images with utmost precision
to elicit robustness in the image classi�cation models that
will undergo training with these images. The samples in
HASPER are diverse in nature since the source clips are
recorded in a plethora of different poses, orientations, and
background lighting conditions of the translucent screen.
We also inculcate silhouette motion diversity via optical
�ow estimation [17] in the frame extraction process. We
conduct a detailed analysis of HASPER’s statistical char-
acteristics. We also employ a variety of state-of-the-art
(SOTA) pretrained image classi�cation models to establish
a performance benchmark for validating the integrity of
the dataset. Additionally, we conduct a thorough evalua-
tion of several facets of the ace RESNET34 model, includ-
ing its feature representations, feature fusions, interpretabil-
ity, explainability, and classi�cation errors that it encoun-
ters. In an effort to assess the potential of digitized ombro-
manie teaching tools, we create a simple and lightweight

Silhouette
Class

Clips Sample Distribution

Pro. Nov. Training Validation Total

Bird 6 6 600 400 1000
Chicken 2 6 600 400 1000
Cow 2 6 600 400 1000
Crab 4 6 600 400 1000
Deer 6 6 600 400 1000
Dog 7 6 600 400 1000
Elephant 5 6 600 400 1000
Horse 8 6 600 400 1000
Llama 2 6 600 400 1000
Moose 3 6 600 400 1000
Panther 2 6 600 400 1000
Rabbit 4 6 600 400 1000
Snail 4 6 600 400 1000
Snake 3 6 600 400 1000
Swan 10 6 600 400 1000

Total 68 90 9000 6000 15000
158

Table 1. Statistical summary of HASPER.

prototype Android application using Flutter for classifying
hand shadow puppet images from the phone’s camera feed.
We posit that our dataset possesses the potential to offer a
wealth of opportunities for exploration and analysis into the
artistic domain of hand shadow puppetry.

2. Dataset Construction

The series of steps involved in our data acquisition process
is broadly divided into three tasks�(a) procuring the per-
formance clips, (b) extraction of the frames, and (c) cate-
gorization of each sample frame with a proper label. Fig. 2
portrays this work�ow behind our dataset preparation. We
incorporate manual oversight at each step of the dataset cre-
ation in order to reconcile any exigencies pertaining to the
quality of HASPER.

2.1. Collating Shadowgraphy Clips

At the outset of the process, we procure 68 different clips of
14 different professional shadowgraphists from YouTube.4

The video sources are licensed under fair use and a list con-
sisting of the links to all of them is available in our GitHub5

repository. We record the relevant portions of the per-
formance videos using the open-source recording software
OBS Studio.6 Six novice volunteer shadowgraphists collec-
tively produce 90 additional clips, with each contributing
one clip for every class. As a consequence, the total num-
ber of source clips aggregates to68 + (15 � 6) = 158.

4https://www.youtube.com
5GitHub repository� https: / /github.com/Starscream-

11813/HaSPeR
6Open Broadcaster Softwarefi � https://obsproject.com/
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(a) Bird (b) Chicken (c) Cow (d) Crab (e) Deer (f) Dog (g) Elephant (h) Horse

(i) Llama (j) Moose (k) Panther (l) Rabbit (m) Snail (n) Snake (o) Swan

Figure 3. Samples from each class of the dataset.

2.2. Extracting Samples
To mitigate the presence of excessively similar and redun-
dant image samples, we extract frames from these clips at
reasonable intervals ofk after downsampling the clips to a
resolution of1438� 1080. The values ofk are judiciously
chosen for the clips of each class, and everykth frame is
selected as a candidate image sample (e.g., with k � 180,
200, 220for a 60 FPS clip). From this sequence of extracted
candidate frames, we prioritize those exhibiting signi�cant
motion. To this end, we estimate the motion vector �eld
by calculating the optical �ow between the consecutivetth
frame and the(t+ k)th frame. The magnitude of this motion
is quanti�ed by the mean L2 norm of the resulting �ow �eld.
We retain the frame pairs with an average �ow magnitude
surpassing a certain requisite threshold� , thereby ensuring
the inclusion of dynamically distinct frames. We synergisti-
cally amalgamate two optical �ow estimation methods: the
Lucas�Kanade (LK) method [37] and the Total Variation L1
Regularization (TV-L 1) method [72]. The undergirding as-
sumption beneath the LK method is brightness constancy
and spatial coherence of the �ow in a local neighbourhood
of the pixel (say, the patchW ) under consideration. It em-
ploys a multi-scale gradient descent optimization approach
for the constraint equation shown in Eq. (1).

I x � u + I y � v + I t = 0 (1)

where,I x = @I
@x andI y = @I

@y are the spatial gradients of
the image intensityI , andI t = @I

@t is the temporal gradient.
u andv are the horizontal and vertical components of the
optical �ow vector, respectively. The motion is then esti-
mated by iteratively minimizing the cost function in Eq. (2)
at increasingly granular image resolutions, from coarse to
�ne.
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(2)
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Eq. (3).
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(a) t th frame (b) (t + k)th
frame

(c) LK
method

(d) TV-L 1

method
(e)

max ( LK ; TV-L 1 )

Figure 4. Optical �ow estimation of contiguous candidate frames
from the ‘Horse’ class.
As evident from Fig. 4c, the LK method can track the edge
movement of the homogeneous silhouette patches, given
the slight texture offered by the penumbral region of the
shadow. However, as it is limited by local window con-
straints, it fails to capture the global motion of the shadow
puppet. To ameliorate this issue, we resort to the TV-L 1

method, which is a variational method that minimizes the
total variation of the �ow �eld, subject to the L1 norm of
the data �delity term, which together form the energy func-
tion E in Eq. (4).
�

u
v

�

TV-L 1
= arg min

u;v
E (u; v ) (4)

= arg min
u;v

Z



( � kr I � #�w + I t k1| {z }

Data term

+ kr uk1 + kr vk1| {z }
L1 Regularization term

) dx dy

(5)

where #�w = hu; vi is the optical �ow vector,r u andr v
are the spatial gradients of the �ow,� is the parameter for
balancing data �delity and regularization, and
 � R2 rep-
resents the spatial domain of the entire image. The TV-L 1

method is more adept at capturing the global motion of the
homogeneous and spatially consistent inner portion of the
shadow puppet, as depicted in Fig. 4d. We then take the
element-wise maximum of the LK and TV-L 1 �ow �elds’
L2 norms to obtain a more hoilistic optical �ow �eld, as
portrayed in Fig. 4e.
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Then from this maximum combinationM � N �ow �eld,
we compute the mean L2 normV using Eq. (7).

V =

M � 1X

i =0

N � 1X

j =0

q
u� 2

ij + v� 2
ij

MN
(7)
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Figure 5. Light sources for background diversity in HASPER.

If V > � , we retain the corresponding frame pair as can-
didate samples, otherwise we continue the process with the
(t + k)th and the(t + 2k)th frames. Tab. 1 encapsulates
some essential statistical information related to HASPER
and provides a super�cial overview of the dataset.

2.3. Labeling
After the extraction of the frames, the samples undergo
manual scrutiny by 3 annotators who are pursuing un-
dergraduate studies in Computer Science and Engineering
(CSE). If a series of contiguous samplesprima facieexhibit
substantial similarity, we only keep a single image from
that set of samples. The rest are discarded to avoid redun-
dancy and to instill diversity. Another criterion that dictates
the legitimacy of an image sample is its intelligibility. If
the majority of the annotators agree on the unintelligibil-
ity of a sample, they discard it in unison. After performing
this omission of unsuitable samples for each class, we end
up with 15 different directories of images, each containing
the curated samples of a particular class. The images in
these folders are then further partitioned into training and
validation sets, maintaining a 60:40 split. We also prag-
matically incorporate a proper distribution of the samples
sourced from amateur clips over both the training and val-
idation sets, to avoid making the latter unfairly dif�cult for
the classi�cation models.

3. Dataset Description
To provide a tangible exposition of the diverse samples in
the dataset, Fig. 3 presents a collection of representative im-
ages across all 15 classes. With minimally astute perspicac-

(a) Sharp, high opacity (b) Diffuse, low opacity

Figure 6. Samples with different silhouette properties.

ity, we can observe that the samples vary in terms of the
nature of the backgrounds, the anatomical structure of the
puppeteers’ hands, the photometric opacity and sharpness
of the projected silhouettes, and a panoply of other aspects.

3.1. Background Variance
The hand shadow puppetry setup that a puppeteer’s crew
arranges before the performance greatly dictates the nature
of the background on which the shadow puppets are dis-
played. If the location of the light source is very near to
the wall or the translucent screen, then we can observe an
elliptical shadow contour on the background as evident in
Figs. 3a and 3m. The angular directionality of the light
also manifests a gradient effect on the background as can
be seen in Figs. 3d and 3h. The temperature and color of
the light emanated by the light sources onto the screens also
add to the diversity. To achieve this, we use six different
light sources�candlelight, an incandescent bulb, sunlight,
a CFL light, an Epson EB-972 XGA projector, and an LED
bulb�each with different color temperatures. Historically,
many other light sources were used by shadowgraphists
such as marrow-fat lamps, �ame torches, halogen lamps,
lime lights, etc. Fig. 5 depicts an overarching illustration
of the monocular polychromatic background lighting diver-
sity that we maintain in HASPER. We avail the overhead
projector to emit light from across the visible spectral range
(380� 750 nm). Additionally, we use a random-patterned
combination of these colors (colloquially referred to as the
psychedelic pattern) as the backdrop for a subset of the or-
ganically created samples.

3.2. Nature of the Silhouettes
The positioning of the light source with respect to the pup-
peteer’s hands plays a role in shaping the shadows’ qual-
ity. As per the natural laws of optics, proximity to the light
source yields crisp, well-de�ned shadows (e.g., Fig. 6a),
while increasing the distance fosters softer, more diffuse
shadows (e.g., Fig. 6b) with a central umbra and periph-
eral penumbra. The higher the contrast between the silhou-
ettes and their respective backdrops, the more visible and
well-contoured the shadow puppets are. The direction of
the light source in�uences the orientation and shape of the
shadows. Shadows cast by overhead lighting sources may
appear elongated, while shadows cast by low-angle lighting
sources may exhibit softer edges and less pronounced con-
















