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Abstract

The rapid progress of multimodal large language mod-
els (MLLM) has paved the way for Vision-Language-Action
(VLA) paradigms, which integrate visual perception, nat-
ural language understanding, and control within a single
policy. Researchers in autonomous driving are actively
adapting these methods to the vehicle domain. Such mod-
els promise autonomous vehicles that can interpret high-
level instructions, reason about complex traffic scenes, and
make their own decisions. However, the literature remains
fragmented and is rapidly expanding. This survey offers the
first comprehensive overview of VLA for Autonomous Driv-
ing (VLA4AD). We (i) formalize the architectural building
blocks shared across recent work, (ii) trace the evolution
from early explainer to reasoning-centric VLA models, and
(iii) compare over 20 representative models according to
VLA’s progress in the autonomous driving domain. We also
consolidate existing datasets and benchmarks, highlighting
protocols that jointly measure driving safety, instruction fi-
delity, and explanation quality. Finally, we detail open chal-
lenges—robustness, real-time efficiency, and formal veri-
fication—and outline future directions toward foundation-
scale driving models and a standardised “traffic language.”
This survey provides a concise yet complete reference for
advancing interpretable, instruction-following, and socially
aligned autonomous vehicles.

1. Introduction

Autonomous vehicles must simultaneously perceive com-
plex 3D scenes, understand traffic context, and act safely in
real time. Classic autonomous driving (AD) stacks achieve

4524

lijun.sun@mcgill.ca

this through a hand-engineered cascade of perception, pre-
diction, planning, and control modules. While decades of
research have made such pipelines reliable under common
conditions, they remain brittle at module boundaries and
struggle with long-tail corner cases - scenarios that demand
high-level reasoning or nuanced human interaction.

Progress in foundation models, such as vision-language
models (VLMs) and large language models (LLMs), has in-
troduced strong semantic priors into driving perception. By
aligning pixels with text, these models can explain scenes,
answer questions, or retrieve contextual information that
traditional detectors may miss [36, 52, 67, 69, 79]. Early
adaptations have improved generalization to rare objects
and provided human-readable explanations, e.g., describ-
ing an ambulance’s trajectory or justifying a red-light stop.
However, VLM-augmented stacks remain passive: they rea-
son about the scene but do not decide what to do. Their
language output is loosely coupled to low-level control and
may hallucinate hazards or misinterpret colloquial instruc-
tions. In short, while VLMs enhance interpretability, they
leave the action gap unresolved.

Recent work has thus proposed a more integrated
paradigm: VLA models that fuse camera streams, natu-
ral language instructions, and low-level actuation within
a single policy [12, 39, ]. By conditioning the con-
troller on language tokens, these systems can (i) follow free-
form commands such as “yield to the ambulance” [71], (ii)
verbalize their internal rationale for post-hoc verification
[12], and (iii) leverage commonsense priors from internet-
scale corpora to extrapolate in rare or unforeseen situations
[13]. Early prototypes have already demonstrated improved
safety and instruction fidelity in simulation and closed-loop
tests, foreshadowing a new research frontier we term VLA
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Figure 1. Comparisons of autonomous driving paradigms. (a) End-to-end driving offers direct perception-to-control mapping but lacks
interpretability and generalization. (b) VLM4AD introduces natural language reasoning and explainability, yet remains perception-centric.
(c) VLA4AD integrates perception, reasoning, and action, enabling interpretable and robust closed-loop control.

for Autonomous Driving (VLA4AD).

Several converging trends underscore the timeliness of
this emerging research frontier. First, petabyte-scale multi-
sensor logs such as nuScenes [5] and Impromptu VLA [13]
provide rich multimodal supervision. Second, foundation
LLM:s can now be efficiently adapted through low-rank up-
dates, while token-reduction designs such as TS-VLM [9]
reduce online computational cost by an order of magni-
tude [116]. Third, synthetic corpora like SimLingo [71]
and interactive datasets such as Nulnteract [109] enable re-
searchers to stress-test language-conditioned behaviors well
before real-world deployment. Together, these develop-
ments have sparked a surge of VLA architectures, ranging
from explanatory overlays to reasoning-centric agents with
chain-of-thought (CoT) memory.

Although several surveys now cover the application of
LLMs and VLMs to autonomous driving[18, 19, 23, 88,

], none have yet addressed the rapidly emerging VLA
paradigm in AD. To close this gap and consolidate this
rapidly expanding body of work, we present the first com-
prehensive survey of VLA4AD. We first clarify key ter-
minology and relate VLA to traditional end-to-end driv-
ing. Then, we distill common architectural patterns and
catalogue over twenty representative models along with the
datasets that support them. Also, we compare training
paradigms and summarize evaluation protocols that jointly
assess control performance and language fidelity. Finally,
we outline open challenges and chart promising future di-
rections. Our goal is to provide a coherent and forward-
looking reference on how vision, language, and action are
converging to shape the next generation of transparent and
socially compliant autonomous vehicles.
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2. Development of Autonomous Driving

The technical arc of AD can be traced through four main
paradigms: modular stacks, end-to-end learning, VLM4AD,
and the recent VLA4AD wave.

2.1. Classical Modular Pipelines

The first wave of AD systems-epitomized by the DARPA
Urban Challenge vehicles-explicitly factorized the driving
task into distinct modules: perception, localization, predic-
tion, planning, and control [10, 25, 41, 42, 63, 85]. Hand-
crafted algorithms processed LiDAR, radar, and GPS data:
traditional vision detectors identified objects, finite-state
machines or graph-based search generated paths, and PID
or MPC controllers executed the final commands [34, 45].
This architecture was widely adopted in industry due to
its modularity-each component could be engineered, tested,
and improved in isolation. However, such strict decoupling
leads to information fragmentation: upstream errors prop-
agate without correction, and misaligned objectives across
modules hinder end-to-end optimization [50, 56, 73].

To mitigate these issues, subsequent systems embraced
multi-task learning (MTL), where a shared backbone feeds
multiple task-specific heads for detection, segmentation,
motion prediction, and planning. Notable examples in-
clude Transfuser [15], BEVerse [107], and unified architec-
tures proposed in [7, 103]. Similar approaches underpin in-
dustrial stacks at companies such as Mobileye, Tesla, and
NVIDIA. While co-training promotes hierarchical feature
sharing and reduces computational cost, it also introduces
the challenge of negative transfer-inter, i.e., task interfer-
ence that can degrade overall performance [17, 55].



2.2. End-to-End Autonomous Driving

As illustrated in Fig. 1 (a), end-to-end driving policies that
map raw sensor streams directly to control commands, by-
passing hand-crafted modular pipelines [14, 15, 27, 37, 72,

, 77]. Early exemplars such as UniAD [29] and VAD [40]
integrate perception, prediction, and planning within a sin-
gle backbone, while VADv2[11] extends this with proba-
bilistic trajectory sampling [11]. Generative variants, in-
cluding GenAD [ ! 12] and DiffusionDrive [51, ], further
model the multi-modal nature of the driving future by out-
putting a distribution over feasible paths.

Unlike dense recognition tasks, end-to-end driving re-
quires inferring sparse control signals (e.g., steering, throt-
tle, brake) from high-dimensional inputs. This poses a chal-
lenge for encoders to isolate decision-critical features. Con-
sequently, many systems incorporate auxiliary heads, such
as semantic segmentation [33, 35, 97], depth estimation
[33, 49], LiDAR-based 3D detection [7, 35], or bird’s-eye-
view (BEV) segmentation [7, 37, 76, 77], to regularize the
latent space and improve representation learning. Visual af-
fordance prediction (e.g., traffic light state, lane offset) of-
fers a lightweight alternative [33, 58, 76]. However, scaling
up auxiliary supervision is costly. Closed-loop evaluations
have revealed diminishing returns beyond certain data vol-
umes, along with significant variance in performance across
scenario types [60, ]. These findings suggest that pure
data scaling is insufficient for achieving Level 4+ autonomy.
Overall, end-to-end learning has narrowed the gap between
raw pixels and control decisions, yet persistent challenges
remain. Specifically, these systems often suffer from: (i)
brittle semantics, particularly in rare or rapidly evolving
scenarios; (ii) opaque reasoning, which complicates safety
auditing and verification; and (iii) limited language profi-
ciency, restricting intuitive human—vehicle interaction.

2.3. VLMs for Autonomous Driving

LLMs [82, 84] and VLMs [1, 52, 69, 95] offer a promising
remedy by unifying perception and natural language rea-
soning within a shared embedding space [30]. At the core
of this progress is large-scale multimodal pretraining, which
equips models with commonsense associations (e.g., siren
— yield) that task-specific labels often miss. As a result,
language-conditioned VLM policies exhibit stronger zero-
shot generalization across novel objects, weather, and driv-
ing norms. Recent work has begun embedding these models
directly into the driving loop, as shown in Fig. 1 (b).

Early efforts, such as DriveGPT-4 [98] and EMMA [32],
show that a frozen VLM can process multi-view images
and a textual prompt to produce either a trajectory plan or
low-level control tokens, while simultaneously generating
human-readable rationales. Follow-up studies have scaled
these systems in two key directions. First, in scene under-
standing, methods such as Dilu [91], BEVDriver [93], and
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LeapAD [59] integrate BEV features with language to an-
swer 3D spatial queries or predict multimodal futures. Sec-
ond, in interaction and explainability, approaches such as
RAG-Driver [101] retrieve map rules on the fly; DS-Drive
[53] and ReasonPlan [54] generate step-by-step justifica-
tions for decisions; and AgentThink, FSDrive [66, ] em-
ploys COT prompting to refine driving actions. Yet, these
menthods remain perception-centric: the plans they gener-
ate are not tightly coupled with closed-loop control, and
their explanations offer no formal safety guarantees.

2.4. From VLM to VLA for Autonomous Driving

As shown in Fig. 1 (c¢), VLA address the aforementioned
gap by incorporating an explicit action head, thereby unify-
ing perception, reasoning, and control within a single pol-
icy [57, 74, 115]. VLA policies are motivated by three core
demands of real-world driving: (i) robust reasoning under
rare, long-tail events [38, 87]; (ii) noise-tolerant control in
dynamic, partially occluded scenes; and (iii) the ability to
interpret spontaneous, high-level commands (e.g., “over-
take the truck”) [64, 98]. Leveraging foundation backbones
trained on internet-scale data [62], VLA generalize across
domains and datasets [0, 92].

Concretely, a modern VLA models can: (i) ground free-
form instructions in the ego-centric visual context and out-
put a corresponding trajectory [21, ]; (i1) produce COT
justifications, such as DriveCoT or CoT-VLA [19, 86], to
enhance transparency; and (iii) move beyond direct con-
trol tokens to sophisticated planners, including diffusion
heads [39], hierarchical CoT-based reasoners [21], or mixed
discrete—continuous control experts. Recent exemplars
highlight the breadth of VLA capabilities: CoVLA-Agent
[12] grounds both textual and trajectory outputs; ORION
[21] maintains long-horizon memory and explicit reason-
ing; SafeAuto [105] wraps a logical rule layer around an
LLM to strictly enforce traffic compliance; and Diff VLA
[39] samples multi-modal futures via sparse—dense diffu-
sion. These advances mark a decisive shift from perception-
centric VLM pipelines to action-aware, explainable, and
instruction-following multimodal agents, paving the way
toward safe, generalizable, and human-aligned driving.

3. Architecture Paradigm of VLA4AD

This section presents the basic architecture of VLA4AD,
consolidating its multimodal interfaces, core components,
and outputs, as illustrated in Fig. 2.

3.1. Multimodal Inputs and Language Commands

VLAA4AD rely on rich multimodal sensor streams and lin-
guistic inputs to capture both the external environment and
the driver’s high-level intent.

Visual Data. This is a primary modality, typically con-
sisting of video streams from one or more cameras mounted
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Figure 2. Overview of the VLA4AD Architecture.

on the vehicle. While front-facing cameras are com-
mon, comprehensive scene understanding often requires
surround-view camera systems [80]. Raw images may be
processed directly or transformed into intermediate repre-
sentations such as BEV maps, which simplify spatial rea-
soning [16]. The resolution of input images is a key de-
sign parameter, involving trade-offs between visual detail
and computational efficiency [ 16].

Other Sensor Data. These include LiDAR for precise
3D environmental mapping, RADAR for estimating object
velocities, Inertial Measurement Units (IMUs) for vehicle
motion tracking, and GPS for localization [6, 92]. Proprio-
ceptive signals, such as steering angle, velocity, and acceler-
ation, are also essential for closed-loop control. Effectively
incorporating and fusing these diverse sensor modalities re-
mains an active area of research [8, 46, 89].

Language Inputs. Natural language inputs, including
commands, queries, or structured task descriptions, play a
defining role in VLA4AD. These inputs include: (i) Direct
user commands (e.g., “turn left at the next intersection,’
“overtake the truck when safe”) [64]; (ii) Queries about
the environment or vehicle status (e.g., “Is it safe to change
lanes now?””) [61]; (iii) Task specifications, including nav-
igation instructions, traffic rules, or map information ex-
pressed linguistically [24]. Recent work has also explored
integrating speech inputs as a richer and more natural form
of language grounding [101, 114].

3.2. Core Architectural Modules

The fundamental architecture of a VLA4AD integrates vi-
sual perception, language understanding, and action gener-
ation in a cohesive pipeline.

Vision Encoder. Raw imagery and sensor data are con-
verted to latent representations using large self-supervised
backbones such as DINOv2 [62], ConvNeXt-V2 [94], or
CLIP [69]. Many VLA systems employ BEV projection
[81], and others incorporate 3D priors via point-cloud en-
coders (e.g., PointVLA [46]) or voxel modules (3D-VLA
[110]). Multi-scale fusion using language-derived keys im-
proves grounding at fine spatial levels [68, ].

Language Processor. Natural language is pro-
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cessed using pretrained decoders such as LLaMA2 [83],
Vicuna[l 1], Qwen[2] or GPT-style transformers [4].
Instruction-tuned variants (e.g., Visual Instruction Tuning
[52]) and retrieval-augmented prompting (RAG) (RAG-
Driver [101]) inject domain knowledge. Lightweight fine-
tuning strategies like LoRA [28] enable efficient adaptation.

Action Decoder. Downstream control is emitted via
(i) Autoregressive tokenizers where discrete actions or tra-
jectory way-points are predicted sequentially [31, 44, 65,

], (i) Diffusion heads that sample continuous con-
trols conditioned on fused embeddings (Diff VLA [39];
Diffusion-VLA [90]), or (iii) Flow-matching / policy gra-
dient experts used by GRPO [78] or DPO[70] fine-tuning
pipelines [47, 96]. Hierarchical controllers (e.g., ORION
[21]) let a language planner dispatch sub-goal sketches to a
separate low-level PID or MPC stack.

3.3. Driving Outputs

The output of a VLA model reflects its operational goal:

Low-Level Actions. Many models directly predict steer-
ing, throttle, and brake commands, either as continuous
control signals or as discrete control tokens [21, 65, ].

Trajectory Planning. A more common formulation in-
volves predicting future trajectories or waypoints, typically
represented in BEV or ego-centric coordinates [3, 39, 64],
which are then executed by MPC-based controllers [106].

Together, these outputs reflect the growing ambition
of VLA systems: not just to control a vehicle, but
to act explainably and robustly within complex traffic
environments[48]. In summary, VLA4AD takes multi-
modal sensor data and a language query or command as
input, and produces both driving decisions (e.g., control sig-
nals or planned trajectories) and, in some cases, accompa-
nying language-based explanations.

4. Progress of VLA4AD Paradigm

Research on the VLA4AD has moved in discernible waves,
each propelled by the limitations of its predecessor and by
the arrival of new cross-modal pre-training techniques. As
shown in Fig. 3, in what follows, we trace four successive
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Figure 3. Evolution of VLA models for AD. From left to right: (1) VLM-as-explainer: a pre-trained VLM/LLM narrates the driving
scene but produces no control action. (2) Modular VLA: language is transformed into an intermediate representation that an action head
converts into trajectory or low-level control. (3) End-to-end VLA: a single multimodal pipeline maps sensor input directly to actions. (4)
Augmented VLA: tool-using or CoT VLMs add long-horizon reasoning while retaining the end-to-end control pathway.

stages: Pre-VLA: Explanatory Language Models, Modu-
lar VLA4AD, Unified End-to-end VLA4AD, and Reasoning-
centric VLA4AD.

Table 1 summarizes representative VLA4AD models
from 2023-2025, highlighting their input modalities, how
they incorporate language, the form of action output, the
data or environment, and core contributions.

4.1. Pre-VLA: Language Model as Explainer

Early work used language purely as a descriptive overlay,
enhancing interpretability without directly driving control.
Typically, a frozen vision encoder (e.g., CLIP) extracted
features that were fed into an LLM decoder to narrate the
scene or suggest high-level maneuvers, while a conven-
tional controller executed the actual commands. DriveGPT-
4 [98] exemplifies this phase by generating textual expla-
nations and multi-round QA. TS-VLM [9] uses text-guided
soft attention pooling to focus on key regions, and DynRsl-
VLM [116] improved efficiency via adaptive input resolu-
tion. Although these methods increased transparency, they
introduced latency from long descriptions and did not close
the loop from language to action.

4.2. Modular VLA Models for AD

Later, language moved from a passive descriptor to an ac-
tive planner within a modular architecture. Instead of just
commenting on the scene, language inputs and outputs were
used to inform the planning module. For instance, Open-
DriveVLA [114] fused camera and LiDAR inputs with a
textual route instruction (e.g., “turn right at the church”)
and produced intermediate human-readable waypoints (e.g.,
“turn right in 20m, then go straight”), which were then
translated into a trajectory. This made the planning pro-
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cess more transparent and flexible. Similarly, DriveMoE
[99] employed a Mixture-of-Experts design where lan-
guage cues helped select among multiple specialized sub-
planners (e.g., an “overtaking expert” vs. a ‘“stop-and-
go traffic expert”). In multi-agent scenarios, LangCoop
[24] demonstrated vehicles sending compact language mes-
sages to each other to achieve coordination at intersections.
SafeAuto [105] integrated logical traffic rules (expressed in
a formal language) to veto or adjust the language-driven
plan if it violated safety constraints, and RAG-Driver [101]
augmented planning with retrieval of similar past scenar-
ios to guide decisions. These approaches significantly re-
duced the mismatch between what the language described
and what the car did, effectively embedding language into
the planning loop. However, they often still involve mul-
tiple stages (perception — language — plan — control),
incurring latency and potential failure points at each inter-
face. This motivated a push of VLA models for autonomous
driving toward more unified, end-to-end systems.

4.3. Unified End-to-End VLA Models for AD

The next phase emerged as large multimodal foundation
models became available. Generally, a camera stream (and
optionally a textual command) goes into a single network
that directly outputs a driving trajectory or control com-
mands in one forward pass. A prime example is EMMA
[32], which trains a massive VLM on Waymo’s autonomous
driving data to jointly perform object detection and mo-
tion planning; the model learns a shared representation that
serves both tasks, achieving better closed-loop performance
than separate components. CoVLA-Agent [12] merges cap-
tioning and trajectory prediction in a single autoregressive
LLM. SimLingo [7!] built on a LLaVA and fine-tuned it



Table 1. Representative VLA4AD Models (2023-2025). Sensor Inputs: Single = single forward-facing camera input; Multi = multi-view
camera input; State = vehicle state information & other sensor input. Outputs: LLC= low-level control, Traj.= future trajectory, Multi.=
multiple tasks such as perception, prediction or planning.

Data Source Model
Model Year Input Dataset / Benchmark Vision LLM Output Focus
DriveGPT-4 [98] 2023 Single BDD-X CLIP LLaMA-2 LLC Interpretable LLM
ADriver-I [36] 2023 Single nuScenes + Private CLIP ViT Vicuna-1.5 LLC Diffusion World Model
RAG-Driver [101] 2024 Multi BDD-X CLIP ViT Vicuna-1.5 LLC RAG-powered Driving
EMMA [32] 2024 Multi + State Waymo fleet Gemini-VLM Gemini Multi.  Capable of Multi-task
CoVLA-Agent [12] 2024 Single + State CoVLA Data CLIP ViT Vicuna-1.5 Traj. Autolabeled Dataset
OpenDriveVLA [114] 2025 Multi nuScenes Custom Module Qwen-2.5 LLC+Traj. 2D/3D Alignment
ORION [22] 2025 Multi + History nuScenes + CARLA QT-Former Vicuna-1.5 Traj. Memory-aware CoT
DriveMOoE [99] 2025 Multi Bench2Drive Paligemma-3B - LLC Mix-of-Experts in AD
VaViM [3] 2025 Video Frames BDD + CARLA LlamaGen GPT-2 Traj. Video-token Pretrain
DiffVLA [39] 2025 Multi + State Navsim-v2 CLIP ViT Vicuna-1.5 Traj.  Diffusion Trajectory
LangCoop [24] 2025 Single + V2V CARLA GPT-40 GPT-40 LLC  Language-based V2V
SimLingo [71] 2025 Multi CARLA + Bench2Drive  InternVL2 Qwen-2  LLC+Traj. Action-dreaming Data
SafeAuto [105] 2025 Multi + State BDD-X + DriveLM CLIP ViT Vicuna-1.5 LLC Traffic-rule Constraints
Impromptu-VLA [13] 2025 Single Impromptu Data Qwen-2.5VL Qwen-2.5VL  Traj.  CoT w/ Corner-case
AutoVLA [117] 2025 Multi + State nuScenes + CARLA  Qwen-2.5VL Qwen-2.5VL LLC+Traj. Adaptive Reasoning

Table 2. Notable Datasets & Benchmarks for VLA4AD. Real = real-world logs; Sim = CARLA simulation[

QA = question—answer pairs; CoT = chain-of-thought.

]; clips = video segments;

Name Year Domain Scale Modalities Tasks
BDDI100K / BDD-X [43, ] 2018 Real (US) 100k videos; 7k clips RGB video Captioning, QA
nuScenes [5] 2020 Real (Boston/SG) 1k scenes (20 s, 6 cams) RGB, LiDAR, Radar Detection, QA
Bench2Drive [38] 2024 Sim (CARLA) 220 routes; 44 scenarios RGB Closed-loop control
Reason2Drive [61] 2024  Real (nuSc/Waymo) 600 k video—QA RGB video CoT-style QA
DriveLM-Data [79] 2024 Real+Sim 18 k scene graphs RGB, Graph Graph QA
Impromptu VLA [13] 2025 Real (multi-src) 80 k clips (30 s) RGB video, State QA, Trajectory
Nulnteract [109] 2025 Real (nuScenes) 1 k scenes RGB, LiDAR Multi-turn QA
DriveAction [26] 2025 Real (fleet) 2.6 k scenarios; 16.2 k QA RGB video High-level QA

in CARLA simulator to follow language instructions and
drive, notably introducing an “action dreaming” technique
where the model imagines diverse outcomes for a given sce-
nario by varying the language instruction, thus forcing a
tight coupling between linguistic commands and the result-
ing trajectories. Other innovative approaches include using
generative video models: ADriver-I [36] learned a latent
world model that predicts future camera frames given ac-
tions (using diffusion), thereby enabling planning via imag-
ining the consequences of actions. Diff VLA [39] combined
sparse (waypoints) and dense (occupancy grid) diffusion
predictions to generate a trajectory conditioned on a textual
scenario description, effectively sampling from a distribu-
tion of plausible safe maneuvers. End-to-end VLA models
are highly reactive and effective at sensorimotor mapping,
but a new limitation became clear: they can still struggle
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with long-horizon reasoning (planning far ahead) and with
providing fine-grained explanations of their decisions.

4.4. Reasoning-Augmented VLA Models for AD

The most recent wave of VLA4AD research places large
language models at the heart of both reasoning and con-
trol, enabling vehicles to plan over extended horizons, retain
and query minutes of past observations, and engage in in-
teractive decision-making. For example, ORION [22] cou-
ples its QT-Former memory module—which compresses
multi-view images and past actions into a compact latent
state—with a Vicuna-based LLM that attends to this mem-
ory to generate six candidate trajectory distributions along-
side a natural-language rationale. Impromptu-VLA [13]
goes further by aligning CoT with action: trained on 80 000
corner-case video clips annotated at each reasoning step,



it verbalizes its decision path before emitting steering and
throttle tokens, yielding a reduction in collision rate in zero-
shot negotiation scenarios. AutoVLA [117] unifies CoT and
trajectory planning in a single autoregressive transformer
by discretizing continuous paths into “drive tokens,” inter-
leaving thought and action tokens during decoding, which
achieves superior score in closed-loop tests. Collectively,
these reasoning-centric VLA models not only react to sen-
sor inputs but also explain their intent, anticipate multiple
futures, and plan strategically, paving the way for conversa-
tional autonomous vehicles that can justify and adjust their
behavior in real time—while raising new challenges in scal-
able memory indexing, sub-30 Hz reasoning throughput,
and formal verification of language-conditioned policies.

In summary, VLA4AD models have evolved from using
language as a passive explanatory tool to integrating it as
an active component in perception and control. We observe
a steady closing of the loop between seeing, speaking, and
acting—starting from explanatory perceptions, to modular
VLA planning, to fully unified pipelines with reasoning and
dialogue. This progression points toward autonomous vehi-
cles as conversational, collaborative agents—capable of not
only safe driving, but also communication and reasoning
aligned with human expectations.

5. Datasets and Benchmarks

We review several key datasets and evaluation suites, sum-
marized in Table 2.

BDD 100K / BDD-X [43, ]. BDD 100K offers 100
k diverse US videos; the BDD-X subset (~7 k clips) adds
time-aligned human rationales (e.g., “slows because pedes-
trian crossing”), providing ground-truth explanations for
models such as CoVLA-Agent [12] and SafeAuto [105].

nuScenes [5]. 1k 20s real-world episodes (Boston, Sin-
gapore) with 6 cams, LiDAR + radar and full 3D labels. It
has been used for extensive VLA4AD evaluations.

Bench2Drive [38]. A closed-loop CARLA benchmark
with 44 scenario types (220 routes) and a 2M-frame training
set. Metrics isolate specific skills.

Reason2Drive [61]. 600k video—text pairs (nuScenes,
Waymo, ONCE) annotated with CoT QA spanning percep-
tion — prediction — action. Evaluates logical consistency
across the whole reasoning chain; current VLMs still strug-
gle with higher-level queries.

DriveLM-Data [79]. Provides graph-structured QA on
nuScenes (18 k graphs) and CARLA (16 k) scenes, stress-
ing conditional reasoning. Baseline TS-VLM [9] attains
BLEU-4 56 but low graph consistency, leaving ample room
for improved multi-step reasoning.

Impromptu VLA [13]. 80k 30s clips (~2M frames)
mined from eight public sets, curated for corner-case traffic
(dense crowds, ambulances, adverse weather). Each clip
pairs an expert trajectory and high-level instruction with
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rich captions and time-stamped QA. Provides an open eval-
uation server; training on this corpus yields measurable
safety gains in closed-loop tests.

Nulnteract [109]. Extends nuScenes with 1k multi-
view scenes that contain dense captions and multi-turn 3D
QA pairs, tightly linked to LiDAR ground truth. Supports
multi-camera VQA and 3D reasoning; DriveMonkey shows
substantial gains in cross-view QA when trained on this set.

DriveAction [26]. A user-contributed, real-world
benchmark containing 2.6 k driving scenarios and 16.2 k
vision-language QA pairs with action-level labels. The
dataset spans broad, in-the-wild situations and offers evalu-
ation protocols that score VLA models on human-preferred
driving decisions, filling the gap of perception-only suites.

In short, the datasets span the full spectrum needed for
VLA4AD research: BDD-X [43] and nuScenes [5] deliver
large-scale, sensor-rich realism; Bench2Drive [38] and Im-
promptu VLA [13] inject safety-critical corner cases; and
Reason2Drive [61], DriveLM [79], Nulnteract [109], and
DriveAction [26] supply the structured language needed for
fine-grained reasoning and human-aligned actions. Har-
nessing these complementary assets is essential for training
and benchmarking the next generation of VLA4AD.

6. Training and Evaluation Strategies

6.1. Training Paradigms

In practice, VLA4AD policies are typically cloned from ex-
pert data, hardened via targeted RL or corner-case replay,
and then compressed for real-time deployment.

Supervised Imitation Learning (IL) Most VLA4AD
models start by cloning expert drives, minimising {5 (con-
tinuous controls) or cross-entropy (tokenised actions) on
logged image—text—action sequences. CoVLA-Agent pre-
dicts both future trajectory and caption [12], while Drive-
MOoE and SimLingo policies replicate ~10° simulator steps
[71, 99]. Because IL only interpolates its dataset, unseen
hazards still require data-centric fixes such as DAgger roll-
outs or corner-case augmentation.

Reinforcement Learning (RL). After supervised learn-
ing, rl is usually used for continued fine-tuning. Common
reinforcement learning methods include PPO[75], DPO[70]
and GRPO[78]. Models usually apply RL-finetune in
CARLA or Bench2Drive to optimise route progress, safety,
and rule compliance. Joint optimisation of text and control
remains rare — only unsafe actions are penalised.

Multi-stage Training. Most groups follow a loose four-
step loop: (1) Pre-train generic vision and language back-
bones; (2) Align them with a modest image—text—action
set(e.g. DriveMonkey on Nulnteract [109]); (3)Targeted
augmentation—corner-case or instruction-heavy data such
as SimLingo [71] or Bench2Drive [38] is injected to cover
long-tail failure modes; some groups add RL passes for rule



compliance (SafeAuto [105]). (4) Compress with LoRA,
sparse MoE, or distillation for on-car use. As seen in Drive-
MoE [99] and TS-VLM [9].

Together, these paradigms reveal a consensus work-
flow—-clone, adapt, verify, compress—while leaving open
research space for unified text+ action RL objectives and
fully unsupervised corner-case discovery.

6.2. Evaluation Protocols

VLA4AD systems must be judged on how well they drive
and how well they understand the command; current prac-
tice measures these along different complementary axes:

Closed-loop Driving. Route success on CARLA or
Bench2Drive [38]; infractions (e.g., collisions, red-light,
off-road) where DiffVLA halves the error via a PDMS
layer [39]; rule compliance checked by logic vetoes
(SafeAuto [105]); and generalization to unseen weather.

Open-loop Prediction. Trajectory /5 and collision
rate (nuScenes challenge); goal reach on instruction-
conditioned targets.

Robustness & Stress. Sensor perturbations (blur,
dropout, lag); adversarial prompts or patches; out-of-
distribution events; and language edge-cases (idioms, code-
switching, multilingual queries).

Overall, credible evaluation must score control, lan-
guage, and their interplay. Yet control-centric suites and
reasoning tests remain disjoint, underscoring the need for a
unified “Al driver’s licence” that measures both.

7. Open Challenges

Despite rapid progress, VLA4AD still face substantial bar-
riers before large—scale real-world deployment. Below we
summarise several most pressing research fronts.

Robustness & Reliability. VLA policies must remain
stable under sensor corruption (rain, glare), linguistic noise,
and regional domain shift. LLM hallucinations and slang
mis-parsing introduce new failure modes; logic-based ve-
toes (e.g., SafeAuto [105]) are only a first step toward for-
mally verified, socially compliant driving.

Real-time Performance. Executing a vision trans-
former and an LLM at > 30 Hz on automotive hardware
is non-trivial. Token pooling (TS-VLM [9]), quantisation,
event-triggered reasoning, and MokE/distillation pipelines
will be essential as model sizes approach multi-billion scale.

Data & Annotation Bottlenecks. Tri-modal labels (im-
age + action + language) remain scarce; even large sets such
as Impromptu VLA require costly manual QA. Synthetic
augmentation (SimLingo [71]) and weak supervision help,
but coverage of legally critical phrasing is still thin.

Multimodal Alignment. Current work is camera-
centric; robust fusion of LiDAR, radar, HD-maps, and
temporal memory is open. Proposed routes range
from BEV projections to 3D token adapters, and from
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ORION’s language memory [21] to map-text retrieval
(RAG-Driver [101]). Scalable, temporally consistent align-
ment remains unsolved.

Tackling these challenges requires coordinated advances
in scalable learning, formal safety, HCI, and policy. Im-
provements in any area—robust perception, lean LLMs, re-
liable V2V, or unified benchmarks—will speed progress to-
ward safe, transparent, globally deployable VLA4AD.

8. Future Directions

VLAA4AD is poised to evolve from isolated prototypes to
scalable, certifiable, and cooperative driving platforms. We
distil four priority tracks.

Foundation-scale Driving Models. A GPT-style back-
bone that self-supervises on panoramic videos, LiDAR,
HD-maps, and textual road rules could offer zero-shot adap-
tation via prompting or LoRA, much as SimLingo already
do on a smaller scale [71]. Key hurdles are masked multi-
modal objectives and memory-efficient 360° architectures.

Neuro-symbolic Safety Kernels. Pure end-to-end nets
lack formal guarantees. Hybrids that emit structured
action programs verified by symbolic planners—an idea
hinted by SafeAuto [105] and ORION’s language memory
[21]—could combine flexibility with certifiability.

Communication & Social Intelligence. Robust traf-
fic interaction demands a constrained ontology of intents
(“I-yield-to-you”, “Obstacle-ahead”) plus the ability to
parse gestures, voice, or V2V text. MoE routing (Drive-
MoE [99]) and token-reduction LMs (TS-VLM [9]) keep
bandwidth low, while retrieval-augmented planners (RAG-
Driver [101]) can ground non-verbal cues.

In essence, achieving these goals will require progress in
large-scale multimodal learning, formal verification, com-
munication standards, and human-Al interaction. There is a
need for continuous development and advancement in mul-
tiple modules within VLA framework.

9. Conclusion

In this paper, we present the first comprehensive survey of
Vision—Language—Action models for Autonomous Driving
(VLA4AD), bridging the gap between classic AV reviews
and the recent rise of VLA models. Tracing the evolution
from perception—planning stacks to end-to-end reasoning
agents, we map architectures, representative models, train-
ing strategies, datasets, and evaluation protocols, establish-
ing a common vocabulary for this fast-growing field.

Future progress hinges on richer image—text—action
corpora, efficient multimodal backbones, and robustness
in long-tail cases—prerequisites for reliable, fleet-scale
VLA4AD. By distilling current advances and open chal-
lenges, this survey provides a roadmap toward trustworthy,
socially aligned VLA autonomy.
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