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Abstract

The basic assumption in the standard person re-
identification (ReID) problem is that the clothing of the
target person IDs would remain constant over long peri-
ods. This assumption creates errors during real-world im-
plementations. In addition, most of the methods that han-
dle ReID use CNN-based networks and have found limited
success because CNNs can exploit only local dependencies
and suffer the loss of information due to the use of down-
sampling operations. In this paper, we focus on a more
challenging, realistic scenario of long-term cloth-changing
ReID (CC-ReID). We aim to learn robust and unique fea-
ture representations that are invariant to clothing changes
to address the CC-ReID problem. To overcome the limi-
tations faced by CNNs, we propose a Vision-transformer-
based framework. We also propose to intuitively exploit
the unique soft-biometric-based discriminative information
such as gait features and pair them with ViT feature rep-
resentation for allowing the model to generate long-range
structural and contextual relationships that are crucial for
re-identification task in the long-term scenario. To evaluate
the proposed approach, we perform experiments on two re-
cent CC-ReID datasets, PRCC and LTCC. The experimen-
tal results show that the proposed approach achieves state-
of-the-art results on the CC-ReID task.

1. Introduction

A good old, standard Person Re-identification (ReID)
problem aims to associate multiple images of the same tar-
get person over a distributed camera network or images
on different occasions captured by the same camera. The
methods in the literature that try to solve the standard ReID
problem focus mostly on the clothing appearance for dis-
tinguishing different IDs because a major portion of a per-
son’s image is covered by the clothing. This type of ReID
is termed as short-term, cloth-consistent ReID. However,
this is a huge assumption that the clothing of the target per-
son IDs would remain consistent over long periods. This

Figure 1. Illustration of the CC-ReID problem [31]. Conventional
ReID tasks focus on challenges occurring because of minor ap-
pearance changes due to viewpoint, pose and illumination whereas
long-term cloth-changing ReID tasks face huge changes in the ap-
pearance mainly due to the clothing variations over long periods
of time.

assumption leads to errors during practical re-identification
in real-world applications. This is the reason why there is
a growing need felt by the research community to study
a different version of the ReID problem which is termed
as long-term, cloth-changing ReID where the assumption
of cloth-consistency over long periods no longer holds (see
Figure 1).

Being a classical problem, standard ReID is a well-
studied research field. With a growing computer vision
community and demand for better digital surveillance sys-
tems, the field has witnessed an emergence of large-scale
datasets and deep learning-based systems that can uti-
lize this large data. Some of the popular existing ReID
datasets such as Market1501 [32], CUHK03 [16] and
DukeMTMC [33] etc. capture each person for a short pe-
riod on the same day across all the different cameras. Thus,
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these datasets are cloth-consistent. However, in a more real-
istic scenario where there are huge variations in the clothing
over long periods, the methods that work well on the stan-
dard ReID task usually fail.

For the standard ReID datasets, clothing-based ap-
pearance is considered an important discriminative factor
among different targets. Some of the methods in standard
ReID have explored biometric features like face [30], how-
ever, it is not much useful to extract face features from low-
resolution images as the faces only occupy a very small
portion of the image of any person. Few other methods
attempted to utilize pose estimation models [6, 21] or hu-
man body parsing methods [8] to explicitly model different
body parts. The performance of such methods relies heav-
ily on the accuracy of the pose estimation or human parsing
models. Instead of explicitly providing extra semantic fea-
tures such as body pose and human parsing, Sun et al. [23]
and Zhuo et al. [34] emphasized exploiting attention-based
methods to localize discriminative human body parts to
overcome occlusion. Although these attention models try to
establish long-range dependencies, most of these methods
are limited by the inherent implicit bias of the CNN-based
models they employ.

CNNs have proved to be extremely successful in numer-
ous computer vision tasks and have also dominated the field
of ReID. However, CNNs rely on a couple of implicit as-
sumptions known to the researchers as inductive biases [5].
1.) Locality - The neighboring pixels in an image are re-
lated. CNNs use sliding filters over a small patch of an im-
age to exploit local dependencies. 2.) Weight Sharing - dif-
ferent parts of the image are processed in an identical fash-
ion irrespective of their absolute location. Due to these bi-
ases, CNNs mostly focus on smaller discriminative regions
and cannot exploit global structural patterns [9]. Moreover,
the downsampling operations such as pooling and strided
convolutions compress the information further losing a lot
of information in the process. Because of the much lower
spatial resolution at the output and the resulting absence of
fine-grained feature learning, CNNs find it challenging to
distinguish between objects with similar appearance [23].
These inherent issues of CNN-based models have hardly
been addressed in the ReID literature.

Taking these challenges into consideration, we believe
CNNs have a limited ability to learn unique cloth-agnostic
representations for different person IDs in the long-term
scenario. In contrast, some recent studies have shown that
self-attention-based Transformer models such as DeiT [24],
DETR [1] and Vision Transformer (ViT) [4] etc. can out-
perform CNN-based models on general tasks such as im-
age classification and recognition especially when trained
on larger datasets. Minimal inductive biases, the absence of
downsampling operations, and multi-headed self-attention
modules allow models like VIT to address the inherent is-

sues in CNN-based models. ViT interprets an image as a
sequence of patches and to process such a sequence it uses
a self-attention mechanism that models the relationships be-
tween its elements. The multi-headed self-attention allows
ViT to attend to all the patches of the sequence in paral-
lel and harness long-range dependencies between several
patches across different frames. The ViT model can be
trained to globally attend different image regions that are
semantically salient.

Keeping in consideration these properties, this paper pro-
poses to address the problem of long-term CC-ReID by us-
ing a transformer model such as ViT [4]. Since, in the long-
term CC-ReID, an efficient model needs to handle huge
clothing variations, thus the ViT’s ability to establish long-
range dependencies, exploit global structural patterns, and
also retain fine-grained features makes it suitable for this
task. Recently, a very close work by He et al. [9] proposed a
ViT-based object ReID framework with applications like the
standard Person ReID and Vehicle ReID in the focus. The
authors in [9] proposed a method called TransReID which
consists of ViT along with a Jigsaw Patches Module (JPM)
for enhanced feature robustness. Moreover, the TransReID
also utilizes an additional camera and viewpoint-specific
priors alongside the image embeddings. However, Tran-
sReID focuses on addressing the standard, short-term cloth-
consistent ReID.

Unlike the methods to handle standard ReID, we want to
address a more practical and long-term setting (CC-ReID)
where the objective is to learn cloth-agnostic features and
to explore more identity-relevant information such as soft-
biometrics. For our network, we adopt the ViT-based base-
line from TransReID including an additional Batch Normal-
ization bottleneck layer inspired by [19]. To obtain more ro-
bust and unique cloth-invariant representations, we pair the
baseline with a human body shape-motion modeling frame-
work such as VIBE [13] that will provide the soft-biometric
features such as gait for handling CC-ReID problem. To the
best of our knowledge, this is the first attempt to explore a
transformer-based model along with a body-motion model
to address the challenging task of long-term CC-ReID.

2. Related Work
Short-Term Cloth-Consistent ReID. CNN-based

methods for short-term cloth-consistent ReID typically
focused on training the model with an identification loss
and treating each person as a separate class [29]. Several
methods (e.g., [25, 26]) trained a Siamese network using
contrastive loss where the objective is to minimize the dis-
tance between images of the same identity and at the same
time, to maximize the distance between images of different
identities in the feature space. Alternatively, other methods
replaced the contrastive loss with triplet loss [2]. Since
these methods were designed to address the short-term
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ReID problem, they consider clothing-based appearance as
the major discriminative factor because the clothing covers
a major part of a person’s image. Such appearance-based
models fail when applied to CC-ReID settings because over
long periods, there are huge variations in the clothing.

Long-term Cloth-Changing ReID. In the light of long-
term challenges in practical ReID, several new algorithms
have surfaced recently. Some studies identified and pro-
posed solutions to address the problem of long-term ReID
which is also being called as Cloth-Changing ReID (CC-
ReID). These studies have contributed with new datasets
capturing the target problem such as Celebrities-reID [10],
PRCC [31], LTCC [22] and VC-Clothes [28] and have also
provided new methods to learn cloth-invariant representa-
tions. Yang et al. [31] proposed a network that uses con-
tour sketch for handling moderate cloth changing. Qian et
al. [22] and Li et al. [17] proposed to exploit body shape
information to overcome the CC-ReID problem. How-
ever, such contour-sketch-based or shape-based methods
are prone to estimation errors since that shape or contour in-
ference from a 2D image can be highly unreliable especially
in the case of CC-ReID where the clothing changes fall un-
der a wide range. Moreover, the focus of such methods to
use shape or contour information is to provide extra cloth-
invariant representations, they often ignore the rich dynamic
motion information (e.g., gait) that can be predicted (i.e.,
implied motion [15]) even from a single 2D image. It is an
incredibly challenging task to generate discriminative rep-
resentations using body or shape features especially when
the same person wears different clothes on different days
and different people wear similar clothes. However, using
soft biometric features such as gait can provide unique dis-
criminative representations in such scenarios. A close re-
cent work by Jin et al. [12] focused on extracting gait fea-
tures to assist their image-based CC-ReID framework. The
authors extract gait features from the masks/silhouette ob-
tained from an image and use the gait features to assist their
subsequent recognition model. At this point after observing
the previous attempts and the present challenges, we believe
that abstracting the human body shape into a canonical rep-
resentation (that discards shape changes due to clothes) is a
better option. VIBE [13] is a human body pose and shape
estimation model that can provide us body shape model and
pose-dependent shape variation that collectively represent
plausible human motion. Inspired by [12], we propose to
implicitly capture the gait information from images using
VIBE and combine these features with the TransReID base-
line for a robust CC-ReID framework.

3. Methodology
Taking inspiration from TransReID [9], we use a

transformer-based model as the backbone of our CC-ReID
framework. However, unlike the TransReID framework, we

Figure 2. Architecture of ViT-based baseline [9] with an additional
Batch Normalization (BN) layer at the end inspired from [19]. The
cls token * at the output is taken as the global feature f .

only use ViT [4] model without any additional camera and
viewpoint prior information.

3.1. Vision Transformer(ViT)-based baseline

Transformer [27] is a recently introduced deep neural
network that has been highly successful in problems with
sequential data such as natural language processing, ma-
chine translation, and even applications like speech recog-
nition, etc. A transformer is based on a self-attention mech-
anism which enables transformer-based models to focus
on certain salient parts of the input selectively and thus,
form reasoning more effectively. Following, the success
and popularity of transformers in other fields, more and
more studies are exploring the transformer for several com-
puter vision tasks. Vision transformer (ViT) [4] is one such
transformer-based model that has outperformed CNN-based
models in classical computer vision problems like image
classification.

Feature Extraction. As shown in Figure 2, ViT takes as
input an image I which is divided into N fixed-size patches
(Itp|t = 1, 2, ...., N ) to form a sequence. An extra learn-
able cls embedding token denoted as Icls is put in front of
the input sequences (See Figure 2). Since, transformers are
position-invariant, a learnable position embedding is added
to incorporate spatial information. The cls token at the out-
put is taken as the global feature f . The input sequence thus
formed can be mathematically expressed as [4]:

zo = [Icls;L(I
1
p);L(I

2
p); ..., L(I

N
p)] + Ep (1)

where zo, Ep ∈ R(N+1)×D represent the input sequence
embeddings and position embeddings, respectively. L(.)
represent the linear mapping projecting the patches to D
dimensions. The transformer encoder uses multi-headed
self-attention blocks to learn feature representations. In
this manner, ViT model maintains a global receptive field
and without any downsampling operation, it is able to ex-
tract global structural patterns with fine-grained informa-
tion. These properties of transformer models make them
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Figure 3. VIBE Architecture [13]. VIBE uses a pre-trained CNN-
based feature extractor and a temporal encoder-based generator to
predict body pose and shape parameters for each frame of a se-
quence. The generator is trained together with a motion discrimi-
nator that uses a large-scale archive of real human motion in 3D.

suitable for learning unique discriminative representations
for long-term CC-ReID. As in TransReID [9], we also add
an additional Batch Normalization (BN) layer at the end as
shown in Figure 2.

Supervised Learning. Keeping the baseline adopted
from [9], we also use triplet loss, LT and ID loss, LID for
optimizing the network.

Suppose, we have a set of F = I1, ....IF images and
si,j = s(Ii, Ij) that gives the pairwise similarity score be-
tween the images Ii and Ij . The score s is higher for more
similar images and is lower for more dissimilar images. If
we have a triplet ti = (IiA, IiP , IiN ) where IiA, IiP and
IiN are the anchor, positive and negative images, respec-
tively, then, the triplet loss function, LT is given as:

LT (IiA, IiP , IiN ) = max{0,M +D(IiA, IiP )−D(IiA, IiN )}
(2)

where D(.) is the squared Euclidean distance in the em-
beddings space and M is a parameter called margin that
regulates the gap between the pairwise distance: (fiA, fiP )
and (fiA, fiN ). The model learns to minimize the distance
between more similar images and maximize the distance be-
tween the dissimilar ones. The ID loss, LID is the cross-
entropy loss without label smoothing.

3.2. Body-Shape-Motion Features using VIBE

VIBE [13] is primarily a video inference framework
for estimating human body pose and shape. It leverages
two unpaired information, 2D keypoints and human motion
model from a large scale 3D motion capture dataset called
AMASS [20], by training a sequence-based GAN network.

VIBE Framework. (See Figure 3) Given a sequence of
T image frames (or a video), S = [It|t = 1, 2, ...., T ] of a
single person, VIBE uses a pre-trained CNN-based network
to extract features for each frame It.

VIBE Generator. The generator is a temporal encoder
module based on Gated Recurrent Unit (GRU) [3] to gen-
erate latent representation incorporating information from
past and future frames. This latent representation is then
used to regress a sequence of pose and shape parameters in
SMPL [18] body model format. SMPL body model rep-

resents body pose and shape at each instance of time ex-
pressed as [13]:

Θ̂ = [(θ̂1, θ̂2, ...., θ̂T ), β̂] (3)

where θ̂t ∈ R72 represents pose parameters at t time instant
and β̂ ∈ R10 represents single body shape parameters for
each frame. Then, these parameters are average pooled to
obtain a single shape representing the whole input sequence.

VIBE Discriminator. VIBE leverages AMASS dataset
of annotated 3D realistic motions for adversarial training.
The regressor from the generator is encouraged to produce
poses that match with the plausible motions by minimiz-
ing the adversarial training loss and the motion discrimina-
tor provides weak supervision. The motion discriminator
uses the output of the generator, Θ̂ and ground-truth from
AMASS, Θ̂GT to differentiate between real and fake mo-
tion.

During this adversarial training, the motion discrimina-
tor learns to implicitly capture the underlying physics, stat-
ics, and kinematics of the human body in motion. In this
manner, the VIBE model implicitly learns about unique gait
information for each person. In the end, the whole model
learns to minimize the error between predicted and ground
truth keypoints, pose, shape, and gait information parame-
ters using adversarial and regression losses in a supervised
manner.

3.3. Our proposed framework: ViT-VIBE Hybrid
Model

To learn cloth-invariant and identity-relevant unique dis-
criminative representations to address the problem of CC-
ReID, we propose to utilize the output of the VIBE model
and incorporate it at several different stages of ViT archi-
tecture in separate configurations.

For this purpose, we use a pre-trained VIBE model
which uses a ResNet [7] network pre-trained on single
frame pose and shape estimation task [14] and a tempo-
ral encoder to predict the implicit gait parameters for each
frame. This model outputs a feature representation, f̂t
∈ R2048 for the tth frame. This feature representation is
combined with features from ViT using different configura-
tions.

Configurations. As can be seen from Figure 4, we ex-
plore different settings for concatenating the gait features
from the pre-trained VIBE model with ViT features to learn
robust representations for long-term CC-ReID. The origi-
nal architecture maps the input features into query Q, key K
and value V embeddings using linear projections. Instead,
we only project the input features to query Q and key K em-
beddings while the VIBE features, f̂t representing the gait
information forms the value V embeddings. In this way,
the gait information from VIBE will add context to update
the query Q to help the model learn unique gait-informed
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Figure 4. Different configurations for combining implicit gait features from pre-trained VIBE model within ViT’s transformer-based en-
coder for a robust feature representation for CC-ReID. (a) ViT baseline with no VIBE features. (b) ViT baseline with modifications in
the query Q, key K and value V inputs to the multi-headed attention module. Q and K come from the input image sequence while the
VIBE generator features, f̂t are fed as the value V. (c) The output of the original transformer encoder is concatenated with VIBE generator
features, f̂t and then, fed into an additional self-attention block. (d) The output of the original transformer encoder is concatenated with
VIBE generator features, f̂t along with features from the pre-trained motion discriminator and the resultant output fed into an additional
self-attention block.

feature representations. (c) In this configuration, the VIBE
features, f̂t are simply concatenated with the original ViT
encoder block and then, the concatenated features are fed to
an additional Self-Attention block. The intuition behind this
modification is to allow the self-attention mechanism to find
correlations between different parts of the concatenated fea-
tures representing the spatial and contextual relationships
within the input sequence. (d) In this configuration, the
features from the original ViT encoder, VIBE features, f̂t
and features from a pre-trained motion discriminator [13]
are concatenated together before passing to the additional
self-attention block at the end. The intuition being the pre-
trained motion discriminator can add further robustness into
the implicit gait information captured in the VIBE features,
f̂t.

4. Experiments

4.1. Datasets

To handle long-term CC-ReID and to evaluate the perfor-
mance of our model, we use two recently proposed datasets
PRCC [31] and LTCC [22].

PRCC [31] consists of 221 identities with three camera
views. Each person in Cameras A and B is wearing the same
clothes, but the images are captured in different rooms. For
Camera C, the person wears different clothes, and the im-
ages are captured differently. The images in the PRCC
dataset include not only clothing changes for the same per-
son across different camera views but also other variations,
such as changes in illumination, occlusion, pose, and view-
point. In general, 50 images exist for each person in each
camera view; therefore, approximately 152 images of each
person are included in the dataset, for a total of 33698 im-
ages.

LTCC [22] contains 17,138 person images of 152 iden-
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Table 1. Performance (%) comparisons of our method with other SOTA methods on the long-term cloth-changing dataset PRCC [31].
‘Cross-Clothes’ and ‘Same Clothes’ denote evaluation protocol as mentioned in [31]

Methods Publication Cross-Clothes Same Clothes
Rank-1 Rank-10 Rank-20 Rank-1 Rank-10 Rank-20

PCB [23] ECCV 2018 22.86 61.24 78.27 86.88 98.79 99.62
STN [11] NeurIPS 2015 27.47 69.53 83.22 59.21 91.43 96.11

PRCC-contour [31] TPAMI 2020 34.38 77.3 88.05 64.2 92.62 96.65
PRCC-contour+Gait-Stream [12] arXiv 2021 36.19 79.93 91.67 - - -

GI-ReID (ResNet-50) [12] arXiv 2021 33.26 75.09 87.44 78.95 97.89 99.11
GI-ReID (OSNet) [12] arXiv 2021 37.55 82.25 93.76 85.97 98.82 99.72
Resnet50+BatchNorm 2021 41.6 76.3 85.4 98.4 100 100

Ours 2021 47 84.93 95.1 99.7 100 100

Table 2. Performance (%) comparisons of our method with other SOTA methods on the long-term cloth-changing dataset LTCC [22].
‘Standard’ and ‘Cloth-changing’ denote evaluation protocol as mentioned in [22].

Methods Publication Standard Cloth-changing
Rank-1 mAP Rank-1 mAP

PCB [23] ECCV 2018 27.38 9.16 9.33 4.50
Face [30] CVPR 2018 60.44 25.42 22.10 9.44

LTCC-shape [22] arXiv 2021 71.39 34.31 26.15 12.4
LTCC-shape + Gait-Stream [12] arXiv 2021 - - 28.86 14.19

GI-ReID (ResNet-50) [12] arXiv 2021 63.21 29.44 23.72 10.38
GI-ReID (OSNet) [12] arXiv 2021 73.59 36.07 28.11 13.17
Resnet50+BatchNorm 2021 65.02 32.2 61.79 29.2

Ours 2021 71.4 35.8 73.6 38.3

tities. Each identity is captured by at least two cameras.
To further explore the cloth-changing Re-ID scenario, each
image is annotated with a cloth label as well. Note that the
changes of the hairstyle or carrying items, e.g., hat, bag,
or laptop, do not affect the cloth label. Finally, dependent
on whether there are clothes changes, the dataset can be di-
vided into two subsets: one cloth-change set where 91 per-
sons appear with 417 different sets of outfits in 14, 756 im-
ages, and one cloth-consistent subset containing the remain-
ing 61 identities with 2,382 images without outfit changes.
On average, there are 5 different clothes for each cloth-
changing person, with the number of outfit changes ranging
from 2 to 14.

Evaluation Protocol. We follow the same protocol as
originally mentioned in [31] and [22] for comparing our
method with the state-of-the-art (SOTA) methods. For
PRCC, the training set consist of 150 people, and the test-
ing set consist of 71 people, with no overlap between the
training and testing sets in terms of identities. For LTCC,
The training set consists of 77 identities, where 46 people
have cloth changes and the rest of 31 people wear the same
outfits during recording. Similarly, the testing set contains
45 people with changing clothes and 30 people wearing the
same outfits. For analyzing the performance of our method,
we follow [22] that introduces two test settings: standard-
setting and cloth-changing setting.

4.2. Comparison with state-of-the-art methods

In this section, we compare our proposed method to
address long-term CC-ReID with other state-of-the-art
(SOTA) methods. The experimental results are reported in
Table 1 and Table 2 for PRCC and LTCC datasets, respec-
tively. As shown in both the tables, several methods in the
literature perform decent enough on the ’Same Clothes’ or
’Standard’ ReID settings where the models learn features
mostly from a clothing-based appearance as the clothing
cover most of a person’s image. However, for the chal-
lenging task of long-term CC-ReID, these methods do not
perform so well. The powerful ResNet architecture with a
simple trick (additional Batch Normalization layer) outper-
forms previous SOTA methods. However, in comparison to
all, our method mostly achieves the highest performance on
the Rank-1 accuracy for both the same-clothes and cross-
clothes settings for both the datasets while it works compa-
rably for the same-clothes settings in the case of the LTCC
dataset. Some qualitative results can be seen in Figure 5
for top-5 matches by our method on the PRCC and LTCC
datasets.

4.3. Ablation study on ViT and VIBE hybrid model

We performed several experiments by using different
configurations for concatenating the ViT and VIBE fea-
tures as mentioned in Section 3.3. From the Tables 3
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Figure 5. Qualitative results on the top-5 matches by our method on the PRCC (top) and LTCC (bottom) datasets. The correct match is
highlighted in green color and the wrong match is highlighted in red color.
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Table 3. The rank-1 accuracy (%) of our approach in the ablation study of our ViT and VIBE hybrid model for the PRCC [31] dataset
Methods Cross-Clothes Same Clothes

Rank-1 Rank-10 Rank-20 Rank-1 Rank-10 Rank-20
Baseline 39 73.7 86.9 99.2 100 100

ViT+vibe+motiondisc-SA 43 81.1 90.7 98.6 100 100
ViT+vibe-SA 44 80.1 91.1 99.2 100 100
ViT+vibe-qkv 47 84.93 95.1 99.7 100 100

Table 4. The rank-1 accuracy (%) of our approach in the ablation study of our ViT and VIBE hybrid model for the LTCC [22] dataset
Methods Standard Cloth-changing

Rank-1 mAP Rank-1 mAP
Baseline 71.39 34.31 26.15 12.4

ViT+vibe-SA 69.21 35.6 70.03 36.97
ViT+vibe+motiondisc-SA 67.05 31.32 69.97 36.23

ViT+vibe-qkv 71.4 35.8 73.6 38.3

and 4, baseline is the configuration settings correspond-
ing to (a), ViT+vibe-qkv to (b), ViT+vibe-SA to (c) and
ViT+vibe+motiondisc-SA is the configuration settings cor-
responding to (d) (See Figure 4). We can observe from the
results that the ViT+vibe-qkv setting outperforms other con-
figurations. We can see the advantages of VIBE features
concatenated with ViT features as they provide the unique
implicit gait information that helps ViT to generate discrim-
inative feature representations. It is surprising to see that
adding features from the pre-trained motion discriminator
brings down the rank-1 accuracy a little bit. The reason can
be that the VIBE generator features and the motion discrim-
inator features come from two unpaired sources of infor-
mation. Without any adversarial training like in [13], both
these features might not be suitable to be incorporated to-
gether without training.

5. Conclusions

In this paper, we attempted to address the challeng-
ing problem of long-term cloth-changing ReID (CC-ReID).
Most of the methods in the literature focus on CNN-
based methods which are limited by the inductive biases
of CNNS. We investigate the use of a Vision Transformer-
based method to overcome the challenges in the long-term
CC-ReID task and the limitations faced by CNNs. We
also proposed to exploit abstracted gait-motion informa-
tion implicitly provided by a pre-trained VIBE framework
which drastically improved the performance of the ViT-
based baseline. To incorporate these features, we studied
an interesting experiment to investigate the right configura-
tion for the feature concatenation. In the end, we showed
that our final hybrid framework outperformed the state-of-
the-art methods on two recently published long-term cloth-
changing datasets, PRCC and LTCC.
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