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Abstract

Future generations of computing systems need to con-
tinue increasing processing speed and energy efficiency in
order to meet the growing workload requirements under
stringent environmental constraints. As a result, domain-
specific hardware accelerators and platforms have become
widely used. In addition to the conventional approach,
where memory and processing elements are separated, an
emerging approach called in-memory computing (IMC) is
being actively researched. IMC co-locates memory and
processing, which reduces data transfer energy and thus
promises to increase energy efficiency. Unlike digital IMC,
analog IMC performs operations like multiplication and
addition in the analog domain. It may use new types
of devices, manufactured using new materials that offer
higher scalability. Despite being actively researched, lim-
ited knowledge is available about their performance on
common computing tasks. In this paper, we analyze the per-
formance of analog IMC devices on two imaging problems:
image denoising and semantic segmentation. In both cases,
we use deep learning-based algorithms and show how the
performance varies between the applications as well as dis-
cuss the effects of internal and external noise sources. Our
insights can help to select a suitable application for ana-
log IMC devices, reason about their performance, and un-
derstand the application-specific requirements for a desired
level of performance. Thus, they further function as input to
future analog IMC device manufacturers.1

1. Introduction
Computational efficiency is important for all platforms

handling high-quality streaming data including audio, im-
ages, and videos. For instance, self-driving vehicles should
be able to process enormous amounts of data in real-time

1This work was partially funded by Swedish Foundation for Strategic
Research, project number SM21-0008.
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Figure 1. Neural network weights are mapped onto analog hard-
ware. In this example, the weights W and the input vector x are
mapped directly to conductance values G and voltage amplitudes
V, respectively. The output vector is encoded in the currents on
each array column and is determined by Ohm’s law and Kirch-
hoff’s current summation laws.

to guarantee safety, e.g. by detecting pedestrians [11]. En-
ergy consumption is another critical aspect in today’s so-
ciety, partly driven by the global growth of the number
of Internet of Things (IoT) devices. Applications that run
on constrained devices, such as smartphones and tablets,
may require long-exposure camera capturing and subse-
quent image processing, which can be very energy consum-
ing [1, 20]. On the other hand, decreasing requirements by
lowering the input data quality may negatively affect the
performance of algorithms processing it, yielding a non-
trivial, application-specific trade-off.
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Ideally, we would like to increase energy efficiency
while attaining the same or higher performance. The in-
dustry’s answer is to use domain-specific hardware accel-
erators and platforms, which reduce energy per operation
through specialization (i.e. they trade programming flexi-
bility for energy efficiency). The conventional approach
uses memory and processing elements that are separated,
requiring data transfers, which may account for significant
latency and energy [17]. Further specialization has led to
an emerging approach called in-memory computing (IMC),
which co-locates memory and processing elements, thereby
reducing data transfers and promising to increase energy ef-
ficiency [13, 16, 13, 18]. While IMC architectures can be
all-digital, other variants exist, e.g. analog IMC (AIMC),
which performs popular operations like multiplication and
addition in the analog domain [16, 13, 18]. AIMC may
use new types of devices, manufactured using new materi-
als that offer higher scalability than conventional devices,
e.g. Flash cells. Such new devices store information as
their conductance state and are known as memristive de-
vices, or simply memristors. Neural network layers involve
sequences of matrix multiplications, where each layer can
be represented as a matrix of kernel weights, and memris-
tors can store them. Figure 1 shows how memristors can
be arranged into dense arrays and perform the matrix oper-
ations related to the neural network in-place. Memristor-
based AIMC promises to offer: (i) high on-chip mem-
ory density, sufficient for storing larger networks entirely
on-chip and thus eliminating expensive off-chip transfers,
and (ii) non-volatility (i.e. ability to keep the state after
removal of power), which reduces the static power. This
makes AIMC especially promising for deep learning-based
applications and it could thus play an important role in the
future of image and video processing. However, memristors
are still an emerging technology.

The performance of current memristors suffers from var-
ious analog imperfections, e.g. device-to-device variations,
conductance variances, fluctuations, and drift, collectively
referred to as non-idealities [5, 17]. Consequently, they also
affect the accuracy of algorithms running on AIMC archi-
tectures, e.g. by lowering the ability of a convolutional neu-
ral network (CNN) to recognize objects in a given image
w.r.t. the accuracy measured in the digital domain. More-
over, low-quality input data, such as noisy images, have a
particular effect on the performance of these applications,
as the external noise sources are combined with internal,
memristor-specific non-idealities. Hence, it is important to
analyze what parameters affect the memristor characteris-
tics in combination with input data. This way, we can get
a holistic view of the algorithm performance for specific
memristors and understand the fundamental trade-offs aris-
ing when transitioning to AIMC architectures.

Previous work in this field includes performance inves-

tigations of memristor non-idealities for key computational
primitives such as matrix-vector multiplication [5]. Deep
learning-based models, e.g. ResNet [3], have also been stud-
ied. However, these works do not analyze performance
from an end-user perspective. To the best of our knowledge,
to date, there is neither work discussing how a transition
to AIMC architectures would affect algorithms in general
nor investigating what type of algorithms are more likely to
perform well and why. Furthermore, a holistic view of the
combined effect of input data quality and memristor non-
idealities is lacking. In this paper, we consider a specific
memristor type. Our main contributions are:

• An investigation of the impact of the memristor’s non-
idealities on two applications from an end-user per-
spective: semantic segmentation and denoising, where
the latter uses a shallow autoencoder and the former
uses a state-of-the-art network (Mask R-CNN [4]),

• An investigation of the effect of decreasing input-data
quality due to external noise,

• A discussion on the future possibilities that AIMC ar-
chitectures enable and what type of applications are
more suitable for them.

2. Related Work
Memristor-based AIMC systems can be used as deep-

learning accelerators in a vast range of image and video pro-
cessing applications. Memristor non-idealities have been
actively studied. Sebastian et al. [16] present a larger re-
view of various applications for AIMC devices, including
image filtering and compression. Zhang et al. [19] accel-
erate a neural network for vision classification (CIFAR-
10) while maintaining the classification accuracy despite
increasing the memristor conductance variance. Similarly,
Joshi et al. [7] investigate CNN training accounting for the
memristor non-idealities. They train a ResNet-type CNN
in the digital domain and transfer the weights to mem-
ristors. Without additional work, the accuracy degrades;
however, they propose a method that injects noise to the
weights in proportion to the conductance noise to compen-
sate for the accuracy loss. As a result, they manage to ob-
tain an acceptable classification accuracy (e.g. 93.7 % ac-
curacy on CIFAR-10). Apart from altering the training pro-
cedure based on memristor non-idealities, some works op-
timize translations of pre-trained weights in the digital do-
main onto memristors, in order to retain the best possible
performance [12]. Since AIMC architectures are suitable
for all types of matrix-vector multiplications, their usage
is not restricted to deep learning-based algorithms. In [9]
an image recovery application based on compressive sens-
ing using AIMC is studied. In this application, as in many
others, the conductance variance decreases the overall ac-
curacy; however, the results show that precision loss due to
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Figure 2. When programming a PCM device the conductances are obscured with noise relative to the target conductance. In this figure,
we simulate writing nine equidistant conductance weights. These are distinguishable for lower noise levels, e.g. σprog = 1.0, but are no
longer statistically differentiable at higher noise levels.

memristor non-idealities is limited to a level that can be ac-
ceptable in many applications. This shows the importance
of knowing memristor capabilities to select applications ac-
cordingly. Dazzi et al. [3] consider architectural design
choices enabled by AIMC and present a method for finding
an optimal mapping for image classification. The method
maps CNN kernel matrices onto memristor-based crossbar
arrays with the optimal size and finds the optimal way of
storing activations based on the given network, which in
their case is ResNet-32 for CIFAR-10. They show that the
method increases throughput.

3. In-memory Computing
As mentioned earlier, in conventional hardware archi-

tectures computation units and memories are separated.
AIMC co-locates them by using memristors for both stor-
ing data and performing computation, thus reducing data
transfers. Matrix multiplication is arguably the most suit-
able primitive operation for AIMC. Since convolutions can
be expressed in terms of matrix-vector multiplication, the
same approach can be applied to accelerate CNNs. To
carry out such operations in hardware, the kernel matrix W
is mapped to conductance values G, which are stored in
memristors organized in dense arrays. Figure 1 illustrates
a memristor crossbar. The input vector values x can be
mapped as amplitudes of read voltages V by applying
them along the rows of the crossbar. Based on Ohm’s
law and Kirchhoff’s current summation laws, the multiply-
accumulate result is represented by current I, measured
along the columns of the crossbar [13]

Ik =

n∑

j=1

VjGkj , (1)

where 1 ≤ k ≤ m and 1 ≤ j ≤ n. Similarly, the
convolution kernel weights of a CNN pre-trained on dig-
ital hardware can be mapped to conductance values of a
memristor-based crossbar array. Different types of mem-
ristors have been studied [10]. In this paper, we restrict our-
selves to phase-change memory (PCM). A PCM memristor
consists of a material that changes its phase, from a high-

conductive crystalline phase to a low-conductive amor-
phous phase. The reversible phase change is induced by lo-
cal melting, quenching, and recrystallization controlled by
applying electrical pulses to the device. Thus, the memris-
tor can be programmed to certain values by changing the
conductance level of the PCM material. In this section, we
discuss the intrinsic noise sources of such memristors.

3.1. Programming Noise

After mapping weights W to target conductance val-
ues G, the latter are programmed onto PCM memristors.
This is done by gradually varying the extent of the amor-
phous (high-resistance) region in the memristor via elec-
trical programming pulses; however, the programming of
such nano-scale memory devices is nonlinear and stochas-
tic. Consequently, errors are introduced, yielding noisy pro-
grammed conductance values Gp. This error is called the
programming noise and a negative correlation between the
mean conductance change with respect to its initial conduc-
tance has been empirically observed [14]. Depending on the
level of programming noise, a device is said to have a given
number of finite conductance states, i.e. a non-overlapping
range of conductance values corresponding to a given tar-
get conductance. Figure 2 shows how the number of dis-
tinct (non-overlapping) states changes w.r.t. the program-
ming noise of a PCM memristor.

3.2. Conductance Drift

Another non-ideality is conductance drift, which de-
scribes how the programmed conductance values Gp

change over time. This drift occurs due to the gradual self-
healing of conductive paths through the amorphous phase
empirically captured by the following relation [6]

Gd(t)k,j = Gpk,j

(
t

tc

)−ν

, (2)

where Gd(t)k,j is the drifted conductance value at time t,
and tc is the time when the last programmed conductance
value Gpk,j is received, while ν is a drift exponent. Typi-
cally, a nonlinear relationship exists between ν and the tar-
get conductance state.
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To compensate for the effect of drift, Le Gallo et al. [8]
propose a scheme, where a constant voltage is pulsed pe-
riodically to a subset of columns in the crossbar array and
the resulting total current is stored. By comparing the ini-
tial result to subsequent readings, a corrective factor can be
estimated and applied to future readings.

3.3. Read Noise

Instantaneous fluctuations in conductance values hap-
pen due to the intrinsic 1/f noise and random telegraph
noise. The effects of these sources of noise are present in
nanoscale memristors. The power spectral density of the
read noise is related to the frequency of the read pulses and
the conductance values through a nonlinear relation [14].

3.4. Peripherals

AIMC systems comprise both analog and digital do-
mains, interfaced by data converters. Thus, when analyzing
the performance of AIMC systems on the application level,
it is not enough to consider memristor parameters alone.
Additionally, we need to consider the parameters of digital-
to-analog converters (DACs) and analog-to-digital convert-
ers (ADCs), such as the maximum resolution of the digital
signal in bits, referred to as bit resolution. It can affect in-
ference accuracy and comes at a cost: higher bit resolution
implies a higher energy consumption and can even domi-
nate the energy of the entire AIMC system. Thus, relying
solely on high-resolution data converters may decrease the
chance of market adoption for AIMC systems. It is there-
fore desirable to decrease bit resolution as much as possible
for the target inference accuracy.

4. Sensitivity Analysis
As previously mentioned, common non-idealities for

PCM memristors include programming noise, conductance
drift, and read noise. In this paper, we use the IBM Analog
Hardware Acceleration Kit [15], referred to as aihwkit.
It provides a statistical model of a PCM memristor based
on empirical measurements on fabricated crossbar arrays
with one million memristors [7]. Thus, using aihwkit we
can simulate inference including the noise sources present
in real memristors. Table 1 shows the PCM-based AIMC
baseline configuration.

Table 1. PCM-based AIMC baseline configuration.
Parameter Setting
DAC 12 bits
ADC 12 bits
Output noise σ = 0.02
Max. conductance 25 µS
Prog. noise σ = 1
Read noise σ = 1
Global drift compensation Enabled

To represent negative weights, a pair of memristors are
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Figure 3. Our denoiser autoencoder architecture. The encoder part
consists of three convolutional layers and two linear layers while
the decoder part is symmetric to the encoder with two linear layers
and three deconvolutional layers. The last layer applies a sigmoid
activation function.

used per crosspoint, programmed with positive and nega-
tive weights, respectively. By default, we are generous with
the settings for DACs and ADCs (12 bits is considered a
high resolution). This way, we make sure the peripheral
components are not misleadingly affecting memristor per-
formance. We do, however, also analyze the sensitivity to
ADC bit resolution. For the sensitivity analysis, we vary
one parameter while keeping the other parameters fixed, as
we investigate two applications: image denoising and se-
mantic segmentation.

4.1. Denoising

In our first experiment, we use a CNN-based image de-
noising autoencoder with three convolutional layers and two
linear layers as an encoding block. Similarly, two linear
layers followed by three deconvolutional layers are used
as a decoding block, c.f . Figure 3. Note that aihwkit
does not implement deconvolutional layers (yet). Thus, we
consider a hybrid analog-digital architecture, where the last
three layers are computed in the digital domain. This, how-
ever, is not an unlikely scenario for future generations of
hardware; many other parts of the network, e.g. non-linear
activation functions, bias, and batch normalization blocks
are also computed in the digital domain.

The denoiser is deliberately shallow, allowing for in-
depth analysis, and is not meant to compete with state-of-
the-art networks. The latent space is only 32-dimensional
and the total number of trainable parameters is 94,321,
where the majority (88,384 parameters) belong to the ana-
log domain. The autoencoder is trained in the digital do-
main on the MNIST dataset where the pixels of the input
images are normalized to the unit interval and obscured by
zero-mean Gaussian noise with a standard deviation of up
to σ = 0.60. In order to encourage sharp edges around the
characters, the loss function is chosen as

L(x) = LMSE(x) + α · LTV(x), (3)

where LMSE is the mean-squared error (MSE) and LTV is
the total variation (TV) penalty, and α a trade-off param-
eter. The TV penalty acts on the gradient of the image
and penalizes large deviations, thus effectively discourag-
ing smooth boundaries. As an optimizer, Adam is used with
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(a) Ground truth

(b) Noisy images

(c) Digital

(d) Analog reference

(e) ADC @ 8 bits

(f) ADC @ 6 bits

(g) ADC @ 4 bits

(h) Prog. noise @ σ = 2.0

(i) Prog. noise @ σ = 3.0

(j) Prog. noise @ σ = 4.0

(k) Read noise @ σ = 2.0

(l) Read noise @ σ = 3.0

(m) Read noise @ σ = 4.0

(n) Drift @ 20 s

(p) Drift @ 1000 s

(r) Drift @ 10000 s

Figure 4. Sensitivity analysis for different non-idealities common in PCM memristors. We study how different parameters affect the overall
performance of a shallow autoencoder designed for denoising.
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Figure 5. Distribution of analog weights of the autoencoder used in the denoising experiment.

GT Noisy 5 bits 4 bits 3 bits 2 bits

Figure 6. Non-uniform quantization utilized in an ADC with vary-
ing bit resolution.

a fixed learning rate and weight decay. During testing, we
fix the standard deviation of the input noise of the image
to σ = 0.30. Figure 4 shows the results of the experiment.

In particular, Figure 4(g) shows that when the ADC res-
olution is 4 bits, the reconstructed images all look the same.
This is the zero-mapping and is a result of the weight distri-
bution of the analog layers, c.f . Figure 5. Since the hidden
layers contain mostly near-zero weights, the resulting ten-
sor is quantized to an all-zero tensor at the ADC. This, of
course, is not a flaw from the analog hardware itself, but
an issue with the peripherals. There is, however, an easy
workaround, as non-uniform quantization can be utilized.
To mitigate this potential quality issue, we redo the exper-
iment using µ-law quantization, i.e. for a given input x we
encode the output

F (xi) = sgn(xi)
log(1 + µ|xi|)
log(1 + µ)

, −1 ≤ x ≤ 1, (4)

where log denotes the natural logarithm and µ = 2n − 1,
where n is the desired output bit resolution. This non-linear
mapping results in unequally spaced quantization levels,
with increased resolution close to zero, c.f . Figure 6.

Finally, we vary the input noise of the image, see Fig-
ure 7. In this case, the analog characteristics are the same
throughout the experiment. Note that the autoencoder is
trained on images with Gaussian noise up to σ = 0.60,
hence examples such as the ones seen in the last two
columns are previously unseen during training. For σ =
0.64, the digital reconstruction is able to extrapolate the re-
sults nicely, but fails for the larger noise level of σ = 0.80;
however, the degradation is already noticeable at σ = 0.64
in the analog domain.

σ = 0.16 σ = 0.32 σ = 0.48 σ = 0.64 σ = 0.80

GT

Noisy

Digital rec.

Analog rec.

Figure 7. Comparison of image denoising in both digital and ana-
log domains for varying levels of input noise.

4.2. Semantic Segmentation

Contrary to the denoising study, we use a state-of-the-art
network for semantic segmentation, namely Mask R-CNN
with a ResNet-50-FPN backbone. This network consists of
44.4 M parameters and is significantly deeper. Another as-
pect that motivates the analysis of Mask R-CNN in the con-
text of AIMC is that it is layered: first, it is built upon Faster
R-CNN, which in turn consists of two stages: the region
proposal network, that outputs candidate bounding boxes,
followed by RoiPool, where classification and bounding-
box regression is performed. This two-stage approach is
also utilized by Mask R-CNN; however, in parallel to the
second stage, an ROI mask is produced. It is therefore
interesting to see how non-idealities manifest themselves,
should they be present in different parts of the pipeline.
Again, we convert the convolutional and linear layers to
the analog domain but use the pre-trained weights from the
COCO dataset provided by torchvision.

We use an urban scenario input image [2] to test the
performance of the network, including several classes for
which the network is trained, e.g. pedestrians, cars, and traf-
fic lights. Similarly to the previous experiment, we analyze
ADC resolution, programming noise, read noise, and con-
ductance drift; c.f . Figure 8. We do not include the digital
output result, since we could not observe a significant qual-
itative difference between it and the analog baseline. Fur-
thermore, we simulate drift at a different time scale than for
the denoising application since performance degradations
are observed at an earlier stage. Figure 8(a) shows that ADC
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(a) ADC (b) Prog. noise (c) Read noise (d) Drift

ADC @ 12-bit Prog. noise @ σ = 1.0 Read noise @ σ = 1.0 Drift @ 0 s

ADC @ 8-bit Prog. noise @ σ = 2.0 Read noise @ σ = 2.0 Drift @ 20 s

ADC @ 6-bit Prog. noise @ σ = 3.0 Read noise @ σ = 3.0 Drift @ 50 s

ADC @ 4-bit Prog. noise @ σ = 4.0 Read noise @ σ = 4.0 Drift @ 100 s
Figure 8. Sensitivity analysis for non-idealities applied to semantic segmentation using Mask R-CNN. The first row shows the results of the
analog baseline setting. Green colors depict labels belonging to cars, trucks, and buses, red denotes persons, purple traffic lights, yellow
motorcycles, and cyan bicycles while the remaining labels are assigned black.

resolution affects both labels and masks, while Figure 8(b)
shows that the programming noise mostly affects the masks.
Figure 8(c) shows that the read noise does not seem to have
much effect at all, whereas Figure 9 shows that drift keeps
the masks but the labeling weakens over time.

5. Discussion
In both experiments, the analog baseline performs close

to or on par with the digital counterpart, c.f . Figure 4(c,d)
and Figure 8. This grants a certain level of credibility for
AIMC to reach market adoption, despite the presence of
device-specific non-idealities. Using the analog baseline,
we are able to handle noisy input images (as in Figure 7) to a
certain extent, suggesting them being suitable for a range of
end-user applications including handheld devices and IoT
devices. We also note that both applications suffer severely
from lowering the ADC bit resolution. In the denoising ap-
plication, the image recovery fails completely at the 4-bit

ADC level (Figure 4(g)) while for semantic segmentation
the masks are all misplaced starting at 6-bit ADC resolu-
tion (Figure 8(a)). However, as we show in Figure 6, this
is an issue with the design of the peripheral components,
which can be mitigated by leveraging non-uniform quanti-
zation. In fact, when applying this quantization scheme, the
bit resolution in the denoising experiment can be considered
acceptable down to 3-bit ADC resolution.

Furthermore, we observe that programming noise has
a larger effect on semantic segmentation than on denois-
ing. In Figure 4(h–j), most digits are recovered accurately
while for segmentation the masks are distorted already at
low noise levels like σ = 2.0, c.f . Figure 8(b). Recalling
the underlying physics of the programming noise, we see
in Figure 2 at around σ = 2.0 that the conductance states
are overlapping, which most likely affect the mapped kernel
weights corresponding to these conductance values. From
our results, the segmentation application is affected by the
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50 s 70 s 100 s 120 s

Figure 9. The effect of conductance drift on the label scores and mask.

σ = 1.5 σ = 1.8 σ = 2.0 σ = 2.1

Figure 10. The effect of programming noise on the label scores and mask.

reduction in reliable conductance states more than denois-
ing, which could be due to the shallow design of the autoen-
coder not allowing the propagation of accumulated errors to
the same degree as the much deeper Mask R-CNN network.

Conversely, read noise seems to have a larger effect on
denoising (c.f . Figure 4(k–m)), while it barely affects the
performance of semantic segmentation (c.f . Figure 8(c)).
Furthermore, read noise affects the shape of the digits more
than other noise sources, e.g. it seems like digits 2 and 3 are
starting to resemble digits 9 and 8, respectively, for σ = 4.0
in Figure 4(m), while digit 5 is distorted with an increased
width making it unrecognizable.

Conductance drift has a blurring effect on the denoising
problem, c.f . Figure 4(n–r), which is an intuitive manifes-
tation of its physical nature, as the weights (or conductance
values) are decreasing over time. The situation, however,
is more complex, as the global drift procedure is imple-
mented, but it is not inconceivable to imagine a scenario
where the drift is still reducing part of the weights due to
the non-linear behavior of memristors. For semantic seg-
mentation, the labels and the scores are typically decreas-
ing; however, the masks do not suffer to the same extent,
c.f . Figure 9. This is likely because Mask R-CNN sepa-
rates the mask creation and labeling, with the labeling part
of the pipeline being more sensitive to this particular noise.
In both applications, the blurring effect does not distort the
shape (as much as other non-idealities do) and the shape of
digits is preserved similarly to the mask results of the seg-
mentation task, c.f . Figure 8(d).

Finally, we would like to emphasize the difference in
manifestation between non-idealities. This is clearly ob-
served when comparing the effect of increased program-
ming noise vs. the degradation due to conductance drift
when analyzing Mask R-CNN. In Figure 10, the segmen-
tation mask is degrading faster than the labeling (at least for
some labels, such as car). This is something that can be
utilized by future applications: knowing the acceptance cri-
teria, certain non-idealities can be tolerated within a limit
that makes the AIMC device commercially viable.

6. Conclusion
Analog IMC is an emerging technology with the po-

tential to meet global demand for energy-efficient products
while accelerating the hardware used by future generations
of artificial intelligence and computer vision applications.
If AIMC systems can reach the mass-production stage, we
may find them in resource-constrained environments, e.g.
in IoT devices and autonomous vehicles. However, due
to their analog nature, intrinsic noise sources are present
and will affect the overall performance. In this paper, we
have investigated the manifestation of these noise sources in
AIMC systems based on a specific memristor type, namely
the PCM memristor, for two different computer vision ap-
plications from an end-user perspective. In our experiments,
we have analyzed the effects of different analog character-
istics as well as related peripheral components, giving us
insights into how to design future hardware as well as how
to select suitable applications for which AIMC systems are
likely to perform well.
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