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Abstract

Event cameras deliver asynchronous pixel intensity
changes, which result in sparse event data that offers the
advantages of high temporal resolution. These high tem-
poral characteristics make researchers naturally incorpo-
rate event cameras into video frame interpolation (VFI) and
video super-resolution (VSR). In this paper, we make the
first attempt to solve the space-time video super-resolution
(STVSR) task effectively, addressing both VFI and VSR
simultaneously, by leveraging temporally dense events.
STVSR aims to generate intermediate high-resolution (HR)
videos between consecutive low-resolution (LR) frames.
To fully exploit the high temporal frequency of events for
STVSR, we focus on temporal alignment in two stages, at
low-resolution and after up-sampling in high-resolution. In
temporal alignment at low-resolution, to upsample spatial
dimensions effectively, we leverage high temporal features
to preserve spatial context. On the other hand, for tem-
poral alignment at the high-resolution stage, we employ a
deformable sampling process from events to achieve accu-
rate alignment with forward and backward directions. In
addition, we provide the SuperREST dataset, which fea-
tures high-frequency details and complex motion in an
RGB-Event setup. Experimental results on several datasets
demonstrate that our method achieves a significant per-
formance gain on STVSR tasks with low computational
cost. Our codes and datasets are available at https:
//github.com/Chohoonhee/ESTNet.

1. Introduction

Space-time video super-resolution (STVSR) involves

enhancing both the spatial and temporal resolutions of

videos that have a low frame rate (LFR) and low resolution

(LR) to generate high frame rate (HFR) and high-resolution

(HR) videos. STVSR [5, 23, 24, 42, 48, 71, 75, 78] has been

introduced with the goal of addressing the objectives of both

VSR [2,3,25,64,65,68,81] and VFI [1,27,28,33,49,76,82].

In both VSR and VFI, temporal alignment is crucial for

information sharing between adjacent frames. However,

to achieve high-quality STVSR results, several challeng-

ing issues exist. Compared to VSR, the input is LFR,

which results in significant pixel displacement between

frames. Therefore, retrieving texture information from adja-

cent frames to the target frame is not straightforward. Com-

pared to VFI, errors from temporal mismatch in the LR ac-

cumulate significantly during the super-resolution process.

Therefore, accurate temporal alignment is even more im-

portant during the STVSR process.

Event cameras [17, 77] are sensors inspired by biol-

ogy, capable of asynchronously detecting per-pixel intensity

changes with low latency. Event cameras are increasingly

used alongside frame cameras for vision tasks. In particular,

video super-resolution (VSR) [2, 3, 59, 64] and video frame

interpolation (VFI) [1,18,27,76] are representative applica-

tions that utilize the high temporal frequency characteristics

of event cameras to fill in the missing information in video

continuity. VSR aims to super-resolve spatial dimensions to

enhance the quality of images by preserving detailed struc-

tures. As demonstrated in previous works [15, 29, 47, 79],

the high temporal information of events strengthens tempo-

ral interactions between consecutive frames. On the other

hand, VFI [11, 34, 45, 57] aims to increase temporal reso-

lution for the purpose of generating natural-looking videos.

When using event cameras, it becomes possible to describe

complex and non-linear motion. While there have been

studies demonstrating the effectiveness of event cameras

in enhancing spatial and temporal dimensions individually,

there have been no attempts to elevate both dimensions si-

multaneously, which could intuitively be more effective.

We propose a method that effectively utilizes the tempo-

ral resolution of event cameras for both spatial and temporal

upsampling. As shown in Fig. 1, the proposed event-based

spatio-temporal interplay network (ESTNet) is composed

of two major stages: temporal alignment in low-resolution

(TAL) and temporal alignment in high-resolution (TAH).

Typical VSR methods [2, 3] effectively enhance the spatial

resolution from HFR videos by utilizing information from
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Figure 1. The ESTNet consists of two-stage temporal alignment. In the LR phase, we enhance spatial frequency by leveraging the high

temporal frequency of events. Then, in the HR, we achieve more accurate temporal alignment based on the spatially dense information.

adjacent frames. However, frame information aggregation

from adjacent frames is less efficient in LFR video due

to the temporal inconsistency from large motion between

frames. Inspired by the event-based VSR method [29] that

super-resolves LR video using temporally dense events, we

propose a novel approach to generate HFR virtual inter-

frame features. The virtual inter-frame features mimic the

adjacent frames of HFR video, allowing effective informa-

tion aggregation to the target timestamp in LFR settings.

While LFR and LR input is super-resolved using tempo-

rally dense events in TAL stage, the limited spatial resolu-

tion of the key frames can introduce structural inconsisten-

cies. Therefore, fine-grained alignment is required in the

HR domain. However, this HR temporal alignment process

is more challenging due to the increased number of pixels.

Many pixels lead to a larger number of candidate pixels

for temporal alignment, making the process more compu-

tationally demanding and prone to errors. To overcome the

challenges of HR temporal alignment, we propose a novel

bi-directional score-based deformable alignment module.

One of the critical challenges in the STVSR task us-

ing event cameras is the lack of high-quality datasets. For

STVSR with event cameras, it is necessary to have LR

events, LR and LFR videos, and their corresponding HR

and HFR videos. However, datasets containing real LR

events are missing. Previous works on VSR with event data

have used bilinear downsampling of event representation,

which is unlikely to replicate the same distribution as real

LR events. We acquired the first real-world event STVSR

dataset, the SuperREST dataset for effective evaluation of

the proposed model. A novel RGB-Event Hybrid system

using a beam splitter is designed to collect high-quality HR

and HFR frames along with the LR events.

2. Related Works
Space-Time Video Super-Resolution (STVSR). STVSR

aims to enhance both the spatial and temporal resolution

of low-resolution (LR) and low-frame-rate (LFR) videos

simultaneously, which has been widely studied in [6, 19,

21, 35, 42, 48, 54, 71, 75]. There are two approaches to

STVSR: two- and one-stage methods. Two-stage networks

apply VFI [27, 61] and VSR [3, 64] sequentially to increase

frame rate and spatial resolution. However, this strategy

overlooks the relationship between temporal interpolation

and spatial super-resolution, and often has a slow inference

speed. Recent studies [6, 19, 21, 71, 75] have utilized one-

stage approaches to effectively make use of spatio-temporal

correlation by performing temporal interpolation and super-

resolution simultaneously in a unified framework.

Event-based Spatio-Temporal Interpolation. Event

cameras [17] asynchronously record per-pixel intensity

changes, robust to motion blur [8, 12, 37, 56, 73, 83]. Their

high dynamic range enables capturing scenes, such as night

environments [13, 26, 39, 70], making them ideal for driv-

ing scenarios [14, 58]. As another mainstream line of re-

search, the dense temporal information provided by the

event camera has proven beneficial for VFI even in the pres-

ence of complex motion [4, 22, 44, 60, 67, 69, 80, 86]. Re-

cent works [15, 20, 29, 31, 32, 47, 72] have demonstrated

that incorporating an event camera for VSR can lead to

improved performance by amplifying the effect of tempo-

ral alignment. While there are approaches to interpolate

spatial and temporal dimensions individually, there is no

approach that simultaneously performs both in a unified

framework. Therefore, to adapt existing event-based meth-

ods for STVSR, one must apply VSR and VFI sequentially.

However, as shown in previous works [21, 71, 75], sequen-

tial tasks use intra-priors but ignore inter-task correlations.

Therefore, to effectively address the STVSR, we design

our ESTNet to be learned in an end-to-end manner within

a unified framework. As demonstrated in our experiments,

simply introducing event cameras into the network can im-

prove performance but may not reach optimal performance.

In contrast, ESTNet leverages the temporal high-frequency

of event cameras for spatial upsampling and effectively uti-

lizes them during the temporal alignment process.

3. Proposed Method

3.1. Preliminary

The proposed model generates an HR frame, IHt , at any

arbitrary time t between two consecutive LR and LFR key
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Figure 2. The overall pipeline for event-based spatio-temporal interplay network (ESTNet). ESTNet consists of two main phases: temporal
alignment at low-resolution phase, which efficiently performs spatial interpolation using high temporal-frequency events, and temporal
alignment at high-resolution phase, which aims to achieve accurate alignment using improved spatial dimension features.

frames, IL0 and IL1 , that were acquired at normalized frac-

tional times of 0 and 1, respectively. We additionally use

a LR event sequence, EL
0→1, containing events that oc-

curred during the time interval [0, 1]. Similar to prior re-

searches [9, 60, 61], the event stream is represented as a

voxel grid of [88]. An event voxel grid between time in-

stances ta and tb is denoted as Eta→tb ∈ R
B×H×W , where

B is bin size. The reversal technique [61] is adapted to re-

verse event sequence, e.g., EL
1→t.

Figure 2 shows the overall architecture of ESTNet.

ESTNet consists of two stages: Temporal Alignment at

Low-resolution (TAL) and Temporal Alignment at High-

resolution (TAH). TAL is motivated by the observation in

existing event-based VSR [29] that high temporal resolu-

tion aids spatial super-resolution. Moreover, TAH gener-

ates higher-quality intermediate HR results by fine-grained

temporal alignment through upsampled features.

The feature extractor makes features EL
0→1, FL

0 , FL
1 ,

EL
0→t and EL

1→t from event and image inputs: the reshaped

LR events EL
0→1 ∈ R

T×(B/T )×H×W ; the key frames

IL0 , I
L
1 ∈ R

3×H×W ; and events EL
0→t, E

L
1→t ∈ R

B×H×W

up to an arbitrary time point t. EL
0→1 are processed by

equally slicing an event voxel E0→1 ∈ R
B×H×W to T vox-

els along bin axis. Each voxel slices are used to generate

inter-frame features. The feature extractor of EL
0→1 only

employs 3D residual blocks to incorporate an extra dimen-

sion, while other feature extractors utilize 2D blocks.

3.2. Temporal Alignment at Low-resolution (TAL)

Intermediate Feature Generation. The TAL generates

high-resolution key frame features: FH
0 ; FH

1 ; and FH
t . To

generate FH
t , we first make an intermediate LR feature FL

t .

As shown in the bottom part of the TAL phase in Fig. 2,

we estimate the offsets using each key frame feature and

event features up to an arbitrary time t. Then, applying

DCN [16, 87] with offsets to each key frame, we generate

the temporally aligned features. Subsequently, we concate-

nate the two aligned features from DCN and generate the

LR intermediate feature, FL
t , through a convolution.

Leveraging High-temporal Frequency. In the TAL stage,

high temporal frequency in events is transformed into

the spatial dimension. Previous event-based VSR meth-

ods [20, 29] have directly used event features for align-

ment to enhance the LR feature. However, as mentioned

in [7, 10, 52, 63], the images reconstructed from events are

more semantically meaningful and contain finer structural

details compared to raw events, leading to better perfor-

mance in downstream tasks. Our approach aims to utilize

events not directly but by generating virtual HFR inter-

frame features from events, enabling dense utilization of

both temporal and spatial information. Naive approaches

such as iterative generation of inter-frame features are pos-

sible, but inefficient and time-consuming. We propose a

cost-effective design, which makes all inter-frame features

at once, based on event-based dynamic filters grounded in

synthesis-based interpolation [36, 61]. The temporal dy-

namic filter (TDF) module simultaneously generates inter-

frame features, and the multi-temporal alignment (MTA)

module conveys additional structural information from the

HFR inter-frame features to the target frame.

Temporal Dynamic Filter (TDF). Figure 3 illustrates the

details of Temporal Dynamic Filter (TDF) module, which

generates the HFR inter-frame video features. EL
0→1 is re-

shaped along the temporal axis, T , with each slice contain-

ing information of intermediate frame. Typically, DCN [87]

or optical flow methods [51, 67] are commonly used. How-

ever, the module employs dynamic filters [38,50,84] for si-

multaneous virtual inter-frame features generation. Specifi-

cally, given LR key frame features FL
0 , FL

1 ∈ R
C×H×W ,

which have the spatial dimension of H × W and chan-
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Figure 3. The proposed temporal dynamic filter (TDF) module.

nel dimension of C, we first concatenate with temporal di-

mension, R2×C×H×W . Then, we apply a 3D convolution

with filter size of 3 × 1 × 1 pixels to obtain the features

F̂L ∈ R
1×C×H×W . Next, we apply 3D convolution to

event features, EL
0→1 ∈ R

T×C×H×W , to perform temporal

aggregation, and we estimate the kernel {Dj}Tj=1 through

channel-wise dynamic filters (CDF), where Dj ∈ R
C×d×d

(d is dynamic filter size). Using dynamic filters, Dj , we

generate gated filters K̂L
j by:

K̂L
j = Dj ⊗ F̂L, j ∈ {1, · · · , T}, (1)

where ⊗ denotes the convolution filter operation. Then, we

element-wisely multiply gated filters K̂L
j with fused key

frame feature F̂L as KL
j = K̂L

j � F̂L. Finally, we ap-

ply 3D convolution block to KL
j and stack on the FL

0 to

obtain the high temporal frequency features, KL
[0,...,T ] ∈

R
T ′×C×H×W , where T ′ = T + 1. Previous VFI [36,

61] methods generated high temporal resolution features

through iterative computations, whereas our TDF module

is cost-effective as it calculates filters at once from events.

We pass through two convolution layers to train the HFR

virtual inter-frame feature via supervision, generating each

ILj from KL
j as in Eq. (7) for optimization accordingly.

Multi-Temporal Alignment (MTA). To leverage the ben-

efits of the generated high temporal frequency features [3,

29], a key point is to align the virtual inter-frame features,

KL
[0,...,T ], to each frame, FL

i∈{0,t,1}. While a recurrent one-

to-one matching process from multiple features is possi-

ble, it overlooks interactions between multiple frames and

significantly increases computational overhead. As an ef-

fective alternative, we aim to use a 3D flow [40, 74] that

defines the displacement from multiple frames to a single

target frame. To effectively utilize 3D flow, we design the

multi-temporal alignment (MTA) module to perform align-

ment from multi-temporal features to a single feature. As

shown in Fig. 4, for the target i-frame, we first calculate an

initial 3D flow [40], O3d ∈ R
3×H×W , using KL

[0,...,T ] and

FL
i through lightweight FlowNet network, which consists

of 2D convolutions. Unlike 2D flow which only contains

the space motion, 3D flow incorporates spatial and tempo-

ral motion. Then, we obtain the initially aligned feature,

Warp

Flow
Net

R

Flow
Net

Warp

W
-M

SA

Pixel 
Shuffle

For iteration 

Figure 4. The multi-temporal alignment (MTA) module.

K̃V
L

i ∈ R
C×H×W , using the space-time sampling opera-

tions in [40]. Space-time flow is more challenging to com-

pute than 2D flow. To refine it, we calculate a residual flow

using K̃V
L

i and then employ space-time sampling to gen-

erate the final multi-temporally aligned feature, KV L
i .

To fuse FL
i with multi-temporally aligned feature KV L

i ,

we adopt the effectively designed transformer structure, W-

MSA [46]. We set the target frame FL
i as query feature

and the aligned feature KV L
i as the key and value fea-

tures. Then, we generate high spatial features, FH
i ∈

R
C×rH×rW , using pixel shuffle [55] with up-scale factor r.

The MTA module utilizes space-time flow to fully exploit

global information in high temporal frequency features and

employs a transformer structure to perform substantial fea-

ture enhancement in high-level representations.

3.3. Temporal Alignment at High-resolution

In the TAL phase, we enhance the spatial dimension us-

ing the high temporal resolution of events. However, FH
t

has misalignment caused by low spatial resolution, leading

to the accumulation of the artifact. Therefore, additional re-

finement is required using the improved high-resolution key

frame features, FH
0 and FH

1 . Therefore, we propose the

bi-directional score-based deformable alignment (BSDA)

module for an alignment in HR features. Before feeding

into the BSDA module, we enhance the spatial dimension

of EL
0→t and EL

1→t through pixel shuffle [55].

Bi-directional Score-based Deformable Alignment
(BSDA). In contrast to low resolution, at high resolution,

where more pixels are present, temporal alignment becomes

more challenging due to the increased number of possible

candidates. Existing alignment methods [36, 51, 61, 75] all

overlook the relationship between forward and backward

alignment when aligning frames at arbitrary time t. For

example, in previous works, when performing forward

alignment from FH
0 to FH

t , only FH
0 and EH

0→t (addi-

tionally using initially synthesized FH
t , e.g., [36, 51])

were utilized to define motion vectors, disregarding the

correlation with FH
1 . Similarly, backward alignment are

defined in the same manner, without considering FH
0 or
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Figure 5. Illustration of bi-directional score-based deformable

alignment (BSDA) module.

forward alignment. If the alignment from 0 to t and 1 to

t are considered independently, the key frame alignment

can become inconsistent. As shown in Fig. 5, the model

can confuse multiple alignment candidates that may arise

due to repetitive textures or patterns. For instance, at 0,

the candidates are red and sky blue, while at 1, they are

green and red. This inconsistency can hinder the refinement

performance in the HR domain. The proposed method

enhances temporal consistency and achieves accurate

alignment by calculating the correspondence of multiple

candidates between 0 and 1. For example, in Fig. 5, the red

point is determined to be the necessary alignment position

as it has the highest similarity.

From this motivation, BSDA module simultaneously

calculate these interrelated formulations by calculating an

affinity similarity matrix. Specifically, we first estimate

forward and backward offsets for every pixel in FH
t us-

ing the two key frames and the inter events in between,

and deformably sample the pixel candidates, S0 and S1

with m sampling locations. The processes of S0 and S1

are symmetric, so we only explain with respect to S0. Let

p ∈ R
2 denote the spatial locations in features and S0(p) =

{S0(p, 1), · · · , S0(p,m)}. To effectively aggregate more

spatial information, we divide FH
0 into G groups along the

channel dimension and calculate G offsets for each sam-

pling location p as S0(p, a) = {Sg
0 (p, a)}Gg=1. The sam-

pled candidates S0 at each position p, group index g, and

sampling index a can be obtained by:

Sg
0 (p, a) = FH,g

0 (p +Δpga), a ∈ [1,m], (2)

Δp = fo(F
H
0 , FH

t , EH
0→t), (3)

where Δp = {Δp1, · · · ,Δpm}, Δpa = {Δp1a, · · · ,Δpga},

FH,g
0 ∈ R

C/G×rH×rW , and fo consists of few convolution

layers to predict the irregular offsets. Next, we compute

the similarity matrix, A ∈ R
m×m, between the m points

sampled from FH
0 and FH

1 , for all cases, as follows:

A(a, b) = (
S0(p, a)

‖S0(p, a)‖22
)T · ( S1(p, b)

‖S1(p, b)‖22
), (4)

where a, b ∈ [1,m]. We compute the attended features:

S̃0(p) =
m∑

a=1

m∑
b=1

S0(p, a) · A(a, b) (5)

S̃1(p) =
m∑
b=1

m∑
a=1

A(a, b) · S1(p, b)

The intermediate feature FH
t is temporally refined as:

F̃H
t = G(FH

t , S̃0, S̃1), (6)

where G consists of 3 × 3 convolution layer with channel-

wise concatenation. Finally, we utilize two convolutions to

generate the output HR video IH = {IH0 , IHt , IH1 }.

3.4. Loss Functions

Our framework is trained in an end-to-end manner by to-

tal loss (L) with the hyper-parameter, λ1. We use the char-

bonnier loss [30], Lc, for optimization as:

L =
∑

i∈{0,t,1}
Lc(I

H
i , ÎHt ) + λ1 ·

∑
j∈{1,··· ,T}

Lc(I
L
j , Î

L
j ).

(7)

4. Experiments
4.1. Implementation Details.

We crop 64 × 64 patches with a batch size of 2. The

models are trained on the single NVIDIA TITAN RTX us-

ing the Adam optimizer [41], with β1 = 0.9 and β2 =
0.999. The initial learning rate is set to 1 × e−4, and

decreased by a factor of 0.1 every 100 epochs up to 500

epochs. Our evaluation metrics for STVSR are peak-

signal-to-noise (PSNR), structural-similarity-image-metric

(SSIM). All networks were trained using a voxel grid [85] ,

with a bin size of 8. We set the hyper-parameter λ1 as 0.3 in

Eq.(7). We design two models, ESTNet-S and ESTNet-L,

varying the number of residual blocks and feature channels,

while keeping everything else the same.

4.2. Datasets.

BS-ERGB and CED Datasets. We utilize two existing

RGB-event benchmark datasets: one is BS-ERGB [60]

dataset, widely used in VFI task, and the other is the CED

dataset [53], actively employed in VSR task. For BS-

ERGB, we follow the provided train and test sets. In the

case of CED dataset, we radnomly split the dataset into 49

train sequences and 23 test sequences. Consistent with pre-

vious STVSR works [19,71,75], we perform spatial ×4 up-

sampling (r = 4) on all datasets. For temporal interpola-

tion, we evaluate on settings of 1-skip and 3-skip for BS-

ERGB dataset and 3-skip and 7-skip for the CED dataset.

We generate LR frames following [75] and LR events fol-

lowing public code of recent event-based VSR [47].

SuperREST Dataset. From extensive research, it has been

found that while RGB data can mimic realistic LR RGB

through bicubic downsampling [62], this is not the case for

events. When the camera’s resolution decreases, not only is

there a reduction in spatial resolution, but also the number

of triggered events decreases temporally, making it difficult

to model the downsampling of events. Existing event-based
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Table 1. Quantitative results on CED and BS-ERGB dataset. * denotes the modification in the original only event-based model to

incorporate RGB along with event data.

Methods
CED BS-ERGB

Param.[M] FPS3 skips 7 skips 1 skip 3 skips

(VFI + VSR / VSR + VFI / STVSR) PSNR SSIM PSNR SSIM PSNR SSIM PSNR SSIM

Frame-based Methods

EMA-VFI [82] + EDVR [64] 25.18 0.7444 24.34 0.7200 19.72 0.5899 18.94 0.5808 66.0+20.7 5.6

EMA-VFI [82] + BasicVSR++ [3] 25.23 0.7453 24.71 0.7253 19.95 0.5946 18.87 0.5746 66.0+6.3 8.1

AMT-G [43] + EDVR [64] 25.44 0.7459 24.13 0.7207 19.33 0.5842 18.55 0.5723 30.6+20.7 4.8

AMT-G [43] + BasicVSR++ [3] 25.69 0.7490 24.03 0.7195 19.88 0.5932 18.52 0.5733 30.6+6.3 7.2

EDVR [64] + EMA-VFI [82] 25.14 0.7441 24.52 0.7203 19.76 0.5901 18.92 0.5793 20.7+66.0 3.9

EDVR [64] + AMT-G [43] 25.61 0.7491 24.32 0.7263 19.54 0.5840 18.82 0.5780 20.7+30.6 3.8

BasicVSR++ [3] + EMA-VFI [82] 25.41 0.7452 24.60 0.7271 19.93 0.5964 18.32 0.5704 6.3+66.0 7.7

BasicVSR++ [3] + AMT-G [43] 25.54 0.7483 24.22 0.7192 19.97 0.5955 18.76 0.5735 6.3+30.6 7.3

Zooming SlowMo [71] 25.42 0.7477 24.01 0.7113 20.17 0.5948 19.05 0.5783 11.1 17.2

TMNet [75] 25.76 0.7483 24.31 0.7149 20.54 0.6053 19.24 0.5842 12.3 17.0

RSTT [19] 25.98 0.7506 24.88 0.7284 20.23 0.6014 19.17 0.5809 7.7 16.6

VideoINR [6] 25.59 0.7488 24.75 0.7202 19.97 0.5893 19.01 0.5797 11.3 15.4

MoTIF [5] 25.71 0.7490 24.81 0.7243 20.12 0.5966 19.07 0.5801 12.6 13.1

Event-based Methods

TimeLens [61] + E2SRI* [15] 27.84 0.7915 26.12 0.7588 21.28 0.6311 21.01 0.6230 72.2+8.1 7.2

TimeLens [61] + EGVSR [47] 27.77 0.7908 26.33 0.7596 21.55 0.6336 21.08 0.6237 72.2+2.5 6.1

CBMNet [36] + E2SRI* [15] 28.12 0.8112 26.75 0.7624 21.97 0.6415 21.24 0.6263 22.2+8.1 4.8

CBMNet [36] + EGVSR [47] 28.04 0.8096 26.87 0.7657 22.10 0.6433 21.45 0.6274 22.2+2.5 4.0

E2SRI* [15] + ESR [66] + TimeLens [61] 27.99 0.7967 26.25 0.7604 21.63 0.6349 21.07 0.6235 8.1+7.0+72.2 2.9

E2SRI* [15] + ESR [66] + CBMNet [36] 28.25 0.8134 26.90 0.7662 22.18 0.6428 21.53 0.6257 8.1+7.0+22.2 1.7

EGVSR [47] + ESR [66] + TimeLens [61] 27.82 0.7930 26.48 0.7613 21.76 0.6352 21.15 0.6243 2.5+7.0+72.2 2.2

EGVSR [47] + ESR [66] + CBMNet [36] 28.18 0.8124 26.72 0.7701 22.34 0.6437 21.62 0.6285 2.5+7.0+22.2 1.1

ESTNet-S (Ours) 28.73 0.8197 28.04 0.8008 23.50 0.6506 23.03 0.6428 2.8 21.3
ESTNet-L (Ours) 29.52 0.8360 28.62 0.8137 23.72 0.6588 23.25 0.6513 4.9 17.6

Table 2. Comparison of our SuperREST dataset against other

datasets. Other datasets require post-processing such as bilinear

downsampling to synthesize LR events, which are not real events.

Datasets
HR RGB (Ground Truth) LR Event Real

Resolution FPS Resolution LR Event

CED [53] 346 × 260 40 86 × 65

BS-ERGB [60] 970 × 625 28 242 × 156

SuperREST 1024 × 720 116 256 × 180 �

VSR applied bilinear sampling to the event representation to

generate LR events, which diverges from the real event data.

Hence, to conduct STVSR with events for real application,

real LR events paired with HR frames are essential. To de-

sign a network for practical STVSR, we have acquired a

new dataset, called Super-resolving for Spatio-Temporal of

RGB data with Event Data (SuperREST) dataset, consisting

of a hybrid dataset of RGB and event data. Previous datasets

required downsampling to mimic LR events corresponding

to HR RGB images. However, in our case, we acquire real

LR events corresponding to RGB images, eliminating the

need for such a synthesis process. The SuperREST dataset

offers a variety of scenarios, including extremely nonlinear

motion, making them more appropriate for real-world ap-

plications.

Some methods can only perform interpolation for prede-

termined time steps, so on the CED and BS-ERGB datasets,

we evaluate only at t = 0.5. On our SuperREST dataset,

we compare models capable of arbitrary time inference be-

tween frames, allowing evaluation at all time instances in

7-skip settings. For frames, we downsample them follow-

ing the previous approach [75].

4.3. Comparison with State-of-the-arts

Comparison methods. We compare our ESTNet with one-

and two-stage STVSR methods, following the approach in

[19, 71, 75]. For one-stage STVSR methods, we choose

the recent STVSR works (Zooming SlowMo [71], TM-

Net [75], RSTT [19], VideoINR [6], MoTIF [5]). For

two-stage approaches, we apply combinations of frame-

based VFI (EMA-VFI [82], AMT-G [43]) and frame-based

VSR (EDVR [64], BasicVSR++ [3]), as well as event-based

VFI (Time Lens [61], CBMNet [36]), event-based VSR

(E2SRI [15], EGVSR [47]), and event stream super reso-

lution (ESR [66]). E2SRI relies solely on event-based data,

so for a fair comparison, we make slight modifications to

incorporate frames, denoted as E2SRI*. We train all net-

works from scratch using public codes provided by authors

because using pre-trained networks resulted in inferior per-

formance due to differences in data distribution.

4.3.1 Experiments on CED and BS-ERGB datasets.

We report the quantitative comparison results in Table 1.

To evaluate the speed of inference, we adopted the same

input dimensions of 112 × 64 as previous studies [75].

Event-based methods outperform those using only images

by leveraging temporal information, but not as much as our

approach. Our method significantly outperforms existing
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Figure 6. Visual comparisons on the BS-ERGB dataset. Best viewed when zoomed in.

Table 3. Quantitative comparison on SuperREST dataset.

SuperREST

Method 7 skip (center) 7 skip (whole)
VFI+VSR / VSR+VFI / STVSR PSNR SSIM PSNR SSIM

TMNet [75] 23.96 0.7611 24.93 0.7763
VideoINR [6] 23.84 0.7595 24.23 0.7645

TimeLens [61] + E2SRI* [15] 28.01 0.8206 28.14 0.8315
TimeLens [61] + EGVSR [47] 27.94 0.8184 28.22 0.8275
CBMNet [36] + E2SRI* [15] 29.09 0.8426 29.04 0.8410
CBMNet [36] + EGVSR [47] 29.07 0.8397 28.98 0.8398

E2SRI* [15] + ESR [66] + TimeLens [61] 27.96 0.8216 28.32 0.8342
E2SRI* [15] + ESR [66] + CBMNet [36] 29.15 0.8369 29.27 0.8420
EGVSR [47] + ESR [66] + TimeLens [61] 28.14 0.8265 28.44 0.8382
EGVSR [47] + ESR [66] + CBMNet [36] 29.10 0.8337 29.07 0.8331

ESTNet-S (Ours) 29.94 0.8543 29.91 0.8541
ESTNet-L (Ours) 30.27 0.8600 30.23 0.8595

event-based methods. One can see that our ESTNet-L out-

performs the third best method (E2SRI* [15] + ESR [66]

+ CBMNet [36]) by 1.27dB, and 1.72dB on the 3 skip

and 7 skip of CED datasets. Similarly, on the challeng-

ing BS-ERGB dataset with significant and complex mo-

tion, our method demonstrates superior performance. Com-

pared to the best-performing combination (EGVSR [47]

+ ESR [66] + CBMNet [36]) among the other methods,

ESTNet-L achieves a higher PSNR by 1.38 dB and 1.63

dB on 1 skip and 3 skip, respectively. Through this, it is ev-

ident that incorporating events into the network alone does

not yield excellent performance, and applying it sequen-

tially without considering the correlation between spatial

and temporal dimensions does not lead to optimal perfor-

mance. In contrast, our ESTNet achieves superior perfor-

mance by using high temporal resolution when upsampling

the spatial dimension and by accurately performing tempo-

ral alignment using events at high resolution. Moreover,

our method exhibits the most favorable values concerning

model parameters and run time.

In Fig. 6, we provide a qualitative comparison with other

state-of-the-art STVSR methods on BS-ERGB dataset. We

select scenes featuring intricate and non-linear motion to

showcase the superiority of our approach. Both scenar-

ios involve non-linear motion, making it a highly ill-posed

problem where intermediate frames cannot be accurately

predicted from frame information alone (e.g., TMNet [75]),

leading to artifacts. The event-based method effectively ad-

dresses this issue by utilizing event data, but artifacts persist

due to error accumulation resulting from the lack of spatial

detail preservation and the absence of space-time interac-

tion. On the other hand, our method accomplishes both

precise alignment and super-resolution concurrently, even

under challenging conditions.

4.3.2 Experiments on SuperREST dataset.

We present the results on SuperREST dataset in Tab. 3.

The notable difference in the results compared to the BS-

ERGB and CED datasets is the underperformance of frame-

based methods, which can be attributed to the combina-

tion of both camera ego-motion and object motion, as well

as the abundance of high-frequency structures in the Su-

perREST. When compared to the best-performing existing

methods, E2SRI* [15] + ESR [66] + CBMNet [36], and the

frame-based method, TMNet [75], there is a notable PSNR

difference of 5.19 dB at the center of the 7 skip setting.

Our method continues to deliver the best performance and

achieves consistently high results across various datasets.

The superiority of ours can be better observed in Fig. 7.

5. Ablation Study
Effectiveness of each component. We conduct an abla-

tion study for each module on the CED dataset, as shown

in Table 4. To substitute for TDF and MTA, we employ

multiple convolution blocks. The results of A, B, and C
demonstrate that using TDF and MTA in isolation alone

does not yield satisfactory results. In contrast, the result of

D shows that these modules interact and provide significant

gains when applied together, with a 1.41 dB increase com-

pared to A. Additionally, it’s worth noting that while both

network A and network E perform temporal alignment, the

network E, which additionally performs temporal align-

ment at high resolution, achieves high performance through

precise matching. The best performance is achieved by us-

ing all proposed modules.
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Figure 7. Comparisons on the SuperREST dataset. More results are in the supplementary material.

Table 4. Ablation study of each component.

A B C D E F G H
TDF � � � �
MTA � � � �
BSDA � � � �
PSNR 26.35 26.92 27.14 27.76 27.90 28.12 28.34 28.62

Table 5. Ablation studies of the number of multi-frames in TDF.

T 1 2 4 (Ours) 8

PSNR 28.01 28.21 28.62 28.59

Effectiveness of the number of multi-frames in TDF. In

Table 5, we present results for our method with varying

numbers of multi-frames, T . We observe that as we in-

crease the number of frames from one to four, the results im-

prove progressively, as it incorporated more temporal infor-

mation from temporal alignment. However, further increas-

ing the range from four to eight reduce the performance be-

cause aligning a greater quantity of frames becomes more

challenging for MTA. Consequently, we empirically set the

number of multi-frame to four.

Effectiveness of the number of sampling points in BSDA.
In Table 6, we provide the performance results based on the

number of sampling locations, m, in BSDA. As the num-

ber of sampling points increases, the performance improves

from 1 to 4 because more points contribute to aggregation

in temporal alignment. However, beyond that point, the in-

creasing complexity and the larger number of cases lead to

a decrease in performance. We believe the reason for this is

that a greater number of matching candidates makes it more

difficult for the network to learn. Therefore, we experimen-

tally set the value of m to 4.

Analysis of BSDA. Tab. 7 presents comparisons between

our method and other prominent temporal alignments [61,

87] on the SuperREST dataset. DCN achieves better perfor-

mance than optical flow because it utilizes more sampling

points for weight-based aggregation. Nevertheless, it over-

looks the potential information provided by backward align-

ment when dealing with forward alignment. In contrast,

our method achieves the best performance by considering

the correlation between forward and backward alignments.

These advantages can be visually observed in Fig. 8, which

includes challenging objects. Both DCN and BSDA per-

Table 6. Experiments on the number of sampling points in BSDA.

m 1 2 3 4 (Ours) 5

PSNR 28.33 28.43 28.57 28.62 28.60

Table 7. Performance comparison based on various alignments.

Method Flow [61] DCN [87] BSDA (Ours)

PSNR / SSIM 29.86 / 0.8522 30.08 / 0.8576 30.27 / 0.8600

Figure 8. Qualitative comparison of temporal forward alignment.

The left green marker represents the reference point in IHt , and

the three figures to the right depict sampling points in IH0 . The

increasing shades of red indicate higher weights for aggregation.

form aggregation with a range of sampling points. However,

BSDA emphasizes larger weights at positions correspond-

ing to the reference, while DCN does not. Furthermore,

optical flow often exhibits mismatches when dealing with

uncertain scenarios involving moving objects, as it relies on

a single sampling point.

6. Conclusion

Our work presents a novel method, ESTNet, that fully

utilizes a high temporal frequency of events in STVSR.

We break new ground by harnessing the high temporal fre-

quency of event cameras to interpolate both spatial and

temporal dimensions simultaneously, and extensive exper-

iments demonstrate the effectiveness of ESTNet. The pro-

posed SuperREST dataset is ideal for STVSR tasks, and we

expect it to become a valuable resource for future research.
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