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Abstract

Gait recognition plays a vital role in biometric applica-
tions by analyzing the unique characteristics of an individ-
ual’s walking pattern. Methods based on 2D representa-
tions, such as silhouettes and skeletons, are increasingly
being developed to learn the shape features and joint dy-
namic movements. Nevertheless, the effectiveness of 2D
representation-based methods is impeded by factors such
as changes in viewpoint, partial occlusion, and noisy en-
vironments. 3D representation-based methods can com-
plement 2D representation-based approaches by providing
more precise dynamic body shapes and motion informa-
tion, along with increased robustness against changes in
viewpoint and partial occlusion. However, the complex-
ity of acquiring accurate 3D representations and the chal-
lenges associated with extracting dynamic topological fea-
tures from sequences of 3D representations hinder the de-
velopment of 3D representations-based methods. In this pa-
per, we present VM-Gait, a novel multi-modal gait recogni-
tion framework that harnesses the advantages of integrat-
ing both 2D and 3D representations. Furthermore, we in-
troduce a new 3D representation, Virtual Marker, into gait
recognition to efficiently learn topological features from
3D representations, avoiding the computational complexi-
ties inherent in directly learning from 3D representations
like 3D meshes or 3D point clouds. Extensive experi-
ments demonstrate that the proposed framework effectively
learns and fuses discriminative information from different
gait modalities, enhancing gait recognition performance.

1. Introduction

Existing gait recognition methodologies can be epito-
mized in a two-step process [31,37,39]. The first step in-
volves generating biometric representations from original
videos or images, followed by the extraction of gait fea-
tures from these representations to identify individuals in
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A

Representations

Time Frames

(Tl, T2: ey Tn)
{ f
Detail Preservation v X v v
Simplicity X v X v
Robust to Occlusion X v v v
Invariant to Viewpoint X v v v
Input Size 64x44 17x2 68903 64x3

Table 1. An illustration of common gait representations is pro-
vided to compare the advantages and disadvantages of different
representations.

the second step. Biometric representations for gait recogni-
tion commonly fall into two categories: 2D representations
and 3D representations. 2D representations are often de-
rived from gait energy images (GEI) [30], silhouettes [20],
and 2D skeletons, while 3D representations encompass 3D
meshes, 3D poses, 3D skeletons and the SMPL model. The
advantages and disadvantages of different representations
are summarized in Table 1.

In recent years, deep learning methods have significantly
contributed to generating and learning features from large-
scale 2D representations, resulting in notable advancements
in gait recognition. However, the performance of 2D
representations-based methods is influenced by factors such
as changes in viewpoint, partial occlusion, noisy environ-
ments and oversized clothing. When projecting a 2D rep-
resentation from a 3D human body, certain crucial informa-
tion, especially the stereo vision details related to the body’s
three-dimensional shape or structure, may be lost. Addi-
tionally, occlusion and noisy environments can influence the
analysis of gait patterns derived from 2D representations.

3D representations exhibit better robustness to changes
in the viewing angle. Additionally, they offer more pre-
cise and detailed features of human body shape and move-
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ment compared to 2D representations. However, currently,
3D representation-based methods are not as thoroughly re-
searched or achieve as noticeable performance as their 2D
counterparts. Generating high-quality 3D representations
depends on the use of sensors or the implementation of ad-
vanced 3D shape reconstruction algorithms to derive 3D
representations from video data. Reconstructing 3D repre-
sentations from videos is easily influenced by factors such
as noise, occlusions, and lighting variations, which can
make it challenging to reconstruct accurate 3D geometry
structures. Furthermore, the computational complexity as-
sociated with the process and analysis of dense 3D repre-
sentations makes it less amenable for certain practical sce-
narios, particularly when performing gait recognition solely
from 3D representations.

To leverage the advantages of 3D representations, it is
practical to develop a multi-modal framework that com-
plements 2D representation information with 3D represen-
tation information. Two aspects merit exploration. One
is framework flexibility and robustness, enabling seamless
accommodation of various representations and feature en-
coders to achieve consistent performance across different
datasets. On the other hand, there is a need to develop new
3D representations to effectively learn dynamic 3D topol-
ogy features at reduce computational complexity.

To explore the aforementioned promising avenues, we
propose a flexible multi-modal gait recognition framework,
VM-GQait, to integrate gait features from different represen-
tation modalities. Additionally, we introduce a new 3D
representation, Virtual Marker, into gait recognition to ef-
fectively instantiate and learn features from the 3D human
body.

Specifically, we present four major contributions:

* We make an avant-garde attempt to explore multi-
modal gait recognition in real-world scenarios, aiming to
utilize complementary spatial-temporal information from
both 2D and 3D representations of the human body.

* We introduce VM-Gait, a flexible multi-modal gait
recognition framework designed to extract and fuse multi-
modal features for gait recognition. VM-Gait is a plug-and-
play framework that allows for the switching of backbones
and modules. Additionally, the VM-Gait framework can be
seamlessly integrated into widely used code-bases such as
OpenGait.

e We introduce a novel 3D representation, Virtual
Marker, into gait recognition, representing essential aspects
of the 3D human body involved in walking patterns and re-
ducing computational complexity to learn dynamic topolog-
ical features.

* VM-Gait achieves state-of-the-art performance on both
lab and real-world datasets, including OUMVLP-mesh,
Gait3D and BRIAR.

2. Related Works
2.1. 2D Representation-based Gait Recognition

2D representation-based gait recognition has seen signif-
icant development in recent years [4,9, 10, 13,21,25,35, 36,

, 39] achieving impressive results on public gait datasets
such as CASIA-B [41], OU-ISIR [34], GREW [42] and
Gait3D [40] datasets. Particularly, silhouette sequences are
widely used as gait features. GaitSet proposed by Chao et
al. [4] uses silhouette sequences in an unordered format as
its input to extract useful gait features. GaitPart proposed by
Fan ef al. [10], aims to improve recognition performance by
learning local body information from silhouette sequences.
GaitGL by Lin et al. [21] utilizes 3D convolutional lay-
ers to learn both global and local gait features from sil-
houette sequences. Fan et al. introduce a new codebase
named OpenGait [9], along with a ResNet-like network
called GaitBase. Additionally, DeepGaitV2 and SwinGait,
also proposed by Fan et al. [8], have demonstrated state-of-
the-art performance on public datasets.

2D skeletons have also been used as 2D representations
in gait recognition such as GaitGraph and GaitGraph2 [35,

]. Zou et al. [43] propose multi-stage fusion for silhou-
ettes and skeletons. Despite being more robust to changes
in viewpoint, as they focus on temporal features, these ap-
proaches tend to achieve inferior performance compared to
silhouette sequences-based approaches on public datasets.
This is likely due to the inherent limitations of skeletons
in accurately portraying the body’s shape contour and dy-
namic changes that occur during movement.

2.2. 3D Representation-based Gait Recognition

3D representations-based gait recognition approach is
getting more and more popular due to its ability to provide
detailed stereo surface information and robustness against
changes in viewpoint [1, 2]. Most current methods incor-
porate 2D representations with corresponding 3D repre-
sentations to improve recognition performance. Peng et
al. combine silhouettes and 2D pose by using CNN en-
coder and multi-scale gait graph [27]. Cui et al. pro-
pose MMGaitFormer to extract the spatial-temporal infor-
mation from silhouettes and skeletons and [6]. Han et
al. propose LiCamGait [14], a multi-modality feature ex-
traction framework utilizing silhouette sequences and point
clouds. LidarGait is proposed by Shen et al. [29] to project
3D point clouds collected from LiDAR sensors to depth
maps to perform gait recognition. Instead of deploying Li-
DAR sensors to collect 3D structure data, Li ef al. [18]
use RGB sequences to estimate SMPL models, contribut-
ing to the creation of the OUMVLP-Mesh dataset. Zheng et
al. [40] contribute a Gait3D dataset containing silhouette
sequences and 3D Skinned Multi-Person Linear(SMPL) pa-
rameters [22,26,28,32,33,40] by adopting a video-based
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Figure 1. The architecture of VM-Gait comprises two modules: the multi-modality feature extraction module and the recognition module.
The 2D branch handles silhouette sequences, utilizing a CNN-based encoder to generate feature maps, while the 3D branch processes
sequences of 3D mesh vertices, transforming them into virtual marker sequences and then undergoes point-based transformer models. The
features from both branches are subsequently fused for recognition.

reconstruction algorithm [3, 17]. Although the above mul- to capture spatio-temporal information and dynamic topo-

timodal methods can utilize complementary information
from point clouds or SMPL parameters, they are limited
in their ability to effectively extract dynamic topological
features and learn spatio-temporal information. This high-
lights the need to explore new 3D representations and de-
velop improved feature extraction and fusion methods for
multi-modal gait recognition algorithms.

3. Methodology

In this section, we propose a new multimodal frame-
work, VM-Gait, designed to efficiently extract multimodal
features by incorporating a novel gait representation. The
architecture of VM-Gait is illustrated in Figure 1.

3.1. Overview

VM-Gait comprises two integral modules. The initial
module is the multi-modal feature extraction module, which
receives a series of 2D representation sequences and corre-
sponding 3D representation sequences through 2D and 3D
Branches. The 2D branch processes silhouette sequences,
generating silhouette feature maps using a CNN-based en-
coder. Concurrently, the 3D branch handles sequences of
3D mesh vertices, converting them into virtual marker se-
quences. These virtual marker sequences then undergo
point 4D convolution and point-based transformer models

logical features. Subsequently, the features extracted from
both branches are fused for recognition. Additional details
are included in subsequent sections.

3.2. The Virtual Marker Representation

The concept of virtual markers was originally introduced
as an intermediary representation for 3D human mesh es-
timation [24]. Inspired by physical markers placed on
the body surface for mesh reconstruction, virtual markers,
which simulate these physical markers by identifying a set
of vertices on the mesh. Typically the number of virtual
markers is much smaller than that of the mesh vertices. The
selected virtual markers from the meshes meet two criti-
cal criteria. First, these markers reside on the mesh sur-
face, displaying distinct visual patterns in images for easy
detection. Second, these virtual markers can extract mesh
topology and accurately reconstruct a corresponding mesh
through linear combinations.

For instance, a sequence of human body mesh can be
expressed as M = [my,...,mr] € R3*T where T is
the number of frames and J is the number of mesh ver-
tices. A sequence of virtual markers can be represented as
V = [v1,...,up] € R3*T where K denotes the number
of virtual markers in a mesh. To better understand the re-
lationship between meshes and virtual markers, we reshape
M = [ml, ...,mT] S R3T><J, V= [Ul,...,UT] € R3T*K,
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Virtual markers and meshes can be transformed by the coef-
ficient matrix. V = MQ € R3T*K M = VP e R3TxJ,
where Q € R7*K | P ¢ RE*J and are the coefficient ma-
trix. To get virtual markers from meshes, we need to calcu-
late the coefficient matrix (). Archetypal analysis [7, 24]
is used to minimize the reconstruction error between the
reconstructed mesh from the virtual marker set and the
ground truth mesh for getting the coefficient matrix ¢ and
P: ming p||M — MQP||%. Each virtual marker is then
replaced by the nearest vertex on the mesh. As illustrated
in Table 1, virtual marker sequences closely resemble physi-
cal markers, evenly distributed on the body’s surface. Some
virtual markers are located near body keypoints, providing
distinguishable visual patterns for accurate detection. Im-
portantly, virtual markers are situated on the body, exclud-
ing the head, making them more suitable for gait analysis.
Randomly sampling vertices from the human mesh may in-
clude vertices from the head, which is less helpful for gait
analysis. In real applications, the groundtruth of virtual
markers can be easily obtained from the groundtruth mesh
by matrix multiplication, utilizing the post-processed coef-
ficient matrix provided in [24].

3.3. Network Structure

In our VM-Gait framework, as depicted in Figure 1, a
set of silhouette sequences and corresponding 3D meshes
are fed as inputs. The silhouette sequences are represented
as: Se1 = {S;}L, € RbeHRY where Sy € RMW s
the binary silhouette of the ¢-th time frame, T is the en-
tire time length of the silhouette sequence, h is the height
of each silhouette image and w represents the width of
each silhouette image, b is the batch size. c is the num-
ber of channels. The corresponding 3D mesh sequences
are represented as Spesh = {X¢}i, € RP©%73 where
7 is the vertices number of meshes. 3D virtual marker se-
quences are generated from the 3D mesh sequences as fol-
lows: Sym = {X;Q;}L, € R»453 where k is the ver-
tices number of virtual markers, ) is the coefficient matrix.

Silhouette sequences are fed into a CNN-based encoder
to extract the silhouette features formulated as Eg; =
Ecnn(Ssir). Temporal Pooling (TP) is then used to aggre-
gate time frame-level features: TPy = TP(FE;). Hori-
zontal Pyramid Pooling (HPP) is used to extract global and
local features in a series of operations with max pooling and
average pooling: Fgj) = HPP(T Py;;) € R™Cait:P,

3D virtual marker sequences are received by a point-
based encoder to extract spatial-temporal features. Point 4D
convolution [12] operation is used to extract features from
the 3D virtual marker sequences: Eym = Epenn(Sum). To
learn spatio-temporal structure features from virtual mark-
ers across time frames, a point-based spatio-temporal trans-
former [11] is employed Py = PSTym (Eym ). The trans-
former PST,,(+) is defined by temporal radius r;, tempo-

ral stride s, spatial subsampling rate, and other parameters.
Temporal Pooling is then used to aggregate time frame-level
features: Fyyy = TP(Pyyy,) € R™CvmP,

The feature maps of silhouette and virtual markers are
concatenated as: F = Cat(Fyy, Fy,,) € RECGinTewvan P,
where p is the part number. A fully connected layer FC(-)is
then used to fuse the features Embed; = FC(F). Fi-
nally, a Batch Normalization Neck (BNNeck) [23] with
a global pooling layer and a batch normalization layer
is applied to obtain the final representation Embed, =
BNNeck(Embed;). The entire network is trained end-
to-end in a supervised manner, incorporating two primary
loss functions widely employed in gait recognition: cross-
entropy loss and triplet loss. E'mbed; and label are used for
calculating the triplet loss with a margin while Embeds and
label are used for calculating the cross-entropy loss.

Representations Methods R-1 R-5 mAP mINP
Skeletons PoseGait [19] 0.2 1.1 0.5 0.3
GaitGraph [36] 63 16.2 5.2 2.4
GEINet [30] 54 142 5.1 3.1
CSTL [16] 11.7 19.2 5.6 2.6
GaitPart [10] 282 476 21.6 12.4
Silhouettes GaitGL [21] 29.7 485 223 13.3
GLN [15] 314 529 247 13.6
GaitSet [4] 36.7 583 30.0 17.3
SMPLGait w/o 3D [40] | 429 639 352 20.8
GaitBase [9] 64.6 - - -
DeepGaitV2-P3D [8] | 744 88.0 65.8
SwinGait-3D [£] 75.0 86.7 672 -
. s SMPLGait [40] 463 645 372 22.2
Multi-Modalities VM-Gait 754 875 664 395

Table 2. Gait Recognition Results on the Gait3D dataset. We com-
pare our proposed VM-Gait with thirteen state-of-the-art methods.
We conduct experiments with an input size of 64 x 44. The VM-
Gait method stands out among thirteen state-of-the-art methods,
surpassing them in performance. It achieves this by integrating vir-
tual marker representations, which provide additional information
beyond silhouette-based methods, enhancing overall effectiveness.

4. Experiments

In this section, we present the results of a series of ex-
periments to assess the efficacy of the proposed approach.
Initially, we benchmark VM-Gait against several state-of-
the-art methods, utilizing diverse representation modalities
on three significant gait datasets: Gait3D [40], OUMVLP-
Mesh [18] and BRIAR [5]. Subsequently, we delve into
ablation studies to scrutinize the effectiveness of the virtual
marker representation and the flexibility of our framework
when integrated with various silhouette encoder backbones.

4.1. Datasets

Gait3D [40] is a pioneering large-scale real-world gait
recognition dataset that encompasses both 2D and 3D rep-
resentations extracted from 4,000 subjects, yielding a total
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of 25,309 sequences. In our experiments, we specifically se-
lect the 2D silhouettes and associated 3D human body ver-
tices within the Gait3D dataset, involving a comprehensive
subset of 4000 subjects.

OUMVLP-Mesh [18] is a multi-view dataset with hu-
man meshes from the OU-ISIR Gait Database. It includes
10,307 subjects observed from 14 viewing angles rang-
ing from 0° to 90° and 180° to 270° at 15° intervals.
The OUMVLP-Mesh dataset is based on the OUMVLP
dataset [34]. However, certain sequences lack correspond-
ing 3D information. We select the frames that have both sil-
houette and 3D information. Consequently, the frame count
in the OUMVLP-Mesh is lower than in the OUMVLP.
BRIAR [5] is a large-scale dataset collected for the Bio-
metric Recognition and Identification at Altitude and Range
(distance up to 1000 meters and pitch angle up to 50°) pro-
gram. The dataset encompasses three types of data: (1) in-
door and close-range data, (2) field long-range data (100m,
200m, ... , 100m), and (3) UAV data.

4.2. The Training and Testing Protocol

Throughout both training and testing phases, we adhere
to a standard configuration consistent with state-of-the-art
methodologies. In the Gait3D dataset, our approach in-
volves grouping 4,000 subjects into 3,000 training subsets
and 1,000 test subsets. In the OUMVLP-Mesh dataset, we
designate 5,153 subjects for training data and 5,154 subjects
for test data. For the BRIAR dataset, we utilize a subset
from the BRIAR dataset including 273 subjects with 24489
videos for training and 85 subjects with 1047 videos for
testing. The testing procedure follows a probe-gallery pat-
tern, where, during testing, a random sequence from each
subject is chosen as the probe set, while the remaining se-
quences constitute the gallery set. In the Gait3D dataset,
we evaluate the model’s performance by calculating the av-
erage Rank-1 and Rank-5 recognition accuracy, along with
the mean Average Precision (mAP) and mean Inverse Neg-
ative Penalty (mINP). For the OUMVLP-Mesh dataset, we
compute the Rank-1 accuracy under 14 probe views, ex-
cluding identical-view cases. For the BRIAR dataset, we
evaluate the model’s performance by calculating the aver-
age Rank-1, Rank-5 and Rank-20 recognition accuracy.

4.3. Implementation Details

We conduct a comparative analysis of VM-Gait against
state-of-the-art methods, categorized as follows: Skeleton-
based methods such as PoseGait [19] and GaitGraph [36];
Silhouette-based methods such as GEINet [30], GaitSet [4],
GaitPart [10], GLN [15], GaitGL [21], CSTL [16], Gait-
Base [9], DeepGaitV2 [8] and SwinGait [8]; and the Multi-
modal is SMPLGait [40]. To ensure a fair comparison with
state-of-the-art methods under identical configuration set-
tings, we use the OpenGait [9] codebase. The batch

size for Gait3D dataset is set to 32 x 4, where 32 rep-
resents the number of subjects, and 4 denotes the num-
ber of training sequences per subject. The batch size for
OUMVLP-Mesh dataset is set to 32 x 8. Finally, the input
size of 2D silhouette sequences is normalized to 64 x 44.
We employ the DeepGaitV2 [8] backbone as the silhouette
CNN-based encoder. In the 3D branch, the input consists
of 6,890 3D mesh vertices, from which 64 virtual markers
are generated. A part of the PST Transformer [1 1] model
serves as the point-based transformer to extract topological
features from virtual markers. This transformer preserves
spatio-temporal structure by implementing video-level self-
attention to adaptively search related points across entire se-
quences. To manage computational complexity, the virtual
marker is downsampled to 16 points before being fed into
the transformer. Additional implementation details are in-
cluded in the supplementary materials.

5. Results and Discussion
5.1. Comparison with Other State-of-the-Arts

The detailed results from our experiments compared
with different state-of-the-art methods on two datasets are
presented in Table 2 and Table 3 respectively.

In the comprehensive analysis of Table 2, VM-Gait
emerges as a standout performer, surpassing the perfor-
mance of thirteen state-of-the-art methods. Specifically,
VM-Gait achieves the highest Rank-1 accuracy(75.4%) in
the Gait3D dataset. Its superior performance compared to
DeepGaitV2 [8] highlights its robust efficacy in extract-
ing and harmonizing features from diverse modalities. The
incorporation of the virtual marker representation, offer-
ing complementary information to silhouette-based repre-
sentations, contributes to this improved performance. Fur-
thermore, VM-Gait’s performance even surpasses that of
SwinGait in rank-1 accuracy. It’s noteworthy that SwinGait
leverages part of the DeepGaitV2 structure, relying on pre-
trained DeepGaitV2 models for initializing bottom convolu-
tion and head layers during training. In contrast, VM-Gait
distinguishes itself by being trained entirely from scratch,
showcasing its independent and robust learning capabilities
from multi-modal representations.

In our experiments with the OUMVLP-Mesh dataset, as
detailed in Table 3, VM-Gait once again demonstrates better
performance by achieving state-of-the-art results across all
probe views, with a notable mean accuracy of 88.9%. The
efficacy of virtual markers becomes apparent as they offer
valuable complementary information, exhibiting resilience
to changes in viewpoint. In contrast, SMPLGait falls behind
silhouette-based methods in the OUMVLP-Mesh dataset,
indicating potential limitations in its strategy for integrat-
ing 2D and 3D representations. This observation under-
scores the importance of an effective integration approach,
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Probe View

Methods 0° 15° 30° 45° 60° 75° 90° 180° 195° 210° 225° 240° 255° 270° Mean
SMPLGait [40] | 52.1 67.6 74.7 77.0 71.4 73.1 69.6 539 674 735 752 699 71.1 668 68.8
SMPLw/o3D [40] | 56.2 739 81.0 822 757 783 754 60.1 74.0 80.2 813 749 769 733 745
GaitSet [4] 65.8 80.1 85.0 855 81.0 828 81.2 693 79.8 839 847 798 812 788 799
GaitPart [10] 68.6 819 863 86.7 83.1 843 829 723 814 8.1 856 822 828 80.8 &1.7
GaitGL [21] 71.2 824 86.1 86.6 833 84.8 836 754 81.8 850 857 821 832 815 823
GaitBase [9] 75.1 85.6 88.6 89.0 859 869 857 781 854 87.8 884 852 858 842 851
SwinGait [8] 78.8 87.2 89.4 89.8 87.7 88.3 87.8 82.7 86.8 887 8.0 868 87.0 86.2 869
DeepGaitV2 [8] |83.2 88.9 90.2 90.5 89.3 89.4 89.0 859 883 893 89.8 885 883 877 885
VM-Gait 84.0 89.3 904 90.7 89.8 89.6 894 86.8 8389 89.6 899 889 885 881 88.9

Table 3. Gait recognition results on the OUMVLP-Mesh [

] dataset. We compare VM-Gait with eight state-of-the-art methods. The input

size of silhouette sequences is 64 x 44. We compute the Rank-1 accuracy under 14 probe views, excluding identical-view cases, to assess
the model’s performance. VM-Gait demonstrates better performance by achieving state-of-the-art results across all probe views.

Recognition Metrics (%)
Methods R-1 R-5 mAP mINP
GaitPart [10] 282 47.6 216 12.4
VM-Gait w GaitPart [ 10] 42.0 61.6 34.1 17.8
GaitSet [4] 367 583 300 17.3
VM-Gait w GaitSet [4] 383 595 315 16.4
SMPLGait w/o 3D [40] 429 639 352 208
SMPLGait [40] 463 645 37.2 22.2
VM-Gait w SMPLGait [40] 477 669 38.8 20.8
GaitBase [9] 64.6 - - -
VM-Gait w GaitBase [9] 664 817 537 31.1
DeepGaitV?2 [5] 744 880 658 -
VM-Gait w DeepGaitV2 [8] | 754 87.5 664  39.5

Table 4. The ablation study evaluates the framework compatibility
and flexibility on the Gait3D dataset. We conducted a series of
experiments by switching five different silhouette backbones used
in state-of-the-art methods. The results clearly show that the VM-
Gait framework consistently achieves superior performance, even
when transitioning between different silhouette backbones.

highlighting VM-Gait’s ability to excel in such scenarios.
Additionally, SwinGait exhibits a decrease in performance
compared to both DeepGaitV2 and VM-Gait in this dataset.
This decline suggests that SwinGait may not be as adept
at addressing the complexities of viewpoint change in the
OUMVLP-Mesh dataset. The ability of VM-Gait to capture
dynamic topology information emerges as a key strength in
comparison.

It is worth noting that the overall accuracy among these
state-of-the-art methods on OUMVLP-Mesh is lower than
that of the OUMVLP dataset. While both datasets share
the same silhouette, the OUMVLP-Mesh dataset’s 3D mesh
has a shorter time frame, resulting in fewer frames than
the OUMVLP dataset. This discrepancy contributes to the
overall lower performance observed in the OUMVLP-Mesh

dataset compared to the OUMVLP dataset.

To demonstrate the robustness of VM-Gait in real-
world scenarios involving long-range and high-altitude con-
ditions, we conducted additional experiments using the
BRIAR dataset. The results are shown in the supplementary
materials, VM-Gait significantly outperforms other meth-
ods. The system’s ability to provide valuable comple-
mentary information is particularly evident when silhouette
masks become less accurate at greater distances, underscor-
ing VM-Gait’s effectiveness in real-world environments.

5.2. Ablation Study of VM-Gait

5.2.1 Analysis of Framework Compatibility, Flexibil-
ity, and Complementarity

To evaluate the flexibility and robustness of the VM-Gait
framework with various silhouette backbones, we con-
ducted a series of experiments on the Gait3D dataset to
switch five representative silhouette backbones used in
state-of-the-art methods. Specifically, we select backbones
from GaitSet [4], GaitPart [10], SMPLGait [40], Gait-
base [9] and DeepGaitV2 [8]. The outcomes of these ex-
periments are presented in Table 4.

The results unequivocally demonstrate that the VM-Gait
framework consistently attains better performance even
when transitioning among different silhouette backbones.
This observation suggests that the approach employed in
integrating features remains effective across a spectrum of
silhouette backbones. Notably, when utilizing the SMPL-
Gait’s silhouette backbone, VM-Gait achieves higher per-
formance compared to SMPLGait. This implies that our
framework has the capacity to offer enhanced complemen-
tary information to silhouette features, thereby improv-
ing recognition performance. The robustness displayed in
adapting to diverse silhouette backbones underscores the
versatility and effectiveness of the VM-Gait framework in
gait recognition scenarios.
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To analyze the complementarity of the VM-Gait frame-
work, we isolate each branch and perform experiments
on the Gait3D dataset. The results of these experiments
are shown Table 5. When the VM-Gait framework uti-
lizes only the 3D branch without incorporating silhouette
information, its performance is similar to skeleton-based
methods such as PoseGait [19] and GaitGraph [36]. This
is because, as commonly observed in skeleton-based and
3D representation-based methods mentioned in Section 2,
sparse points or joints are limited in portraying accurate
shape details like silhouettes, leading to inferior perfor-
mance. Therefore, current 3D representations are usually
integrated with silhouettes as complementary information
to improve recognition performance. However, when inte-
grated with the 2D branch, the performance improves, in-
dicating that virtual markers provide some complementary
features. These complementary details will be further dis-
cussed and visualized in Section 5.2.4.

Methods R-1 R-5 mAP mINP
VM-Gait w/o Silhouette | 3.5 7.5 3.3 2.1
VM-Gait w/o VM 744 88.0 65.8 -
VM-Gait 754 875 664 39.5

Table 5. The ablation study evaluates the complementarity of each
branch of the framework on the Gait3D dataset. The experimental
results indicate that the 3D branch can provide complementary in-
formation to the 2D branch by introducing virtual marker features.

Representation | R-1 R-5 mAP mINP
3D Skeleton | 73.0 874 643 378
3D Mesh 742 877 659 393
Virtual Marker | 754 87.5 664  39.5

Table 6. The ablation study evaluates the effectiveness of virtual
markers on the Gait3D dataset compared with 3D mesh and skele-
ton. Our experiments involve various 3D representations com-
bined with silhouettes on the Gait3D dataset. The experimental
results indicate a significant performance enhancement when us-
ing virtual markers compared to using 3D skeleton and 3D mesh.

Virtual Marker Number

R-1 R-5 mAP mINP

8
16
64

75.1 86.9 65.8 39.2
75.4 87.5 664 39.5
73.77 87.1 65.0 38.7

Table 7. The ablation study evaluates the influence of virtual
marker numbers on the Gait3D dataset. Balancing the number of
vertices, computational resources, and avoiding redundant infor-

mation is crucial for achieving optimal performance.

Hyperparameters Metrics

VM Feature Dimension | R-1 R-5 mAP mINP

4 744 88.1 66.0 39.3

8 754 875 664 395

16 740 873 65.6 38.9
#Head R-1 R-5 mAP mINP

6 74.1 862 64.6 38.0

12 754 875 664 395

18 72.8 86.8 6451 38.1
#Depth R-1 R-5 mAP mINP

4 754 875 664 395

5 744 869 653 38.8

12 73.0 863 64.6 379

Table 8. The ablation study evaluates the influence of the virtual
marker dimension, number of head and number of depth on the
Gait3D dataset. Balancing these parameters is crucial for achiev-
ing optimal performance.

Figure 2. Example of VM-Gait probe-gallery testing is demon-
strated on the Gait3D dataset, showcasing silhouettes, 3D meshes
and virtual markers from the probe set, along with their gallery set
of rank-1 accuracy. When silhouettes are of lower quality, such as
with subject #2 who has missing parts, the silhouettes are incom-
plete. However, the 3D mesh and virtual markers remain intact and
provide additional complementary information for silhouettes.

5.2.2 Analysis of Virtual Markers

We evaluate the effectiveness of virtual markers compared
to 3D meshes or 3D skeletons. Our experiments involve dif-
ferent 3D representations in conjunction with silhouettes on
the Gait3D dataset. For a fair comparison, an equal num-
ber of vertices is selected separately from virtual markers,
meshes, and 3D skeletons as 3D inputs. The experimen-
tal results illustrated in Table 6, indicate a performance en-
hancement when using virtual markers. This improvement
is attributed to the fact that randomly selecting vertices from
meshes or 3D skeletons may yield spatial information that
is not representative. For example, selected vertices might
be situated on the face or head, areas less relevant for gait
recognition. Moreover, if the chosen vertices are not rep-
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resentative, they may even degrade performance below that
of silhouette-only methods, as observed in the results with
3D skeletons. This is because the fused features may ex-
hibit perturbation from the 3D branches, compromising the
overall quality of recognition.

Subsequently, we delve into the analysis of the influence
of the sample number of virtual markers. By separately se-
lecting 8, 16, and 64 virtual markers, the results outlined
in Table 7 provide insights into this aspect. As the sam-
pled virtual markers increased from 8 to 16, there was a per-
formance improvement. This outcome suggests that with a
limited number of virtual markers, the framework lacks suf-
ficient useful topology information, and increasing virtual
markers can provide more body surface information. It’s
important to note that an excessive number of vertices does
not necessarily translate to better framework performance.
This may lead to increased network complexity, heightened
difficulty in fusion with silhouettes, and the potential for
information redundancy. Striking a balance between the
number of vertices, computational resources, and avoiding
redundant information is crucial for optimal performance.

5.2.3 Analysis of the Point-based Transformer Hyper-
parameters

Furthermore, we conduct an analysis of the impact of pa-
rameters within the Point-based Transformer.

1) Feature Dimension: The feature dimension is critical
as virtual marker feature maps are integrated with silhouette
features. Results depicted in Table 8§ indicate that an exces-
sively low dimension fails to provide complementary fea-
tures, making a minimal contribution to recognition. Con-
versely, an excessively high dimension may interfere with
silhouette features, leading to inferior performance.

2) Head Number: Balancing the number of atten-
tion heads is important for effective information processing
within the Point-based Transformer. Analysis in Table 8
demonstrates the need to find an optimal balance. Too many
attention heads might increase network complexity and hin-
der the model’s ability to learn useful information from vir-
tual markers, resulting in suboptimal performance.

3) Depth Number: The depth number, referring to the
number of layers in the Point-based Transformer, is an-
other parameter that demands careful consideration. Ob-
servations in Table 8 highlight the importance of striking a
balance. Excessive depth may increase network complex-
ity without contributing to learning useful information from
virtual markers.

In summary, finding the right balance among these pa-
rameters is important for optimizing recognition perfor-
mance, integrating virtual marker and silhouette features ef-
fectively, and managing network complexity.

5.2.4 Analysis and Visualization of Complementar-
ity between 2D Representations and 3D Virtual
Markers

In order to thoroughly investigate the complementarity be-
tween 2D Representations and 3D Virtual Markers, we con-
duct a detailed visualization of VM-Gait results on the
Gait3D dataset shown in Fig. 2. We present an example fea-
turing a probe set and a rank-1 gallery set from two different
subjects. For visual clarity, five frames are sampled from
each sequence, with the left side of the illustration repre-
senting the probe set and the right side depicting the rank-1
gallery set. The first row of the visualization showcases the
effectiveness of our method in scenarios characterized by
high-quality samples. The ability to produce accurate and
reliable results in such optimal conditions highlights the ro-
bustness of VM-Gait. In the second row, we observe that
our method continues to perform exceptionally well even
when parts of the person are missing or occluded. This
resilience in the face of partial visibility or occlusion sug-
gests that 3D virtual markers play a crucial role in providing
complementary information to compensate for incomplete
silhouette data. The results emphasize the significance of
leveraging both 2D and 3D modalities to enhance the over-
all robustness and performance of the VM-Gait framework.

6. Conclusion

This paper introduces VM-Gait, an end-to-end multi-
modal framework designed to exploit diverse gait repre-
sentations. It features a novel 3D representation, where
virtual markers are introduced as distinctive 3D gait repre-
sentations. Point-based transformers are utilized to extract
spatial-temporal features. Through a comprehensive series
of experiments, VM-Gait’s effectiveness is showcased in
comparison to existing approaches, underscoring its supe-
riority in gait recognition. Demonstrating state-of-the-art
performance on the Gait3D, OUMVLP-Mesh and BRIAR
datasets, VM-Gait seamlessly integrates various gait repre-
sentations and shows potential for real-world applications.
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