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Abstract

Federated Learning (FL) enables collaborative model
training without sharing raw data, but remains highly vul-
nerable to gradient manipulation and backdoor attacks,
particularly under heterogeneous client distributions. Most
existing defenses either target a narrow class of attacks,
rely on client data, or fail to adapt in heterogeneous set-
tings. We propose SD-CSFL (Synthetic Data-Driven Con-
formity Scoring for Federated Learning), a unified and
privacy-preserving defense algorithm. SD-CSFL leverages
a synthetic calibration dataset, independent of client data,
to compute entropy-based nonconformity scores that cap-
ture irregularities in client updates. An adaptive percentile
thresholding mechanism with stratified calibration dynam-
ically distinguishes benign from malicious updates across
training rounds. We establish a conformal prediction–based
guarantee showing that percentile thresholds bound false
positives under arbitrary score distributions. Experiments
on CIFAR-10 and Birds-525 demonstrate up to 35% higher
detection of gradient manipulation and an 80% reduction
in backdoor success rates, outperforming recent defenses
in heterogeneous environments. Our implementations and
synthetic datasets are available at https://github.
com/EbtisaamCS/SD-CSFL

1. Introduction
Federated Learning (FL) enables multiple clients to collab-
oratively train a global model without sharing raw data,
making it attractive for privacy-sensitive domains [34].
However, the decentralized nature of FL introduces signif-
icant security vulnerabilities. Malicious participants can
launch gradient manipulation attacks [5, 10], which distort
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aggregation to reduce accuracy, or backdoor attacks [4, 25],
which embed hidden triggers into the model while main-
taining normal performance on benign inputs. Both attack
types can severely compromise the reliability of FL.

These threats are particularly challenging under Non-
Independent and Identically Distributed (Non-IID) client
settings, where natural variability in local updates reduces
the effectiveness of many existing defenses [22]. Prior work
has explored robust aggregation [7, 21, 33], clustering-
based defenses [1, 23], knowledge distillation [2, 17, 30],
and client-data–dependent strategies [8]. While each di-
rection offers partial resilience, robust aggregation methods
are often sensitive to benign variance, clustering approaches
can be bypassed by adaptive backdoors [35], knowledge
distillation provides limited protection against strong ma-
nipulation such as IPM [10], and defenses that rely on client
data contradict FL’s privacy principle.

Despite these advances, there remains no unified defense
that can address both gradient manipulation and backdoor
attacks while preserving privacy under Non-IID conditions.
Existing uses of synthetic data in FL have primarily focused
on data generation or communication efficiency [6, 11],
rather than adversarial robustness. In contrast, integrating
synthetic calibration data with conformal prediction [3] en-
ables a distribution-free and privacy-preserving mechanism
for anomaly detection without reliance on client data.

We propose SD-CSFL, a Synthetic Data-Driven Confor-
mity Scoring framework for Federated Learning. SD-CSFL
employs synthetic calibration data, independent of client
datasets, to compute entropy-based nonconformity scores
that capture irregularities in client updates. An adaptive per-
centile thresholding mechanism with stratified calibration
dynamically distinguishes benign from malicious updates
across training rounds. This enables a unified and privacy-
preserving defense against both gradient manipulation and
backdoor attacks, even under heterogeneous settings.

This WACV paper is the Open Access version, provided by the Computer Vision Foundation.
Except for this watermark, it is identical to the accepted version;

the final published version of the proceedings is available on IEEE Xplore.

6903

https://github.com/EbtisaamCS/SD-CSFL
https://github.com/EbtisaamCS/SD-CSFL


Our main contributions are as follows: i. A unified
defense algorithm (SD-CSFL) that mitigates both gradient
manipulation and backdoor attacks under Non-IID condi-
tions. ii. A privacy-preserving scoring mechanism that
eliminates the reliance on client data and reduces the risk
of poisoned validation. iii. An entropy-based nonconfor-
mity metric with adaptive percentile thresholding for dy-
namic detection. iv. A stratified calibration strategy that
improves robustness under class imbalance. v. A confor-
mal prediction guarantee that bounds false positives, sup-
ported by extensive experiments on CIFAR-10 and Birds-
525 demonstrating up to 35% higher detection of gradient
manipulation and an 80% reduction in backdoor success
rates compared to other defenses.

2. Related Work
Extensive research has explored defenses against adversar-
ial attacks in FL.

Robust aggregation. Methods such as Robust Learn-
ing Rate (RLR) [25] and Centered Clipping (CC) [15] ad-
just learning dynamics through clipping or adaptive rates,
but their effectiveness degrades under Non-IID data. Ro-
bust Federated Aggregation (RFA) [26] employs geometric
medians to reduce the influence of outliers, yet incurs high
computational cost in large-scale heterogeneous settings.

Clustering-based defenses. FLAME [23] applies HDB-
SCAN to group clients and adds Gaussian noise, but strug-
gles to adapt to evolving attack strategies. RFCL [1] extends
clustering defenses through a multi-level meta-clustering
approach to separate benign and malicious clients, but it re-
mains vulnerable to adaptive backdoor attacks.

Knowledge distillation. Several approaches improve
generalization in Non-IID settings by transferring knowl-
edge among clients. FedDF [17] and FedBE [9] employ
ensemble distillation but are susceptible to malicious mod-
els that propagate backdoors. FedRAD [30] mitigates back-
doors by weighting clients via median predictions, while
RKD [2] combines clustering with distillation for enhanced
robustness. Nevertheless, both remain limited against adap-
tive and diverse attack scenarios.

Conformal prediction. Recent work adapts confor-
mal prediction to FL for uncertainty quantification under
heterogeneous conditions. Distribution-free methods have
been proposed through partial exchangeability [18, 19], dif-
ferential privacy guarantees [27], and efficient quantile-of-
quantiles estimators [13]. However, the application of con-
formal prediction as a defense mechanism against adversar-
ial model updates remains unexplored.

Synthetic data. Prior work has mainly used synthetic
data in FL to improve privacy or efficiency rather than se-
curity. FedSyn [6] generates synthetic samples with local
GANs to enhance availability, while other methods [11]
employ synthetic clients to reduce communication costs.

These approaches focus on augmentation and alignment,
whereas our work is the first to exploit synthetic data as a
trusted calibration source for FL defense.

In contrast, our work introduces a novel use of syn-
thetic data in combination with conformal prediction for
adversarial defense. We propose SD-CSFL, a Synthetic
Data-Driven Conformity Scoring framework that employs
entropy-based nonconformity scores derived from trusted,
synthetic calibration data. By applying adaptive percentile
thresholds with stratified calibration, SD-CSFL dynami-
cally adapts to evolving client behaviors, providing a uni-
fied and privacy-preserving defense against both gradient
manipulation and backdoor attacks under Non-IID settings.

3. Problem Setting

We consider an FL system with N clients, each holding
private data Di. At round r, client i computes a local up-
date ∆w

(r)
i by minimizing its empirical risk and sends it

to the server, which aggregates updates via FedAvg [21]:
w(r+1) = 1

N

∑N
i=1(w

(r) +∆w
(r)
i ). This enables collabo-

rative training without raw data sharing [22].
Gradient manipulation attacks. Malicious clients sub-

mit adversarial updates ∆w̃
(r)
i to degrade performance

while remaining stealthy. One variant perturbs gradient di-
rections [32]: ∆w̃

(r)
i = ϵ sign(∇ℓ(w(r)) ⊙ w(r)), where

ϵ controls attack strength; another updates within benign
statistics [5]:∆w̃

(r)
i ∈ [µ(r)−zmaxσ

(r), µ(r)+zmaxσ
(r)].

Backdoor attacks. Adversaries inject trigger sam-
ples D′i into D̃i = Di ∪ D′i and compute a poisoned
update ∆w̃

(r)
i = argmin∆w Lc(fw(r)+∆w(Di), y) +

λLb(fw(r)+∆w(D′i), y
′), where Lc and Lb are clean and

backdoor losses, and λ is a trade-off [31].
Threat model. We assume a fraction of clients are

malicious but cannot access other clients’ data or updates.
Their goals are to (i) degrade global accuracy or (ii) implant
hidden behaviors via triggers. The server observes only
{∆w

(r)
i } and relies on an auxiliary clean synthetic dataset

for validation and anomaly detection.

4. Methodology

SD-CSFL Framework. The proposed SD-CSFL (Figure1)
enhances the robustness of FL by detecting and filtering out
malicious client updates before aggregation.

Initially, in the first round (r = 0), the server distributes
the global model M0

global to all clients C for local training.
Each client i trains on its local dataset and sends an up-
dated model Mr

i back to the server. In subsequent rounds
(r > 0), the server distributes the updated global model
Mr

global only to clients classified as potentially benign in the
previous round, denoted as Br−1.
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Figure 1. Overview of SD-CSFL. Each client model is evaluated on a clean synthetic calibration dataset to compute entropy-based noncon-
formity scores. These scores are compared against adaptive percentile thresholds to classify clients as benign or malicious. Only benign
updates are aggregated into the global model, which is broadcast exclusively to benign clients in the next round. Malicious clients may
instead receive a perturbed version of the model.

To assess the reliability of received local up-
dates, the server computes a nonconformity score
for each client model Mr

i using an entropy-based
function on a synthetic calibration dataset Dcalibration:
Scoreri = fentropy

(
Mr

i ,Dcalibration
)
. An adaptive

percentile-based thresholding mechanism then clas-
sifies clients as potentially benign Br or potentially
malicious Mr: Br, Mr = Classify

(
{Scoreri }i∈C

)
.

The server aggregates updates from the set Br of po-
tentially benign clients to form the next global model:
Mr+1

global = Aggregate
(
{Mr

i | i ∈ Br}
)
.

Clients classified as potentially malicious Mr are ex-
cluded from receiving the updated global model in the sub-
sequent rounds. However, they continue training their local
models, and may again receive the updated global model if
reclassified as benign.

Alternative Approach: Perturbed Global Model (PGM).
Rather than outright exclusion, SD-CSFL can send a per-
turbed version of the global model Mr,perturbed

global to clients
in Mr. This perturbed model incorporates minimal noise
(e.g., scale = 1 × 10−4) to obscure precise model param-
eters, limiting exploitation by malicious clients while pre-
venting them from discerning that they have been flagged.
This strategy maintains their participation of clients in train-
ing and ensures that benign clients mistakenly classified as
malicious can still benefit once reclassified.

This iterative process repeats for R rounds. Detailed op-
erations of the framework are provided in Algorithm 1.
Computing Nonconformity Scores. We compute entropy-
based nonconformity scores on a synthetic calibration
dataset Dcalibration. A balanced calibration set Lbalanced is first
constructed, as discussed in the following.

For each client model Mr
i ∈ M

(r)
C , predictions are ob-

Algorithm 1 SD-CSFL Framework Methodology
Require: Set of clients C, number of rounds R, synthetic calibration dataset

Dcalibration
Ensure: Final global model MR

global

1: Initialize the global model M0
global

2: for r = 0 to R− 1 do
3: if r = 0 then
4: Send M0

global to all clients i ∈ C
5: else
6: Send Mr

global to clients classified as potentially benign i ∈ Br−1

7: end if
8: for each client i ∈ C do
9: Collect Mr

i
10: end for
11: for each client i ∈ C do
12: Compute nonconformity score: Scoreri = fentropy (M

r
i ,Dcalibration)

13: end for
14: Classify clients: Br,Mr = Classify

(
{Scoreri }i∈C

)
15: Aggregate models: Mr+1

global = Aggregate ({Mr
i | i ∈ B

r})
16: end for
17: return Final global model MR

global

tained on batches (X,y) ⊆ Lbalanced. Let Pj ∈ RK de-
note the softmax output for sample j. The per-sample en-
tropy is Hj = −

∑K
k=1 Pjk logPjk. Averaging over all

n samples in a batch gives H̄l = 1
n

∑n
j=1 Hj , and the

client’s nonconformity score is s
(r)
i = 1

m

∑m
l=1 H̄l, where

m is the number of batches. Collecting all scores yields
ScorerC = {s(r)i }i∈C . The details are in Algorithm 2.

Balanced Calibration Set. To mitigate class imbalance in
the synthetic calibration dataset Dcalibration, we construct a
stratified set Lbalanced with approximately uniform class rep-
resentation. Let ck denote the number of samples in class k.
We assign each class a weight wk = 1

ck
, and each sample

(xi, yi) a sampling weight si = wyi . Weighted sampling
according to {si} yields Lbalanced, ensuring that underrep-
resented classes are drawn more frequently. This balanced
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Algorithm 2 Computing Nonconformity Scores
Require: Synthetic datasetDcalibration, client models Mr

C , batch size b
Ensure: Nonconformity scores Scorer

C
1: Construct balanced calibration set Lbalanced.
2: for each client model Mr

i do
3: for each batch (X,y) ∈ Lbalanced do
4: Compute softmax probabilities P from Mr

i (X)

5: Compute batch entropy H̄l ← 1
n

∑n
j=1

(
−

∑K
k=1 Pjk logPjk

)
6: Accumulate sri ← sri + H̄l

7: end for
8: Finalize sri ← sri /m
9: end for

10: return Scorer
C = {sri }i∈C

calibration set reduces bias in nonconformity scores by en-
forcing fair class coverage.

Nonconformity Score-Based Classification. Let
ScorerC = {sri }i∈C denote the nonconformity scores
of all clients at round r. The server applies a false-
positive (FP) budget δ ∈ (0, 1) to set symmetric
quantile thresholds: plow = δ

2 , phigh = 1 − δ
2 ,

τ rlow = Qplow(Score
r
C), τ rhigh = Qphigh(Score

r
C), where

Qp(·) denotes the empirical percentile. Clients with scores
in [τ rlow, τ

r
high] are classified as potentially benign (Br),

while those outside are flagged as potentially malicious
(Mr). Thresholds are recomputed each round to adapt to
evolving score distributions. The details are in Algorithm 3.

Algorithm 3 Percentile-Based Client Classification
Require: Score vector Scorer

C , FP budget δ
Ensure: Benign set Br , malicious setMr

1: plow ← δ/2, phigh ← 1− δ/2
2: τlow ← Qplow (Score

r
C); τhigh ← Qphigh (Score

r
C)

3: Br ← ∅, Mr ← ∅
4: for each client i ∈ C do
5: if τlow ≤ sri ≤ τhigh then
6: Br ← B(r) ∪ {i}
7: else
8: Mr ←Mr ∪ {i}
9: end if

10: end for
11: return Br,Mr

Synthetic Data. We construct the calibration dataset
Dcalibration using prompt-based generation with Stable
Diffusion-V2 [28], where prompts are refined through
ChatGPT-3.5 [24]. This dataset is sampled entirely inde-
pendently of client data. In our framework, we generate
artistic variants of each class with descriptors such as non-
photorealistic, exaggerated artistic effects, and bold brush-
strokes. These stylized samples introduce controlled ab-
straction while preserving class semantics, which ampli-
fies entropy sensitivity: benign updates produce stable en-
tropy values, whereas adversarial updates yield irregular
and higher-variance scores, as confirmed in our experimen-
tal results. Details of the data generation pipeline are pro-
vided in the Appendix.

5. Experiments

We simulate FL with multiple clients training a global
model under a central aggregator until convergence.
Datasets and Models. Experiments are conducted on
CIFAR-10 and Birds [12, 16], along with their syn-
thetic counterparts CIFAR-10-Synth and Birds-Synth. Real
datasets are used for client training, while synthetic data
is reserved exclusively for server-side calibration, ensuring
conformity scoring remains privacy-preserving.

CIFAR-10 comprises 10 classes with 50k training sam-
ples, and calibration uses 14, 523 CIFAR-10-Synth sam-
ples. Birds [29] contains 525 fine-grained categories with
84, 635 training samples, exhibiting strong inter-class sim-
ilarity and imbalance. Calibration is performed using
20, 475 Birds-Synth samples. Model architectures and hy-
perparameters are detailed in the Appendix.
Attack Setup. We simulate 30 clients, with 20%, 40%,
and 60% compromised. In backdoor scenarios, adversarial
clients poison 50% of their local data with trigger patterns.
In gradient manipulation scenarios, attackers alter update
magnitudes or directions.
Attack Methods. We evaluate against strong adaptive
methods: IPM [32] and ALiE [5] for gradient manipula-
tion; A3FL [35], F3BA [10], and CerP [20] for backdoors.
These are chosen for their ability to evade defenses.
Heterogeneous Setting. Non-IID data is simulated via a
Dirichlet distribution [14], controlling heterogeneity by pa-
rameter α. We use α = 0.9 (moderate) and α = 0.5 (highly
skewed, results in Appendix).
Baselines. We compare SD-CSFL against state-of-the-art
defenses: RKD [2], RFCL [1], FLAME [23], FedDF [17],
FedRAD [30], FedBE [9], RLR [25], Median [33],
Mkrum [7], and CC [15].
Metrics. We report Main Task Accuracy (MTA) on
clean data Dm: MTA = |{x∈Dm|f(x)=y}|

|Dm| , and At-
tack Success Rate (ASR) on poisoned data Db: ASR =
|{x∈Db|f(x)=ytarget}|

|Db| . Robustness requires achieving a high
MTA under gradient manipulation attacks, and a high MTA
with a low ASR when defending against backdoor attacks.
Experimental Results. We evaluate SD-CSFL against gra-
dient manipulation and backdoor attacks on CIFAR-10 and
Birds under Non-IID settings (α = 0.9). Each experiment
is repeated five times, and plots report mean performance
with shaded regions denoting ± one standard deviation.
Effective Defense Against IPM and ALiE Attacks. Fig-
ures 2 and 3 illustrate SD-CSFL’s performance against IPM
and ALiE attacks on CIFAR-10 and Birds datasets. SD-
CSFL outperforms baselines like FedAvg, FLAME, RFCL,
RKD and Median, maintaining higher accuracy as the pro-
portion of compromised clients increases.

For CIFAR-10, we evaluate two variants of our method
to assess the impact of calibration data: SD-CSFL-
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Figure 2. Performance of baselines and SD-CSFL on CIFAR-10
against IPM and ALiE attack under Non-IID (α = 0.9).
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Figure 3. Performance of baselines and SD-CSFL on Birds against
IPM and ALiE attacks under Non-IID (α = 0.9).

Synthetic, which uses our synthetic calibration set designed
with controlled variability and abstract attributes, and SD-
CSFL-Real, which uses a real held-out subset of CIFAR-10
for calibration. While SD-CSFL-Synthetic enhances detec-
tion of malicious behavior through its structured variability,
it tends to slightly underperform compared to SD-CSFL-
Real, which benefits from closer alignment with the target
data distribution. We explicitly compare these variants in
our experiments to highlight the trade-offs between privacy,
domain relevance, and detection performance.

The perturbed global model (PGM) in SD-CSFL in-
troduces performance fluctuations due to the added noise.
However, this trade-off significantly enhances robustness by

limiting exploitation from malicious clients while maintain-
ing their participation in training.

For the Birds dataset, SD-CSFL refers to the variant us-
ing synthetic calibration data. Despite the dataset’s chal-
lenging nature, SD-CSFL consistently outperforms other
methods. Certain baselines were omitted from this evalu-
ation due to unstable performance even under benign con-
ditions, including them without extensive parameter tuning
on Birds would result in an unfair comparison.
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Figure 4. Performance of baselines and SD-CSFL on CIFAR-10
against A3FL, F3BA and CerP attacks under Non-IID (α = 0.9).

Effective Defense Against A3FL, F3BA, and CerP At-
tacks. Figures 4 and 5 highlight SD-CSFL’s defense against
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A3FL, F3BA, and CerP backdoor attacks on CIFAR-10 and
Birds datasets. SD-CSFL outperforms baselines like Fe-
dAvg, FLAME, RFCL, and Median, maintaining higher ac-
curacy and significantly lower attack success rates, even as
the proportion of compromised clients increases.

In A3FL attacks, where adaptive strategies modify trig-
gers to blend into the global model, SD-CSFL demonstrates
robust defenses by leveraging entropy-based nonconformity
scores to identify and exclude suspicious updates from ag-
gregation. For F3BA and CerP attacks, SD-CSFL achieves
low attack success rates across all levels of compromised
clients, as shown in Figures 4 and 5. These results em-
phasize SD-CSFL’s effectiveness in detecting and isolat-
ing malicious updates, preventing them from influencing
the global model. The framework maintains consistent per-
formance trends across varying attack strategies, with syn-
thetic and real calibration datasets both showing strong re-
sults. Real datasets, however, exhibit slightly better accu-
racy due to their domain relevance.

For CIFAR-10, incorporating the perturbed global model
(PGM) into SD-CSFL introduces slight performance fluctu-
ations. This affects the model’s performance by marginally
increasing the attack success rate in certain cases. Despite
this impact, SD-CSFL maintains competitive model per-
formance and continues to outperform baseline methods in
mitigating advanced backdoor attacks.

For Birds, SD-CSFL uses synthetic calibration data and
outperforms others, even under backdoor attacks where it
effectively detects subtle malicious behavior. Some base-
lines were excluded due to instability, as fair comparison
requires extensive tuning.

6. Attack Detection and Validation Analysis
We analyzed SD-CSFL’s effectiveness in detecting gradient
manipulation and backdoor attacks.
Detection of Gradient Manipulation Attacks. Gradient
manipulation attacks, such as IPM and ALiE, impact non-
conformity scores differently. ALiE attacks inject high-
variance noise into gradients, significantly increasing pre-
diction uncertainty and elevating entropy beyond the upper
threshold τhigh. IPM attacks manipulate the inner product
between gradients and true updates. Although these subtle
perturbations are designed to mimic benign updates, they
introduce detectable deviations in nonconformity scores
that may breach τlow or τhigh, depending on the intensity of
the manipulation.
ALiE Attacks: ALiE attacks introduce high-variance noise,
disrupting predictions and increasing entropy. For a sam-
ple x, the entropy H(x,Mr

i ) is defined as H(x,Mr
i ) =

−
∑K

k=1 P (y = k | x,Mr
i ) logP (y = k | x,Mr

i ), where
K is the number of classes. When predictions become uni-
formly distributed (P (y = k) ≈ 1

K ), H(x,Mr
i ) approaches

logK, representing maximum uncertainty. The mean en-
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Figure 5. Performance of baselines and SD-CSFL on Birds against
A3FL and F3A attacks under Non-IID (α = 0.9).

tropy across the calibration dataset Dcalibration, Scoreri =
1

|Dcalibration|
∑

x∈Dcalibration
H(x,Mr

i ), also converges to logK

under high-variance noise. Since SD-CSFL dynamically
adjusts percentile-based thresholds τlow and τhigh with
τhigh ≤ logK, ALiE attacks that elevate Scoreri toward
logK inevitably exceed τhigh and are flagged as malicious.
Figure 6(a) shows how ALiE increases entropy, enabling
SD-CSFL to detect malicious updates.
IPM Attacks: IPM attacks subtly manipulate the inner prod-
uct between gradients and true updates, introducing direc-
tional biases while preserving statistical similarity in other
dimensions. These manipulations have minimal impact on
predicted probabilities but cause subtle shifts in noncon-
formity scores. Specifically, scores often fall within the
range: τlow ≤ Scoreri ≤ τhigh. However, gradient bias-
ing increases the likelihood of deviations that breach these
thresholds. SD-CSFL detects such deviations dynamically
by adapting τlow and τhigh based on the distribution of non-
conformity scores. Figure 6(b) illustrates how IPM attacks
cluster scores near the thresholds, where careful evaluation
enables detection.
Detection of Backdoor Attacks. Backdoor updates face
conflicting optimization objectives: optimizing for clean
data while inducing targeted misclassifications. The joint
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loss is Ltotal(w) = λcLc(fw(Di)) + λbLb(fw(D′i)), where
w are model parameters, Lc and Lb are clean and back-
door losses, Di is the clean dataset, and D′i is the poisoned
dataset. The weights λc and λb balance their contributions.

This conflicting optimization induces gradient misalign-
ment, increasing prediction uncertainty on clean inputs.
The entropy H(x,Mr

i ) for clean samples reflects this ef-
fect: backdoor updates yield higher entropy and thus larger
nonconformity scores, often exceeding the threshold τhigh in
SD-CSFL framework. Figure 6(c–e) showing higher scores
for backdoor updates compared to benign ones.

0 2 4 6 8 10 12 14
Client Index

0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7

N
o
n

c
o
n

fo
r
m

it
y
 S

c
o
r
e

Nonconformity Scores
Low Threshold (Round 10)
High Threshold (Round 10)
Correctly Classified Benign
Incorrectly Classified Benign
Correctly Classified Malicious
Incorrectly Classified Malicious

(a) ALiE

0 2 4 6 8 10 12 14
Client Index

0.0

0.1

0.2

0.3

0.4

0.5

N
o
n

c
o
n

fo
r
m

it
y
 S

c
o
r
e

Nonconformity Scores
Low Threshold 
High Threshold 

Correctly Classified Benign
Incorrectly Classified Benign

Correctly Classified Malicious
Incorrectly Classified Malicious(b) IPM

0 2 4 6 8 10 12 14
Client Index

0.00
0.25
0.50
0.75
1.00
1.25
1.50
1.75

N
o
n

c
o
n

fo
r
m

it
y
 S

c
o
r
e

Nonconformity Scores
Low Threshold 
High Threshold 

Correctly Classified Benign
Incorrectly Classified Benign

Correctly Classified Malicious
Incorrectly Classified Malicious

(c) A3FL

0 2 4 6 8 10 12 14
Client Index

0.0
0.2
0.4
0.6
0.8
1.0
1.2
1.4
1.6

N
o
n

c
o
n

fo
r
m

it
y
 S

c
o
r
e

Nonconformity Scores
Low Threshold 
High Threshold 

Correctly Classified Benign
Incorrectly Classified Benign

Correctly Classified Malicious
Incorrectly Classified Malicious

(d) F3BA

0 2 4 6 8 10 12 14
Client Index

0.00
0.25
0.50
0.75
1.00
1.25
1.50
1.75

N
o
n

c
o
n

fo
r
m

it
y
 S

c
o
r
e

Nonconformity Scores
Low Threshold 
High Threshold 

Correctly Classified Benign
Incorrectly Classified Benign

Correctly Classified Malicious
Incorrectly Classified Malicious

(e) CerP
0 2 4 6 8 10 12 14

Client Index
0.00
0.25
0.50
0.75
1.00
1.25
1.50
1.75

N
o
n
c
o
n
fo

rm
it

y
 S

c
o
re

Nonconformity Scores
Low Threshold 
High Threshold 

Correctly Classified Benign
Incorrectly Classified Benign

Correctly Classified Malicious
Incorrectly Classified Malicious

Figure 6. Distribution of scores for benign and malicious clients.

Percentile–Threshold Dynamics and Robustness. To de-
termine whether a client is potentially benign or malicious
in each round r, the server computes the nonconformity
score sri for each client i ∈ C, forming the set ScorerC =
{sr1, sr2, . . . , sr|C|}. Clients whose scores fall within a central
range are considered potentially benign, while those with
unusually low or high scores are flagged as potentially mali-
cious. This range is defined by two adaptive thresholds, τ rlow
and τ rhigh, computed as empirical quantiles over ScorerC .

These percentiles are derived from false-positive (FP)
budget δ ∈ (0, 1), which specifies the maximum accept-
able probability of incorrectly rejecting a benign client per
round. The thresholds are set symmetrically as plow = δ/2
and phigh = 1 − δ/2. This approach is based on conformal
prediction [3], which guarantees that, under the assumption
of approximate exchangeability among benign clients, the
per-round false-positive rate does not exceed δ, regardless
of the underlying score distribution.

Since the thresholds are recomputed in every round, the
acceptance band dynamically adapts to the evolving score
distribution, enabling resilience to client drift, Non-IID het-
erogeneity, and adaptive attack patterns. We define true
positives (TP) as malicious clients correctly flagged and
excluded, and false positives (FP) as benign clients incor-
rectly rejected. Table 1 compares three settings of FP bud-
get δ, highlighting the trade-off between detection and be-
nign client retention. As δ increases, the acceptance band
becomes narrower, improving TP rates (up to 100%) but
also increasing FP. The setting δ = 0.60 (band: 30–70%)
offers a favorable balance and is used in all experiments.

Table 1. Impact of false-positive budget δ on classification perfor-
mance under 40% compromised clients (CIFAR-10).

δ Band (%) Non-IID (α = 0.9) Non-IID (α = 0.5)

FP (%)↓ TP (%)↑ F1 FP (%) TP (%) F1

0.25 13–88 8 75 0.80 11 56 0.65
0.60 30–70 17 100 0.89 20 100 0.87
0.75 38–63 27 100 0.83 31 100 0.81

Privacy Validation Analysis. We performed a privacy leak
analysis to ensure that synthetic calibration samples do not
expose sensitive information from real datasets. As shown
in Figure 7(a), synthetic-to-real comparisons exhibit low
cosine similarity, near-zero mutual information, and high
KL divergence, confirming minimal alignment and distinct
probability distributions. Real-to-real comparisons were
performed between the full CIFAR-10 dataset and a sub-
set comprising 5000 samples, evenly distributed across 10
classes (500 samples per class). These comparisons re-
veal high cosine similarity, low KL divergence, and high
mutual information, demonstrating strong alignment within
real data. In Figure 7(b), t-SNE plots display well-separated
clusters for real and synthetic embeddings, reflecting their
distinct distributions. Conversely, Figure 7(c) shows over-
lapping clusters in the real-to-subset comparison, indicating
expected alignment within the same dataset. Figure 8 high-
light the unique visual properties of real and synthetic data,
underscoring the privacy-preserving attributes.
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for Real and Synthetic Data.
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Figure 8. The first row displays images from the real CIFAR-
10 and Birds datasets. The second row present synthetic samples
from generated two datasets: CIFAR-10-Synth and Birds-Synth.

Runtime. Table 2 compares defense runtimes. SD-CSFL
requires 19.45s per round, offering a balanced trade-off be-
tween efficiency and robustness. It is faster than FLAME
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(37.06s) and FedDF (141.71s), and comparable to RKD
(42.03s), while achieving stronger defense performance.
RLR (0.02s) and RFCL (2.75s) incur lower overhead but
provide weaker robustness. SD-CSFL’s entropy-based scor-
ing and percentile thresholding scale linearly with the num-
ber of clients. Synthetic data generation is performed offline
and excluded from these measurements.

Table 2. Comparison of defense runtime across methods.

Method Runtime (s)

RLR 0.02
RFCL 2.75
SD-CSFL 19.45
FLAME 37.06
RKD 42.03
FedDF 141.71

7. Ablation Study
We conduct two ablation studies to evaluate design choices
in SD-CSFL under 40% malicious clients in CIFAR-10.
Balanced vs. Non-Balanced Calibration Set. Figure 9
compares SD-CSFL’s performance when using a balanced
versus a non-balanced synthetic calibration set against
A3FL and F3BA attackers. The balanced calibration set re-
flects the true class distribution, enabling SD-CSFL to more
effectively distinguish benign from malicious updates. This
results in higher accuracy and lower attack success rates.
In contrast, the non-balanced set leads to less stable per-
formance, with reduced accuracy and higher attack success,
particularly under Non-IID conditions where class imbal-
ance amplifies model drift. These results underscore the im-
portance of designing a representative calibration set when
applying nonconformity scoring.
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Figure 9. Impact of balanced vs. non-balanced calibration set
under Non-IID (α = 0.9).

Percentile vs. Median-Based Thresholding. We evalu-
ate SD-CSFL by comparing its percentile threshold with
a median–standard-deviation baseline. Specifically, the
method defines an acceptance interval as median ± kσ,
where σ is the sample standard deviation of the noncon-
formity scores and k is a tunable parameter.

Table 3 presents a comparison between the median-
based rule and the percentile-based acceptance band em-
ployed in SD-CSFL, under both moderate (α = 0.9) and
extreme (α = 0.5) Non-IID conditions. We evaluate two
representative values of k: 1.5 and 0.5. These are con-
trasted with the central 30–70% percentile band, which cor-
responds to a false-positive budget of δ = 0.60.

The results show that the percentile-based method con-
sistently achieves higher F1 scores in both settings. Its
thresholding relies entirely on rank statistics and is adap-
tively recalculated in each round, making it robust to asym-
metric or heavy-tailed score distributions. In contrast, the
performance of the median-based method deteriorates, par-
ticularly under extreme heterogeneity, indicating a sensitiv-
ity to score variability and outliers.

This difference in performance can be attributed to the
underlying assumptions of each method. The median-based
approach assumes a symmetric and well-behaved score dis-
tribution, relying on measures of central tendency and dis-
persion to define the threshold. Smaller values of k yield
narrower intervals, increasing false positives, while larger
values result in broader intervals that reduce sensitivity
to anomalous behavior. In contrast, the percentile-based
method is nonparametric and distribution-free, operating
solely on rank statistics without assuming any specific dis-
tributional form. This makes it more suitable for the irregu-
lar and skewed score patterns commonly observed in adver-
sarial federated learning scenarios.

Table 3. Comparison of percentile (δ = 0.60) vs. median ± kσ
thresholding under 40% compromised clients (CIFAR-10).

Non-IID (α = 0.9) Non-IID (α = 0.5)

Threshold Rule FP (%)↓ TP (%)↑ F1 FP (%)↓ TP (%)↑ F1

Median ±1.5σ 2 50 0.64 9 45 0.54
Median ±0.5σ 6 93 0.85 18 67 0.61
Percentile (30–70%) 17 100 0.89 20 100 0.87

8. Conclusion

We introduced SD-CSFL, a synthetic data-driven frame-
work that unifies defense against gradient manipulation and
backdoor attacks in FL. By leveraging entropy-based non-
conformity scores on synthetic calibration data, SD-CSFL
achieves privacy-preserving anomaly detection without re-
liance on client data. Adaptive percentile thresholding and
stratified calibration enhance robustness under heteroge-
neous conditions, ensuring reliable aggregation across di-
verse client updates. Experiments on CIFAR-10 and Birds
demonstrate that SD-CSFL consistently outperforms recent
defenses, achieving higher detection rates with competitive
runtime overhead.
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