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Abstract

Anomaly Detection is an important problem in industrial
processes. Two new subfields have recently emerged: logical
anomaly detection and few-shot anomaly detection. The
combined task, few-shot logical anomaly detection, has
proven exceptionally difficult and highly important for in-
dustrial processes. Few-shot methods use suboptimal rep-
resentations to model composition information necessary
for detecting logical anomalies, and previous full-shot meth-
ods require a large training set. To solve both problems,
we propose ObjectCore, a few-shot logical anomaly detec-
tion model that captures the composition information from
only a few images without any category-specific information.
The composition information of an image is modelled as
a collection of object representations. Logical anomalies
are detected using bipartite matching between object rep-
resentations in the test image and object representations in
the most similar support image. ObjectCore significantly
improves over state-of-the-art methods on two standard
benchmarks for few-shot logical anomaly detection, MVTec
LOCO and CAD-SD, attaining an image-level AUROC of
80.8% and 96.5%, respectively, in the 4-shot setting. Code:
https://github.com/MaticFuc/ObjectCore

1. Introduction

Anomaly detection [17, 44, 53, 55] aims to identify and lo-
cate anomalous regions in an image. This plays an essential
role in industrial inspection [4–6, 22, 58], wherein the stan-
dard setup, only anomaly-free images are available during
training. Lately, a lot of attention has been given to two
subproblems: logical anomaly detection [5, 16, 22] and few-
shot anomaly detection [15, 23, 31]. Logical anomalies are
presented as compositional anomalies, e.g. when the objects
in the image are in the wrong assortment, while few-shot
anomaly detection methods have only a few images available
during training1. The combined problem, few-shot logical

1In the few-shot scenario, the training set (with a few images) is typically
referred to as a support set.

anomaly detection [1, 24], has proven exceptionally chal-
lenging while being highly present in industrial processes in
the case of multi-component objects.

Methods tackling few-shot logical anomaly detection
must model both appearance and composition informa-
tion from only a few available samples. Current meth-
ods [1, 16, 24, 36] model composition information using
semantic segmentations, meaning they rely on class-level
representations. We hypothesise these represent a subopti-
mal representation to capture the composition information
from only a few images, as it does not capture more fine-
grained interactions between the objects in the image. A
more fine-grained representation is required. Additionally,
methods tackling few-shot logical anomaly detection either
have a different anomaly score calculation [1] or require
very detailed text descriptions [24] for each category, mak-
ing them infeasible to apply to new datasets. A method with
the same hyperparameters across all categories is required.

We hypothesise that the composition information of the
image could be better modelled as a collection of object rep-
resentations. For this, every object has to be detected. It has
been recently shown [33] that open-world object detectors,
such as GroundingDINO [35], can detect most objects in
the image using class-agnostic text prompts (such as “part”
or “object”). This is imperfect, as not all objects are de-
tected. However, we show that finetuning the object detector
with these imperfect detections significantly improves the
detection performance and enables us to detect almost all
objects.

To this end, we present ObjectCore, a novel few-shot log-
ical anomaly detection method that extracts the composition
information on the level of objects. The composition infor-
mation and patch features are extracted using a finetuned
open-world object detector and a mask-generating model.
The object representations used for modelling the composi-
tion information are calculated as the average patch feature
inside the object’s location. The object representations and
the patch features are then stored in two distinct memory
banks - one designed to detect structural anomalies and one
designed to detect logical anomalies. The structural anoma-
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lies are detected during inference by finding the closest patch
features inside the structural memory bank. In contrast, the
logical anomalies are detected using bipartite matching be-
tween the object representations in the testing image and the
object representations belonging to the most similar image
in the support set. With such a construction, ObjectCore per-
forms exceptionally in few-shot logical anomaly detection.
The main contributions of our work are:
• As our main contribution, we propose ObjectCore - a

strong few-shot logical anomaly detection method that
models the composition information of each image with a
collection of object representations. ObjectCore efficiently
extracts the object representation using an open-world
object detector and a mask-generating model. Logical
anomalies are then detected by matching object represen-
tations in the testing image and the object representations
in a support image. ObjectCore performs remarkably in
few-shot logical anomaly detection.

• Additionally, we propose a finetuning protocol using im-
perfect class-agnostic pseudo-detections from the support
set to enable the detection of the vast majority of the ob-
jects in the image without any prior knowledge about
them.

To evaluate our contributions, we perform extensive evalu-
ations on two logical anomaly detection datasets: MVTec
LOCO [5] and CAD-SD [22], and two structural anomaly
detection datasets: MVTec AD [4] and VisA [58]. Object-
Core achieves a new state-of-the-art result on both logical
anomaly detection datasets in 1/2/4-shot scenarios, achiev-
ing an anomaly detection performance in I-AUROC of
72.5/74.6/80.8% and 90.0/92.1/96.5%, respectively. Ob-
jectCore improves upon previous methods by an average
of 5.1 percentage points (p. p.) on MVTec LOCO and by
14.3 p. p. on CAD-SD across all scenarios. ObjectCore
also performs exceptionally well on both structural anomaly
detection datasets.

2. Related Work
Anomaly Detection has been extensively researched [7] in
the past few years. Methods can be grouped into three cate-
gories: reconstructive, discriminative and embedding-based.
Reconstructive methods aim to reconstruct only the anoma-
lous parts. Typically, this is done using autoencoders [3, 54]
or some generative models [32, 40, 50]. Discriminative
methods [17, 38, 44, 45, 53, 55] use synthetic anomalies to
determine a boundary between normality and abnormality.
Embedding-based methods use pretrained feature extractors
to extract meaningful representations and fit a normality
model. This can be done by a memory bank [46], normal-
izing flow [18] or knowledge distillation [13, 47]. These
methods typically do not perform well in the few-shot sce-
nario or with logical anomalies.
Logical Anomaly Detection is a growing subfield within

Anomaly Detection. Methods can be divided into three
paradigms: local-global reconstruction, global distribution
approaches, and composition-based. Local-global recon-
struction approaches [2, 11, 19, 52, 56] contain a local
and global appearance branch and assume that structural
anomalies occur as local deviations and logical anomalies
impact a large part of the image. Global distribution ap-
proaches [10, 49] extract global appearance descriptors from
images and fit a global normality model to detect anomalies.
Composition-based approaches [16, 20, 26, 36] model the
semantic information using component segmentation maps.
These methods require a lot of training samples, resulting in
poor performance in few-shot logical anomaly detection.

Few-Shot Anomaly Detection is a large subfield in
Anomaly Detection that was first introduced by RegAD [21]
and TDG [48]. Most current methods are based on CLIP [41]
or PatchCore [46]. CLIP-based models [8, 9, 57] build upon
the idea that carefully constructed text prompts (hand-made
or learned) can efficiently capture normality and abnormal-
ity. The first such model, WinClip [23], created handmade
text prompts for each category. This was later improved by
PromptAD [31], which introduced learnable text prompts
and expanded the abnormal text prompts by padding them
with normal prefixes. PatchCore-based models [12, 51] cre-
ate a memory bank out of extracted features with the idea
that features from the anomalous parts will be far from the
normal ones. FastRecon [15] regularizes the normality dis-
tribution by constructing an optimal transport between the
support and test images. These methods do not fare well in
the few-shot logical anomaly detection domain as they do
not capture the composition information.

Few-Shot Logical Anomaly Detection is a new research
direction. This was first tackled by AnomalyMoE [1], which
combines several already-existing approaches [23, 36, 46].
It contains a memory bank of text prompt features, patch-
level features, and global statistics. While it did improve
performance, it is highly complex and has different hyper-
parameters for each category, limiting its use in actual sce-
narios. This was later improved by LogicAD [24], which
uses a large Vision Language Model [34] (VLM) to extract
a global description. The VLM is given a different hand-
made prompt for each category, with information beyond the
training set images. Simultaneously, a formal description
is constructed from the global description and is passed to
the automatic theorem prover to determine whether it con-
forms to normality. Even though it opened a promising new
direction, it still relies heavily on hand-made prompts.

Unlike recent methods, ObjectCore performs extremely
well with the same hyperparameters across all categories
and is the first to model the composition information as a
collection of object representations.
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3. ObjectCore
ObjectCore consists of several components, which are de-
scribed in sequence. The first two sections describe the ex-
traction of the composition information. We start by describ-
ing how to detect almost all objects in the image (Sec. 3.1),
which enables the modelling of the composition information
(Sec. 3.2). After describing how to extract the composition
information, we describe the model and the anomaly detec-
tion procedure. We begin by explaining the two memory
banks (Sec. 3.3), one designed to hold local appearance in-
formation and one to hold composition information. Finally,
we describe how anomalies are detected during inference
(Sec. 3.4). ObjectCore is depicted in Figure 1.

3.1. Class-agnostic Object Detection
To effectively model composition information, it is first nec-
essary to detect the objects present in the image. Recent
progress in class-agnostic object detection [33] has shown
that open-world detectors, such as GroundingDINO [35],
can localise a wide variety of objects when prompted with
simple generic queries (e.g., “item”, “object”). While
this approach detects many objects, it does not capture all of
them. Nevertheless, we observed that even these imperfect
detections can be leveraged to improve detection perfor-
mance through finetuning. We refer to these noisy detections
as pseudo-detections.

Concretely, we apply GroundingDINO with the generic
text prompt “part” to extract pseudo-detections from the
support set. Since the actual object categories are unknown,
all pseudo-detections are assigned the same class label,
“part”. For finetuning, we adopt the contrastive classi-
fication loss Lcls introduced in GLIP [29]. This loss aligns
the text prompt embedding with the category embeddings of
the detected bounding boxes. Because the pseudo-detections
span a diverse set of objects that must all be detected using a
single prompt (“part”), Lcls encourages the model to learn
a general and robust text embedding. This, in turn, improves
its ability to detect most objects in the image.

GroundingDINO also includes a bounding box regression
loss, Lbbox, which combines L1 and generalized IoU [43].
However, this term penalises the model for predicting boxes
not present in the pseudo-detections. Since such penalties
conflict with our goal of encouraging broad object discovery,
we omit Lbbox during finetuning. We set both the text and
box confidence thresholds to 0.25. Qualitative examples of
detections before and after finetuning are shown in Figure 2.
More technical details are given in the Subsection 4.2.

3.2. Composition Information Modelling
Once the objects are detected, it is possible to model the
composition information (which we denoted with O) for
every image. We have modelled it as a collection of object
representations. This means that each object in the image has

its own representation. Each image has its own O containing
multiple object representations (denoted with o) and their
corresponding object masks m. Each object representation
o is created using patch features f and an object mask m,
which is extracted based on the object bounding box b.

To generate o, the fine-tuned GroundingDINO is first used
to extract the patch features f and the bounding box b for
every object. The patch features are obtained from the first
three layers of GroundingDINO’s image encoder (Swin [37]).
Following PatchCore [46], a mean filter with a 5×5 kernel is
applied to the extracted features. This ensures that f contains
information from surrounding regions, resulting in features
containing meaningful patch details.

After the patch features are extracted, a mask-generating
model (SAM [27]) is used to refine the object’s shape. Given
the image I and bounding box b, SAM produces a mask
m that accurately outlines the object inside the box. Using
both the patch features f and the binary mask m, the object
representation o is computed as the average feature inside
the mask, that is:

o =
1

M

∑
i

m(j) × f (j) , (1)

where M is the total number of positive pixels in m, and
j represent the position inside the mask m and features f .
From this, O is constructed as a set of object representation
and mask pairs. That is:

O = {(oi,mi)} , (2)

where each (oi,mi) is a representation of an object in the
image. With such a construction, O efficiently captures the
composition information of the image, and a compact yet
complete description is obtained.

3.3. Memory Bank Construction
As structural and logical anomaly detection represent two
distinct problems, two memory banks are used inside Object-
Core: a structural memory bank MS and a logical memory
bank ML. MS stores appearance information and ML

stores composition information. Following PatchCore [46],
patch features are used to represent appearance information
and are stored inside the structural memory bank MS . No
coreset reduction is applied to the extracted features due
to a small number of support samples. Inside the logical
memory bank ML, the composition information O is stored
for every support image. For efficient retrieval of the closest
O inside the support set, the average patch feature f̄ is used
as the lookup index. This means the logical memory bank is
structured as follows:

ML = {f̄s : Os} , (3)

where s is the index of every image in the support set.
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Figure 1. ObjectCore architecture. ObjectCore is constructed from two memory banks: a structural (MS) and a logical (ML). MS stores
patch features, whilst ML stores the composition information for every image. During inference, ObjectCore calculates the structural
anomaly map via nearest neighbour search, whilst the logical anomaly map is calculated via bipartite matching.

Figure 2. Examples of the detected objects. The first two rows
show the detected objects before and after finetuning with pseudo-
detections. For reference, the handmade labels are depicted in the
third row. The detection is significantly improved by finetuning
with pseudo labels. Using handmade labels could improve the
detection performance even further.

3.4. Inference

At inference, the patch features ft, and the composition in-
formation Ot are extracted from the test image It. The final
anomaly map A is computed from two different anomaly
maps: the structural anomaly map AS and the logical
anomaly map AL.

To compute the structural anomaly map AS , the following

is calculated for the extracted patch features ft:

di = min
f
(j)
s ∈MS

dcos(f
(i)
t , f (j)

s ) , (4)

where i represents the position inside features ft, j repre-
sents the position inside fs and dcos represents the cosine
distance function, defined as follows:

dcos(f
(i)
t , f (j)

s ) = 1− ⟨f (i)
t , f

(j)
s ⟩

∥f (i)
t ∥ ∥f (j)

s ∥
. (5)

The final structural anomaly map AS is obtained by realign-
ing the anomaly scores di to their respective spatial location.

The logical anomaly map AL is computed in two steps.
First, the most similar Os is retrieved from the logical mem-
ory bank ML. Then, the extracted composition information
Ot from the query image is matched with Os using bipartite
matching (Hungarian algorithm [28]), ensuring that corre-
sponding objects in both sets are correctly aligned. We
constructed a cost matrix to compute the optimal match-
ing. The cost (or distance) dC between the pairs (ot,mt)
and (os,ms), where (ot,mt) ∈ Ot and (os,ms) ∈ Os, is
defined as:

dC(ot,mt, os,ms) = dcos(ot, os) + γ dM (mt,ms) , (6)

where dcos is the cosine distance function from Equation (5),
dM represents the absolute difference in the mask sizes of mt
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and ms, and γ is set to 0.1. If the sizes of Ot and Os differ,
the cost matrix is padded with the maximum distance to form
a square matrix before Hungarian matching is applied. The
Hungarian matching process produces three subsets: SM :
successfully matched object pairs, St: unmatched objects
from the test image, and Ss: unmatched objects from the
support image. Some examples of produced matches are
visualized in the supplementary material.

The logical anomaly map AL is computed as follows:

AL =
∑

(ot,os)∈SM

mt ·dC(ot, os)+
∑
ot∈St

mt+
∑

os∈Ss

ms (7)

This formulation ensures that the highest scores are assigned
to the locations of the unmatched objects. Additionally, it
ensures that matched objects of a different semantic class
are assigned high scores. This ensures that missing, extra, or
incorrectly combined objects are efficiently detected.

The final anomaly map A is then computed as:

A = g ∗ (AS +AL) , (8)

where g is a Gaussian filter with a standard deviation of σ =
4, and ∗ denotes the convolution operation. The Gaussian
filter smooths the anomaly map to reduce the impact of
local outliers [17, 46, 53]. Finally, the anomaly score is
determined as the average of the top 1% highest values in A
to reduce the impact of global outliers [2, 12].

4. Experiments
4.1. Datasets and evaluation metrics
Experiments are performed on two standard benchmarks
for Logical Anomaly Detection: MVTec LOCO [5] and
CAD-SD [22], and two standard benchmarks for Structural
Anomaly Detection: MVTec AD [4] and VisA [58]. MVTec
LOCO contains 3,644 images across 5 different categories,
CAD-SD contains 776 images in a single category, MVTec
AD contains 5,354 images across 15 different categories, and
VisA contains 10,821 images distributed across 12 object
categories. MVTec LOCO, MVTec AD and VisA contain
pixel and image-level annotations, whilst CAD-SD only
contains image-level annotations.

Following current state-of-the-art few-shot logical
anomaly detection literature [1, 24], anomaly detection and
localisation performance are evaluated using the Area Un-
der the Receiver Operating Characteristic (AUROC) and the
F1-max metric. For the image-level results, the metrics are
denoted with I-AUROC and I-F1-Max, and for the pixel-
level results with P-AUROC and P-F1-Max. The model
is evaluated with k = 1, 2, 4 samples inside the support
set. The samples are chosen randomly. The procedure has
been repeated 3 times for each k. Then, the average and the
standard deviation are reported.

4.2. Implementation details
For the open-world object detector, we use Ground-
ingDINO [35] (with the Swin-B backbone [37]) and finetune
it for 100 epochs with AdamW [39] with a learning rate of
10−5 with a batch size of 1. The text prompt “part” is
used for pseudo-detection extraction and finetuning. The
box and the text threshold for GroundingDINO are set to
0.25. Finetuning is done for each category separately using
only the images in the support set.

For the mask-generating model, we use SAM [27] (size
of ViT-b [14]). All images are resized to 800x800 pixels (as
GroundingDINO enforces that). Following standard proto-
col, a separate model was used for each category. Hyperpa-
rameters were kept fixed across all categories and datasets.

4.3. Experimental Results
The results for anomaly detection can be seen in Table 1.
ObjectCore achieves the highest or the second-highest mean
I-AUROC in all 3 different setups on MVTec LOCO. More
specifically, ObjectCore outperforms the next best method
(AnomalyMoE [1]) for 4.8 and 5.7 percentage points (p. p.)
for k = 2, 4, respectively. ObjectCore outperforms other
methods by an even larger margin on CAD-SD. There, it
outperforms the next best method (SALAD [16]) by 15.6,
13.2 and 13.9 p. p. The method also achieves excellent
results on both structural anomaly detection datasets, with
ObjectCore outperforming prior SOTA (PromptAD [31])
on VisA by 1.9, 1.9 and 2.2 p. p. in I-AUROC for k =
1, 2, 4, respectively. ObjectCore also outperforms all other
methods in the I-F1-Max metric. The results for both logical
and structural anomaly detection showcase the versatility of
ObjectCore. ObjectCore is the only method to work well in
both logical and structural anomaly detection, reiterating the
strong contribution.

In terms of anomaly localisation, ObjectCore performs
extremely well in both logical and structural anomaly detec-
tion. ObjectCore outperforms all prior SOTA in terms of
P-AUROC. More specifically, on MVTec LOCO ObjectCore
outperforms the next SOTA (PatchCore [46]) in P-AUROC
for 0.8, 0.6 and 1.6 p. p. Additionally, the method also
matches previous SOTA in terms of P-F1-Max. This show-
cases that object-level representations also improve anomaly
localisation.

Qualitative results are depicted in Figure 3 and Figure 4.
ObjectCore can detect and precisely localize logical anoma-
lies where objects are missing (Figure 3 - Columns 2, 3,
9 and Figure 4 - Columns 1, 2) or when extra objects are
present (Figure 3 - Columns 5, 7, 8 and Figure 4 - Columns
3, 4). Even more, ObjectCore can detect images with wrong
arrangements (Figure 3 - Columns 1, 10), which is a problem
that previous methods do not tackle well and typically rely
on handcrafted features to detect them. It should also be
noted that, in comparison to the other state-of-the-art meth-
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Setup Method MVTec LOCO CAD-SD MVTec AD VisA

I-AUROC I-F1-max P-AUROC P-F1-max I-AUROC I-F1-max I-AUROC I-F1-max P-AUROC P-F1-max I-AUROC I-F1-max P-AUROC P-F1-max

0

AnomalyClip [57] 61.6 77.4 62.6 14.8 52.7 61.4 91.5 39.1 91.1 39.1 82.1 80.4 95.5 28.3
AdaCLIP [8] 60.9 77.5 64.6 14.7 52.9 61.5 89.2 90.6 88.7 43.4 85.8 83.1 95.5 37.7
WinClip [23] 53.2 77.4 51.9 11.7 60.2 61.3 91.8 92.9 85.1 31.6 78.1 80.7 79.6 14.8
MuSc [30]‡ 71.7 78.9 69.3 4.9 62.3 61.3 97.8 97.4 97.1 62.2 92.6 89.1 98.7 48.9

1

RD4AD [13] 57.4 77.4 68.1 22.5 49.9 64.7 76.4 89.8 92.0 42.0 63.6 74.4 92.0 13.5
WinClip [23] 51.6 77.3 54.7 12.6 52.4 61.3 93.1 93.7 95.2 55.9 83.8 83.1 96.4 41.3
PromptAD [31] 61.9 77.5 64.3 14.4 72.3 65.7 94.6 92.1 95.9 44.0 86.9 82.7 91.8 25.9
PatchCore [46] 54.7 77.4 75.5 12.5 49.8 63.0 83.4 90.5 92.0 50.4 79.9 81.7 95.4 38.0
FastRecon [15] 51.5 77.4 63.1 9.3 47.5 61.4 77.1 86.9 72.0 13.8 77.4 79.3 70.8 5.6
ComAD [36] 55.5 77.5 - - 68.4 68.2 57.3 79.5 - - 53.9 73.1 - -
SALAD [16] 57.7 77.8 70.6 20.5 74.6 67.5 77.0 90.2 91.2 49.3 80.1 81.9 95.2 39.1
AnomalyMoE [1] 67.6 79.3 - - - - - - - - - - - -
LogicAD [24] 76.1 78.1 - - - - - - - - - - - -
ObjectCore 72.5±0.2 79.8±1.0 76.3±0.3 28.8±1.7 90.0±0.5 82.6±2.5 93.2±0.4 94.3±0.2 96.4±0.1 56.1±0.9 88.8±0.2 86.6±0.2 97.7±0.2 42.8±0.5

2

RD4AD [13] 58.7 77.5 69.9 20.6 54.7 66.2 82.5 91.0 93.7 46.1 76.8 76.6 94.4 19.1
WinClip [23] 52.6 77.4 55.2 12.9 53.2 61.4 94.4 94.4 96.0 58.4 84.6 83.0 96.8 43.5
PromptAD [31] 63.8 78.0 65.9 15.2 77.3 68.6 95.7 93.3 96.2 45.8 88.3 84.7 97.1 27.9
PatchCore [46] 58.3 77.5 80.8 14.6 55.3 64.5 86.3 92.0 93.3 53.0 81.6 82.5 93.3 41.0
FastRecon [15] 54.6 78.2 65.0 9.8 50.7 61.5 91.0 71.6 95.9 14.4 58.2 79.4 79.6 7.9
ComAD [36] 63.5 77.9 - - 77.0 71.5 65.0 83.3 - - 59.2 80.2 - -
SALAD [16] 62.8 78.5 77.8 28.0 78.6 72.3 81.2 91.4 93.6 54.1 81.3 82.6 95.4 40.3
AnomalyMoE [1] 69.8 80.3 - - - - - - - - - - - -
ObjectCore 74.6±0.6 80.5±0.6 81.4±0.5 29.3±0.8 92.1±0.9 84.2±2.1 94.6±0.3 94.8±0.3 97.0±0.1 57.9±0.2 90.2±0.1 87.4±0.2 98.1±0.1 44.1±0.4

4

RD4AD [13] 59.4 77.9 70.6 21.7 56.9 67.2 85.6 91.6 95.1 49.1 79.4 78.4 95.7 24.3
WinClip [23] 53.5 77.4 57.3 13.9 54.8 61.3 95.2 94.7 96.2 59.5 87.3 84.2 97.2 47.0
PromptAD [31] 70.9 78.3 72.8 15.8 80.0 70.5 96.6 92.7 96.5 44.5 89.1 85.8 97.4 28.8
PatchCore [46] 63.5 77.7 82.8 15.3 59.8 67.8 88.8 92.6 94.3 55.0 85.3 87.5 96.8 43.9
FastRecon [15] 54.8 77.5 67.6 11.6 56.7 61.5 94.2 72.6 97.0 18.9 57.6 70.4 78.8 9.5
ComAD [36] 65.7 78.8 - - 81.9 72.3 73.5 83.3 - - 62.3 80.5 - -
SALAD [16] 71.4 78.4 79.9 28.8 82.8 74.4 84.5 93.0 94.7 55.3 83.0 84.3 95.7 41.1
AnomalyMoE [1] 75.1 82.5 - - - - - - - - - - - -
ObjectCore 80.8±1.3 82.8±0.4 84.4±0.6 31.9±1.2 96.5±0.6 90.1±1.1 96.1±0.3 95.6±0.3 97.4±0.1 59.8±0.2 91.3±0.3 88.5±0.5 98.3±0.1 45.4±0.6

Table 1. Anomaly Detection and Localization results on MVTec LOCO [5], CAD-SD [22], MVTec AD [4] and VisA [58] Datasets. ‡ -
MuSc follows the batched zero-shot evaluation suite.

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

Figure 3. Qualitative comparison of the anomaly segmentation masks on MVTec LOCO [5], MVTec AD [4] and VisA [58] produced by
ObjectCore and two other state-of-the-art methods. In the first row, the image is shown. In the next three rows, the anomaly segmentations
produced by PromptAD [31], Patchcore [46] and ObjectCore are depicted, and in the last row, the ground truth mask is depicted.

ods, ObjectCore produces extremely precise and crisp masks.
The visualisation also depicts that ObjectCore can perform
well with both near-distribution structural anomalies (Fig-
ure 3 - Columns 4, 15 and Figure 4 - Columns 5, 6) and
logical anomalies (Figure 3 - Columns 7, 10).

5. Ablation Study

In this section, we experimentally validate the choices made
during the design of our method. First, the ability to detect

objects without prior knowledge is experimentally verified.
Then, the most important parts of ObjectCore are validated.

5.1. Class-agnostic Object Detection Ablations
Parameters pertaining to pseudo-detection creation and fine-
tuning were verified to work for both object detection and
downstream anomaly detection. A specific experimental
setup was designed to verify the performance in object de-
tection. The object detector has to perform in two different
aspects: It has to detect every object, no more, no less. And
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1 2 3 4 5 6

Figure 4. Qualitative comparison of the anomaly segmentation
masks on CAD-SD [22] produced by ObjectCore and two other
state-of-the-art methods. In the first row, the image is shown. In the
next three rows, the anomaly segmentations produced by Promp-
tAD [31], Patchcore [46] and ObjectCore are depicted.

finally, it has to localise the objects correctly. We hand-
labelled the images specifically for this evaluation. The
pseudo-detection were used for finetuning in all experiments.
The mean absolute error (MAE) between the number of pre-
dicted and ground-truth bounding boxes is used to evaluate
the model’s ability to detect all objects. The average pre-
cision (AP) metric is used to evaluate object localization.
To prevent test set bias, all evaluations were conducted on
the training set of MVTec LOCO with k = 4. Additional
experiments are presented in the Supplementary Material.
Text Prompt To evaluate the importance of the text prompt
inside GroundingDINO, we have exchanged it with two
different text prompts: “object” and “item”. The per-
formance is worse than using “part” but still better than
using it without finetuning. This once again proves that
using generic prompts is feasible for class-agnostic object
detection.
Finetuning Importance To show the importance of finetun-
ing for downstream object detection, we did an experiment
where we omitted it. Without finetuning, it achieves 5.6
MAE and 32.5% AP, significantly worse than with fine-
tuning. This confirms that finetuning improves detection
performance.

5.2. ObjectCore Ablations
Ablation experiments validating the contributions of Object-
Core are performed. Results are shown in Tables 3 and 4.
Additional experiments are presented in the Supplementary
material.
Memory Bank Performance The impact of each memory
bank is evaluated. Using only the structural memory bank
MS leads to a degradation in I-AUROC of 12.1 percentage
points (p. p.) and 5.2 p. p. in I-F1-Max. Using only the

Group Condition MVTec LOCO

MAE AP

Text Prompt object 2.0 55.5
item 1.9 52.2

GroundingDINO No Finetuning 5.6 32.5

ObjectCore part, Finetuning 0.8 71.6

Table 2. Ablation study results for k = 4 concerning object detec-
tion and localization results. For MAE, lower is better, and for AP,
higher is better.

Group Condition MVTec LOCO

I-AUROC I-F1-Max P-AUROC P-F1-Max

Full Model
Only MS -12.1 -5.2 -4.5 -2.2
Only ML -10.2 -4.3 -2.4 -1.3

Grounding DINO

Swin-B → Swin-T -4.5 -1.5 -3.1 -1.0
object -1.4 -1.1 -1.0 -0.8
item -0.7 -0.6 -1.0 -0.9
No Finetuning -11.8 -2.7 -4.2 -1.9
with Lbbox -3.2 -1.2 -0.2 -0.3

Mask Generation
SAM-HQ ViT-b -0.2 -0.0 -0.0 -0.1
SAM-HQ ViT-h -0.1 -0.1 -0.2 .0.0
SAM ViT-h -0.3 -0.2 -0.6 -0.2

Object Repr. Gen. SAM Patch Features -3.3 -1.6 -1.4 -0.8
boxes instead of masks -4.1 -1.5 -1.6 -2.1

Anomaly Map Calc.
Max Value in A -0.1 -0.5 0.0 0.0
Mean of the Top 5% in A -1.1 -0.8 0.0 0.0

ObjectCore 80.8 82.8 84.4 31.9

Table 3. Ablation study results for k = 4. In each row the differ-
ence to the actual model is shown. The highest discrepancy for
each experiment group is marked in blue.

logical memory bank ML reduces performance for 10.2 p.
p. in I-AUROC and 4.3 p. p. in I-F1-Max. Using only one of
the memory banks also results in lower localisation scores.
The results indicate that the memory banks complement each
other well and that both are required to achieve the highest
results.
GroundingDINO Model Size GroundingDINO has pre-
trained models in two different sizes: base and tiny. To
verify the model size’s importance, we exchanged the base
size model with the tiny version. I-AUROC deteriorates for
4.5 p. p. and P-AUROC deteriorates for 3.1 p. p., which
signifies the high importance of this parameter. Even though
the performance falls by such an amount, the results would
still outperform all other methods. We hypothesise that
the larger backbone improves performance due to better-
produced pseudo-detections.
Text Prompt Importance To verify the importance of the
text prompt, we have exchanged the text prompt “part”
for text prompts “object” and “item”. The performance
drops for 1.4 p. p. in I-AUROC and for 1.0 p. p. in P-AUROC
when using “object” and for 0.7 p. p. and 1.0 p. p. when
using “item”. This signifies that using the correct prompt
is necessary for the highest results, but any generic prompt
will return good results. The biggest difference comes from
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the produced pseudo-detections. We added examples of
pseudo-detections produced by different text prompts to the
Supplementary Material to showcase this.
Importance of Finetuning Finetuning the open-world ob-
ject detector improves object detection. We have omitted the
fine-tuning to verify the importance of detecting all objects
and not only a subset of objects. This leads to a reduction
in performance of 11.8 p. p. in I-AUROC and 4.2 p. p. in
P-AUROC. This further strengthens our claim that most ob-
jects must be detected for efficient modelling of the image
composition. The missing detections lead to a mismatch in
the number of objects in the image, leading to an increased
number of false positives.
Loss Importance The open-world object detector is fine-
tuned using only the contrastive loss from GLIP [29]. The
original GroundingDINO also uses the bounding box loss
Lbbox. To assess the importance of excluding this loss, we
included it. If the loss is included, the model is penalised for
detecting objects not included in the pseudo-detections. This
contradicts our goal of detecting every object (this is verified
in the Supplementary Material). The performance deteri-
orates by 3.2 p. p. confirming that the bounding box loss
should only be included with hand-made labels. It should be
noted that this still produced state-of-the-art results.
Mask Generating Model Since the introduction of
SAM [27], several new mask-generating models [25, 42]
have been proposed. To test which is best suited for Ob-
jectCore, we have used several different model sizes and
exchanged SAM with SAM-HQ [25]. The biggest deterio-
ration is 0.3 p. p. in I-AUROC and 0.6 p. p. in P-AUROC,
suggesting that the choice of a mask-generating model is
extremely robust.
Patch Features The patch features for the structural memory
bank MS and the calculation of o are extracted from the
Image Encoder (Swin) from GroundingDINO. To show the
importance of correctly choosing the patch features, we’ve
done an experiment where the patch features are extracted
from SAM. The performance drops for 3.3 p. p. in I-AUROC
and 1.6 p. p. in I-F1-Max. This showcases that the choice of
the patch feature extractor is highly important. The original
training regime forces SAM to omit local information, which
is crucial for describing individual patches. We hypothesise
this is the reason for lower performance.
Mask Importance Object representations are calculated
based on the mask and the patch features. This has led us
to examine the importance of the mask and replace it with
a box. That is, we set the mask to be equal to the inside
of the bounding box produced by GroundingDINO. When
using such masks, the performance deteriorates by 4.1 p.
p. in I-AUROC and by 1.5 p. p. in I-F1-Max. The drop in
performance is expected as the object representation receives
information that is irrelevant to the object and acquires more
noise. Nevertheless, the performance is still above Anoma-

Method AnomalyMoE [1] Patchcore [46] PromptAD [31] ObjectCore

Inference [ms] 452.3 41.6 26.7 215.3

Table 4. Results for average inference time of a single sample with
NVIDIA A100 GPU. The support set has four samples. Inference
times are reported in milliseconds.

lyMoE [1], our main competitor. The results confirm the
importance of using a mask-generating model.
Anomaly Score Calculation The final score is calculated
as the average of the top N-% of values inside the anomaly
map. To look at the importance of this parameter, we rerun
the experiments, once taking the final score as the maximum
value and once by taking the average of the top 5%. If we
take the maximum value, the score does not deteriorate by
much (0.1 p. p.). The score deteriorates a bit more when
taking the average of the top 5% (1.1 p. p.). Nevertheless,
the results suggest our model is robust to this choice.
Inference Speed and Computational Complexity The in-
ference speed can be seen in Table 4. ObjectCore is faster
than its main competitor, AnomalyMoE [1], but slower than
PromptAD [31] and PatchCore [46]. The largest slowdown
comes from Hungarian matching. Using greedier but faster
matching algorithms remains an avenue for future research.
ObjectCore requires approximately 5 minutes for fine-tuning
and inference combined on a single category of about 300
images on a single A100 GPU and has 232.9 million param-
eters.

6. Conclusion
A novel model for Few-Shot Logical Anomaly Detection,
ObjectCore, is proposed. Unlike previous few-shot meth-
ods, ObjectCore models the composition information on the
level of objects and stores it in a newly proposed logical
memory bank. The object representations are automatically
extracted without the need for any labelled samples or any
extra information about them. Logical anomalies are then
detected using bipartite matching between the object repre-
sentations in the support image and the object representations
in the testing image. ObjectCore achieves new state-of-the-
art results on MVTec LOCO and CAD-SD. This leads to a
meaningful average improvement of 5.1 and 15.1 percentage
points in I-AUROC across 1/2/4-shot scenarios. Addition-
ally, ObjectCore also performs well in few-shot structural
anomaly detection on MVTec AD and VisA. Nevertheless,
ObjectCore requires all different normality representations
in the support set for the best performance and is heavily
reliant on GroundingDINO for pseudo-label extraction. We
discuss the limitations more in-depth and propose some pos-
sible future solutions in the supplementary material. Further
improvements to the structural memory bank and for the
pseudo-detection extraction could improve the model even
further and are a good avenue for future research.
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Behind: A Unified Surface Defect Detection model for all
Supervision Regimes. Journal of Intelligent Manufacturing,
2025. 2

[46] Karsten Roth, Latha Pemula, Joaquin Zepeda, Bernhard
Schölkopf, Thomas Brox, and Peter Gehler. Towards To-
tal Recall in Industrial Anomaly Detection. In Proceedings of
the IEEE/CVF Conference on Computer Vision and Pattern
Recognition, pages 14318–14328, 2022. 2, 3, 5, 6, 7, 8

[47] Marco Rudolph, Tom Wehrbein, Bodo Rosenhahn, and Bas-
tian Wandt. Asymmetric student-teacher networks for indus-
trial anomaly detection. In Proceedings of the IEEE/CVF

3866



Winter Conference on Applications of Computer Vision, pages
2592–2602, 2023. 2

[48] Shelly Sheynin, Sagie Benaim, and Lior Wolf. A Hierarchical
Transformation-Discriminating Generative model for Few
Shot Anomaly Detection. In Proceedings of the IEEE/CVF
international conference on computer vision, pages 8495–
8504, 2021. 2

[49] Shota Sugawara and Ryuji Imamura. PUAD: Frustratingly
Simple Method for Robust Anomaly Detection. In 2024 IEEE
international conference on image processing (ICIP), 2024. 2

[50] Julian Wyatt, Adam Leach, Sebastian M. Schmon, and
Chris G. Willcocks. AnoDDPM: Anomaly Detection With
Denoising Diffusion Probabilistic Models Using Simplex
Noise. In Proceedings of the IEEE/CVF Conference on Com-
puter Vision and Pattern Recognition (CVPR) Workshops,
pages 650–656, 2022. 2

[51] Guoyang Xie, Jinbao Wang, Jiaqi Liu, Yaochu Jin, and Feng
Zheng. Pushing the Limits of Fewshot Anomaly Detection in
Industry Vision: Graphcore. In The Eleventh International
Conference on Learning Representations, ICLR 2023, Kigali,
Rwanda, May 1-5, 2023, 2023. 2

[52] Minghui Yang, Jing Liu, Zhiwei Yang, and Zhaoyang Wu.
SLSG: Industrial Image Anomaly Detection by Learning Bet-
ter Feature Embeddings and One-Class Classification. Pattern
Recognition, 156:110862, 2024. 2

[53] Vitjan Zavrtanik, Matej Kristan, and Danijel Skočaj.
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