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Abstract

Variations in environment and sensor (ES) conditions—
lighting, ISO, shutter, and aperture—cause domain shifts
that degrade visual recognition. While a recent robust-
ness benchmark, ImageNet-ES, shows that these shifts dif-
fer from conventional augmentations, collecting physically
recaptured data is costly and hard to scale. We present
CycleGAN-ES, a per-condition unpaired translation frame-
work that simulates ES-style variations from a small set of
real targets. Trained on Tiny-ImageNet and ImageNet-ES
domain pairs with as few as 200 images per target domain
and minimal tuning, CycleGAN-ES produces a synthetic
counterpart, ImageNet-sES (IN-sES). The generated images
exhibit high-fidelity ES effects both qualitatively and quanti-
tatively, reproducing characteristic exposure and noise be-
haviors (e.g., highlight clipping at long exposure and in-
creased high-ISO noise). In benchmark evaluations, aug-
menting training with ImageNet-sES improves robustness to
ES shifts on ImageNet-ES, achieves complementary gains
when combined with standard augmentation strategies, and
transfers to other corruption domains such as ImageNet-C.
The learned translators further transfer to new datsets (e.g.,
CIFAR-100) without retraining. To our knowledge, this is
the first systematic ES-simulation study anchored to real re-
captures at ImageNet scale, offering a practical, scalable
route for injecting physically grounded ES diversity into
training pipelines and enabling broader real-world robust-
ness evaluation.

1. Introduction

In real-world deployment, visual recognition models often
experience severe performance degradation due to domain
shifts between training and test distributions. Extensive re-
search has attempted to improve model robustness under
such shifts through three major strategies: (i) data augmen-
tation [11, 12, 14, 15, 26], which synthetically increases
training diversity; (ii) test-time adaptation (TTA) [8, 21, 22],
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which adapts models on-the-fly to new inputs; and (iii)
benchmarking [10, 12, 17], which evaluates robustness un-
der predefined distribution shifts. Representative bench-
marks include ImageNet-C [10] (digital corruptions such as
noise, blur, fog), ImageNet-R [12] (artistic and stylistic ren-
ditions), and DeepFashion-Remixed [12] (viewpoint, occlu-
sion, and framing changes).

However, one critical yet underexplored source of do-
main shift arises from variations in environment and sen-
sor (ES) conditions which occur at the moment of image
capture. Unlike post-hoc digital perturbations [10, 11, 14,
15], these ES-induced shifts alter the physics of image for-
mation, producing exposure artifacts, tone changes, or high-
ISO noise patterns that can significantly degrade model per-
formance. Recent work on the ImageNet-ES benchmark [ 1—
3] demonstrates that models trained on standard images fail
under capture-time shifts, and that conventional augmenta-
tions and scaling do not address this gap, motivating scal-
able alternatives to expensive physical recapture.

While ImageNet-ES [1] provides a valuable, physically
grounded testbed with 202,000 images (2,000 base images
recaptured under 128 validation and 54 test ES configura-
tions), building such datasets demands controlled lighting
testbeds and repeated re-capture, making it costly, time-
consuming, and difficult to replicate across domains.
This limits both the breadth of evaluation and the ability to
train ES-robust models without prohibitive data collection.

Our goal is to retain the realism of ES shifts with-
out the capture cost. We introduce CycleGAN-ES,
a lightweight per-condition image-to-image translation
pipeline that learns ES styles directly from a small set of
real targets and then scales generation to large corpora.
Trained on unpaired samples from 7Tiny-ImageNet [23]
and ImageNet-ES, CycleGAN-ES produces ImageNet-sES
(IN-sES)—a synthetic counterpart that reproduces charac-
teristic ES effects (e.g., exposure-induced clipping, high-
ISO noise) while requiring as few as 200 images per condi-
tion. This makes ES-style simulation practical under con-
strained data.



We organize the study around three questions:

Style fidelity: Do sES images faithfully reproduce ES-
specific appearance?

Domain generalization: Does training with sES im-
prove robustness to unseen ES conditions and comple-
ment standard augmentations (and does any benefit carry
to ImageNet-C [10])?

Cross-dataset applicability: Do learned ES styles trans-
fer to other datsets (e.g., CIFAR-100 [16], KITTI [7])
without retraining the translators?

This work answers the question through the following key
contributions:

Scalable ES-simulation regime. We provide a data-
efficient, per-condition unpaired translation pipeline that
learns ES styles from limited real targets and synthesizes
ImageNet-sES at scale.

Robustness gains with complementarity. Synthetic ES
data improves accuracy under ES shifts on ImageNet-ES
and yields complementary gains with stardard augmenta-
tion, with benefits that extend to ImageNet-C.

Transfer without retraining. ES styles apply to new
datasets (CIFAR-100; qualitative on KITTI) using the
same translators.

Collectively, our findings establish—to our knowledge—
the first systematic ES-simulation study anchored to real
recaptures at ImageNet scale, offering a practical route to
incorporate physically grounded ES diversity into training
pipelines.

2. Related Work

Our work builds upon and contributes to several active ar-
eas of research: (i) style-based data augmentation for ro-
bust deep learning, (ii) benchmarks designed to capture
real-world environment—sensor (ES) shifts. We review each
area to contextualize our proposed CycleGAN-ES frame-
work within the current landscape, highlighting how it ad-
dresses the gap between data-efficient augmentation and
physically grounded ES-style simulation.

2.1. Style-based Data Augmentation

Style-based augmentation methods aim to improve model
generalization by injecting visual diversity. AugMix [11]
composes simple transformations with a consistency loss
to enhance robustness to common corruptions, while Deep-
Augment [12] employs generative distortions through per-
turbed networks. Other approaches—such as StyleAug-
mentation [15], MixStyle [26], and StyleMix [14]—alter
image or feature-level style statistics to simulate domain
shifts. Although effective for broad distributional robust-
ness, these methods are not physically grounded: they ig-
nore capture-time factors like illumination, ISO, or shutter
speed, and thus cannot reproduce ES-specific phenomena
such as exposure artifacts or sensor-induced noise.
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In contrast, our CycleGAN-ES learns from real ES data
and targets physically rooted appearance changes, enabling
a more faithful simulation of camera and lighting effects in
the real world.

2.2. ES-Domain Benchmarks

Beyond digital corruptions or stylistic shifts, robust-
ness in real-world deployment requires handling domain
shifts induced by environment and sensor (ES) conditions.
Benchmarks such as ImageNet-R, DeepFashion-Remixed,
SVSF [12], and ImageNet-C/-P [10] capture diverse non-
ES shifts (e.g., renditions, occlusion/zoom/scale, common
corruption and perturbations), but these distortions are ap-
plied post hoc to already captured images and thus do not
reflect capture-time phenomena rooted in camera parame-
ters.

To fill this gap, ImageNet-ES [1] systematically recap-
tured 2,000 base images from Tiny-ImageNet [23] un-
der varied ES conditions—combinations of environmental
factors (illumination) and sensor parameters (ISO, shutter
speed, aperture)—, yielding 202,000 images across 128 val-
idation and 27 test ES conditions. More recently, ImageNet-
ES Diverse [2] expanded the coverage of capture settings
to 384 validation and 162 test ES conditions, incorporat-
ing a broader range of lighting and sensor variations. These
benchmarks highlighted that ES shifts form a distinct distri-
butional challenge beyond conventional augmentations.

However, both ES benchmarks [1, 2] are resource-
intensive: they require controlled testbeds, extensive man-
ual recapturing, and remain confined to the ImageNet do-
main. This motivates scalable generative approaches—such
as our proposed CycleGAN-ES—that provide a more effi-
cient way to generate realistic ES-style perturbations with-
out laborious physical data collection.

Recent diffusion-based approaches, such as Camera-as-
Tokens [5], embed explicit camera metadata (e.g., ISO,
shutter speed, aperture, focal length) into generative mod-
els, enabling controllable synthesis of sensor-conditioned
images. However, such methods require structured meta-
data for each training and inference sample, as well as
substantial computational resources. In contrast, our ap-
proach takes a complementary, resource-efficient path:
per-condition unpaired translation from limited real targets
(~200 images per ES domain) to synthesize ImageNet-sES
that tracks real ES styles and remains practical when meta-
data or large-scale capture resources are unavailable.

3. Methodology

Our goal is to simulate capture-time environment—sensor
(ES) shifts—induced by environment (illumination) and
camera sensor settings (ISO, shutter speed, and aperture)—
using a small set of real recaptures, then scale the learned
transformations to large corpora for robustness training and
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Figure 1. The proposed CycleGAN-ES pipeline for simulating one ES-style. The process is divided into two phases: a training phase using
a small number of base images to learn the style translation, and a subsequent generation phase where the trained model is applied to a

large set of new images to create a scalable synthetic dataset.

Table 1. Overview of data and ES conditions used in the training
and generation phases. ES-Conditions are combinations of light-
ing, ISO, shutter speed, and aperture.

Phase Base Samples ES-Conditions (128)
Training 200 Light: on, off
(CycleGAN-ES) (1 per class) ISO: 200, 800, 3200, 12800
Generation 800 Shutter Speed: 0”4, 1/20, 1/160, 1/1250
(ImageNet-sES) (4 per class) Aperture: {/5.0, /9.0, /13, £/20

evaluation (Figure 1). Because ES shifts change appear-
ance while preserving scene semantics, we adopt Cycle-
GAN [27] as a lightweight, content-preserving unpaired
translator. Cycle consistency and identity constraints help
maintain label-relevant structure while altering style, which
is crucial for downstream recognition. Compared with
heavier diffusion pipelines, this design is compute-efficient
and stable in our low-data regime.

3.1. Domains and ES Grid

We build on ImageNet-ES [1] and treat standard pho-
tographs as the base domain and each ES condition as a
distinct target domain. The ES grid (Table 1) combines
lighting (on/off) with sensor settings (ISO, shutter, aper-
ture), yielding 128 ES conditions. For training, we use one
base image per class from 200 Tiny-ImageNet classes (200
base images total) together with their corresponding ES ex-
emplars. For generation, we apply the learned translators to
800 unseen base images (four per class).

3.2. CycleGAN-ES: Per-Condition Training

Our focus is an applications-track baseline that maximizes
faithful ES simulation with minimal engineering. We there-
fore, as illustrated in Figure 1, train a separate translator
for each ES condition. This per-condition specialization (i)
avoids interference among disparate ES styles in a small-
data setting, (ii) requires only image-level supervision (no
RAW or metadata), (iii) uses the standard CycleGAN archi-
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tecture and losses without bespoke modifications, and (iv)
shares one uniform training schedule across all conditions
with minimal tuning. Each translator is trained with un-
paired samples from the base domain and the corresponding
target ES exemplars and can be learned with as few as 200
images per condition in practice.

We follow the canonical CycleGAN recipe; our contri-
bution lies in the regime: per-condition training anchored to
real ES recaptures and scalable synthesis. The method re-
quires only image-level data and modest compute, making
it accessible when capture resources or camera metadata are
limited.

3.3. Large-Scale Synthesis: ImageNet-sES

After training, each ES-specific checkpoint is applied to the
800 unseen base images, producing 800 translations per
condition. Aggregating across the 128 conditions yields
ImageNet-sES with 800 x 128 = 102,400 images. This
two-phase process (small-data training to scalable gener-
ation) converts a compact set of real ES recaptures into
a large, physically grounded synthetic counterpart for ro-
bustness studies. As analyzed in Section 4, occasional
over-preservation or color artifacts can arise in difficult set-
tings; we report these transparently as baseline limitations.

4. Experiments

We evaluate the effectiveness and utility of the proposed
CycleGAN-ES framework through a series of experiments
designed to answer three central questions:

Style Fidelity: How faithfully do the generated images
reproduce the visual characteristics of real ImageNet-ES
images under various ES conditions?

Domain Generalization: Does incorporating synthetic
ImageNet-sES data enhance model robustness to ES-style
distribution shifts?

Transferability: Do the benefits of ES-style augmenta-
tion generalize to unseen datasets beyond ImageNet?



(a) ImageNet-ES

(b) ImageNet-sES

Figure 2. Qualitative comparison of 128 ES-style transformations on a fixed Tiny-ImageNet base image. The left grid shows ImageNet-ES
(real camera captures) and the right shows ImageNet-sES (synthetically generated). The figure covers the full range of lighting and sensor
conditions, demonstrating that ImageNet-sES closely reproduces the diverse visual styles found in ImageNet-ES.

(a) LPIPS Distribution

(b) GSD Distribution

Figure 3. Distribution of LPIPS and GSD scores across 128 ES conditions. Each data point corresponds to a specific ES condition, where
color encodes the camera sensor settings (a combination of ISO, shutter speed, and aperture), and marker shape indicates the environment
setting (circles represent “Light On”, and triangles represent “Light Off””). The consistently low scores across all metrics demonstrate that
our generated ImageNet-sES data is visually similar to the corresponding real ImageNet-ES data.

4.1. Style Fidelity Evaluation

We evaluate whether images generated by CycleGAN-ES
faithfully capture the intended ES—style appearance shifts
observed in ImageNet-ES, using both qualitative and quan-
titative analyses.

4.1.1. Qualitative Analysis

We assess ES—style fidelity in two ways: (i) human-level vi-
sual comparison (Fig. 2); and (ii) model-level feature-space
visualizations via UMAP embeddings (Fig. 4).

Human-level comparison. We perform a side-by-side
comparison between real ImageNet-ES and synthetic
ImageNet-sES (Fig. 2), applying all 128 ES configura-
tions to the same Tiny-ImageNet base image so that cor-

responding grid positions denote identical ES conditions
(Figs. 2a, 2b). CycleGAN-ES reproduces diverse ES-style
shifts—variations in exposure, color temperature, contrast,
and noise—while largely preserving semantic content; un-
der extreme configurations it also exhibits realistic degra-
dations akin to those observed in real ES images. Over-
all, matched-position comparisons indicate that SES closely
mimics ES at the pixel level. This combination of content
preservation and ES—style fidelity makes ImageNet-sES a
practical surrogate for assessing model robustness to ES-
like domain shifts, enabling controlled evaluations in which
semantic labels remain unchanged while only style factors
vary.
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Figure 4. UMAP visualizations of VGG19 feature embeddings
for the ImageNet class n01443537. Each subplot shows embed-
dings of flattened activations from: (a) conv1_1, (b) conv2_1,
and (c) concatenated convl_1--conv5_1. Subcaptions report
centroid distances between domains, where di = d(ES, C) and
d2 = d(ES, sES).

Model-level analysis. To assess style-level similarity
from a model perspective, we visualize the feature space
with UMAP [18]. For four same-class base images, we
extract VGG19 [20] flattened activations from five early
convolutional layers (convl_1-conv5_1), which are sensi-
tive to local texture and photometric cues. For each base
image, we embed three domains: 75 ImageNet-C corrup-
tions (control), 128 real ImageNet-ES captures (target),
and 128 ImageNet-sES transforms (ours). As shown in
Fig. 4, ImageNet-C forms clusters that are clearly sepa-
rated from the ES/sES manifold, whereas ImageNet-sES
samples largely overlap and co-locate with ImageNet-ES
clusters. Centroid-distance analysis corroborates this ob-
servation: ES—sES distances (e.g., 0.92 and 2.34) are much
smaller than ES—C (e.g., 16.50 and 17.02), i.e., up to ~18x
closer to ES in feature space.

4.1.2. Quantitative Analysis

To assess the style fidelity of ImageNet-sES relative to
ImageNet-ES, we adopt three complementary metrics:
(1) FID [13, 19], which quantifies dataset-level distribu-
tion alignment but ignores image-pair correspondence; (2)
LPIPS [25], which measures pairwise perceptual similar-
ity in a deep feature space yet primarily reflects local, fine-
scale attributes (e.g., textures, edges, structural detail); and
(3) GSD, which we introduce in this work to address these
gaps by comparing multi-layer Gram matrices of deep fea-
tures, thereby capturing global style/texture statistics that
are largely insensitive to spatial arrangement. Together,
these metrics provide convergent evidence across dataset-
, instance-, and global-style levels; lower is better for all.

FID (dataset-level distribution). We evaluate dataset-
level distributional alignment by computing FID [13, 19]
between the complete ImageNet-sES and ImageNet-ES
datasets, each comprising 102,400 images (800 base classes
under 128 ES conditions). Following the standard proto-
col [19], we report scores at 299x299 and 512x 512 resolu-

Figure 5. Worst-case examples in ES Style Replication. Top: IN-
ES (Ground Truth); Bottom: IN-sES (Ours). Although these are
from the most challenging ES condition with the worst GSD and
LPIPS values, the generated images remain plausibly similar.

tions, which yield 10.57 and 10.59, respectively. These con-
sistently low values indicate a high degree of distributional
similarity between sES and ES, and their close agreement
across resolutions suggests that cycleGAN-ES reproduces
the overall stylistic distribution of ES images in a scale-
robust manner. Notably, FID values around 10 are typically
regarded as indicative of a close distributional match in the
generative modeling [4, 13].

LPIPS (pairwise perceptual similarity). To comple-
ment the dataset-level analysis provided by FID, we mea-
sure LPIPS [25] on ES—sES image pairs. For each of the
128 ES conditions, we evaluate 800 image pairs (102,400
pairs in total) and report the per-condition mean and its dis-
tribution (Fig. 3a). Across conditions, the mean LPIPS is
0.2286, with the vast majority of values below 0.3. Since
LPIPS ranges from O (identical) to 1 (maximally dissimi-
lar), these consistently low scores indicate strong pairwise
perceptual agreement between sES and ES.

GSD (pairwise global style similarity). We evaluate the
proposed GSD, introduced to complement FID (dataset-
level alignment) and LPIPS (local pairwise perceptual sim-
ilarity) and inspired by the style loss in Neural Style Trans-
fer [6]. GSD computes the /5 distance between Gram
matrices of VGG19 features across five layers (convl_1-
conv5_1), capturing second-order (channel-channel) corre-
lations that encode global style/texture while being largely
insensitive to spatial arrangement. For each of the 128 ES
conditions, we evaluate 800 ES—sES pairs (102,400 total)
and report the per-condition mean (Fig. 3b). Scores are
tightly concentrated near zero across all conditions, indicat-
ing close agreement in global style statistics between SES
and ES.

Visual corroboration of quantitative results. Fig. 5
shows the worst-case ES conditions (highest GSD/LPIPS).
Even in these highest-error cases, the generated sES images
retain fidelity to the ES style and preserve salient content,
providing qualitative corroboration of quantitative findings.



Figure 6. Model performance across varying proportions of ES
or sES data used in training. Each subplot shows evaluation re-
sults on ImageNet (left), ImageNet-C (middle), and ImageNet-ES
(right). Colors represent different augmentation strategies (red:
Comp Aug., blue: Basic Digital Aug., green: Advanced Digital
Aug.), while line styles distinguish between ES-Data (solid) and
sES-Data (dashed). The shared baseline (0% replacement, Comp
Aug.) is marked with a black dot.

4.2. Domain Generalization Performance

This section measures the domain generalization perfor-
mance of the CycleGAN-ES-generated data by examining
whether incorporating ImageNet-sES enhances model ro-
bustness as effectively as real ES does. All experiments are
conducted using a ResNet-50 [9] pretrained on ImageNet-
1K as the backbone. We first analyze the model’s perfor-
mance on the ImageNet-ES benchmark, and then conduct
additional experiments by generating and testing data un-
der more diverse ES conditions. Through these two exper-
iments, we aim to assess whether the synthetic ES images
can serve as a reliable substitute for the real ES images.

4.2.1. Domain Generalization on ImageNet-ES

We follow the DG evaluation protocol of the ImageNet-
ES benchmark [1], which evaluates model robustness af-
ter fine-tuning on a subset of ImageNet (IN) augmented
with various strategies. We use three augmentation lev-
els: composition-related (Comp.) operations such as ran-
dom cropping, resizing, and flipping; basic digital (Basic)
operations such as color-jitter, solarize, and posterize; and
advanced (Adv.) methods including DeepAugment [12] and
AugMix [11]. To ensure a controlled comparison, we con-
struct a training set of 800 images (200 classes x 4 images)
from Tiny-ImageNet [23], aligned with the validation split
of ImageNet-ES while excluding the 200 images used for
CycleGAN-ES training. We evaluate nine training configu-
rations (Table 2): IDs 1-3 use only the clean Tiny-ImageNet
images (IN only); IDs 4-6 replace 50% of the training sam-
ples, randomly selected in each configuration, with real ES
images from the ImageNet-ES validation set (IN + IN-ES);
and IDs 7-9 replace 50% with synthetic ES images gener-
ated by CycleGAN-ES (IN + IN-sES). Following the orig-
inal benchmark, we apply LPIPS-based filtering to remove
severely distorted ES images.

Table 2a summarizes the results across three test sets:

ImageNet (IN), ImageNet-C (IN-C), and ImageNet-ES (IN-
ES). The IN-ES test set comprises 54 ES conditions that
are disjoint from the 128 ES conditions used for training,
ensuring that all models are evaluated on unseen ES con-
ditions. Incorporating ES-style data markedly improved
performance on the IN-ES test set. Models trained with
our synthetic ES data (IN-sES; IDs 7-9) achieved accuracy
gains of 4.09%-5.05%, which are comparable to those ob-
tained using real ES data (IN-ES). Specifically, models with
IDs 4-6 achieved accuracy gains of 4.29%-5.83%. This
shows that while IN-sES performs slightly below IN-ES,
their difference lies within a narrow margin.

A similar trend was observed on the IN-C evaluation.
Models trained with synthetic ES data (IDs 8, 9) achieved
accuracy comparable to their real ES counterparts (IDs 5, 6)
under the same augmentation settings, while clearly outper-
forming models without ES-style data (IDs 1-3). In partic-
ular, models with ES-style data consistently outperformed
their no-ES counterparts under matched settings (e.g., ID 2
vs.5and 8, ID 3 vs. 6 and 9).

These results from Table 2 demonstrate that our synthetic
ES data can serve as an effective alternative to real ES data,
providing nearly the same benefits in improving robustness
to ES-specific domain shifts while also enhancing perfor-
mance on IN-C.

We further analyze how the proportion of ES-style data
affects performance to examine whether sES follows the
performance trend of real ES data. Figure 6 shows model
performance as the proportion of ES-style data in train-
ing increases. On the ImageNet evaluation, the sES per-
formance curve (dashed lines) closely tracks the ES curve
(solid lines) across all augmentation settings, with the
performance difference remaining within +1%. On the
ImageNet-C, ES and sES models exhibit highly similar
trends, showing slight gains at 25-50% replacement before
declining. sES generally stays slightly below ES across
most settings, with a minor exception at 100% under Ba-
sic augmentation where sES yields marginally higher per-
formance. On the ImageNet-ES evaluation, performance
steadily improves as the proportion of ES-style data in-
creases. Under Basic (blue) and Advanced (green) augmen-
tations, the sES curves almost overlap with their ES coun-
terparts, whereas under Comp augmentation (red) ES shows
a clearer advantage.

Overall, these results show that SES not only provides
comparable DG performance compared to real ES data
but also consistently mirrors its performance trend, as ev-
idenced by the close alignment between the solid (ES) and
dashed (sES) lines across increasing replacement ratios.

4.2.2. Generalization to Diverse ES Conditions

To evaluate the scalability of our approach, we con-
ducted an additional experiment on the more challeng-
ing ImageNet-ES-Diverse benchmark [2], which covers a



Table 2. Domain generalization performance under different training strategies. A = change from Baseline (ID 1).

(a) Results on the ImageNet-ES benchmark

(b) Results on the ImageNet-ES-Diverse benchmark

Training Strategies Evaluation Results

Training Strategies Evaluation Results

ID A Renlaci

(50%) IN IN-C IN-ES ions Replacing (50%) IN IN-C IN-ES-D

Comp. Basic Adv. IN-ES IN-sES Abs. A Abs. A Abs. A Comp. Basic Adv. IN-ES-D IN-sES-D Abs. A Abs. A Abs. A
1 v 85.8 - 51.04 - 49.63 - 1 v 85.9 - 50.76 - 12.32 -
2 v v 858 0.00 51.29 4025 4995 +0.32 2 ' ' 859 0.00 51.13 +0.37 1206 -0.26
3 ' v v 85.6 -0.20 57.88 +6.84 49.60 -0.03 3 v ' ' 85.6 -030 5490 +4.14 1247 +0.15
4 v ' 857 -0.10 51.89 +0.85 5546 +5.83 4 v v 859 0.00 5150 +0.74 17.63 +5.31
5 v v v 853 -0.50 51.45 +0.41 5392 +4.29 5 v ' v 857 -0.20 5259 +1.83 17.85 +5.53
6 v v v v 844 -140 5839 +7.35 5458 +4.95 6 ' ' ' v 829 -3.00 5690 +6.14 16.86 +4.54
7 ' ' 858 0.00 51.04 000 54.68 +5.05 7 v v 86.4 +0.50 5195 +1.19 16.00 +3.68
8 v v v 852 -0.60 51.48 +0.44 54.05 +4.42 8 v ' v 85.6 -0.30 52.87 +2.11 15.68 +3.36
9 ' v v ' 853 -0.50 58.10 +7.06 53.72 +4.09 9 ' ' ' v 84.0 -190 5592 +5.16 1673 +4.41

broader range of camera sensor and environmental condi-
tions than ImageNet-ES.

We trained 384 CycleGAN-ES models on 200 base im-
ages to simulate the benchmark’s data distribution. The
resulting ImageNet-sES-Diverse (IN-ES-D) dataset, gener-
ated via these 384 CycleGAN-ES models, contains 230,400
images (600 base x 384 ES conditions). The experimen-
tal protocol follows the setup described in Subsection 4.2.1,
except that the ES-domain evaluation set is the IN-ES-D test
set with 162 ES conditions, instead of the ImageNet-ES test
set with 54 conditions.

As shown in Table 2b, training with synthetic ES-style
data (IDs 7-9) again led to consistent performance improve-
ments over the baseline (ID 1) on both the ES and corrup-
tion domain evaluations. The gains ranged from +3.68%
to +4.41% on the ES domain and from +1.19% to +5.16%
on the IN-C, confirming the effectiveness of sES data under
diverse ES conditions.

When directly compared to models trained with real IN-
ES-D data (IDs 5-6), the classifiers fine-tuned with IN-sES-
D data (IDs 7-8) even outperformed their real ES counter-
parts on the ImageNet-C evaluation under equivalent aug-
mentation settings.

These results show that IN-sES-D broadly follows the
performance trend of IN-ES-D—reducing accuracy on IN
while improving it on both IN-C and IN-ES-D. However,
the gap between real and synthetic ES data is marginally
larger in Table 2b than in Table 2a. For example, the accu-
racy difference between IDs 5 and 8 on the IN-ES-D evalu-
ation is 2.17% (compared to just 0.13% in the ImageNet-ES
setting), and the gap between IDs 6 and 9 on IN-C is 0.98%
(vs. 0.29% in Table 2a).

While IN-sES-D replicates the overall performance
trends of real ES data, its fidelity may modestly decline
under more diverse ES conditions. Such broader variabil-
ity in ImageNet-ES-Diverse likely makes it harder for the
CycleGAN-ES models to capture the fine-grained styles of
each condition.

4.3. Transferability to New Datasets

In this section, we evaluate whether ES-style perturbations
learned from ImageNet-based training can transfer effec-
tively to new visual domains. We examine the qualitative

Figure 7. Cross-domain ES-style application via CycleGAN-
ES. ES-style perturbations learned from Reference (ImageNet-ES,
left) are applied to Unseen domains (KITTI, center; CIFAR-100,
right). Each column shows a base image (top) and its translated
versions under three representative ES conditions (A—C, bottom).

applicability of CycleGAN-ES on unseen datasets and the
robustness effects of transferred ES-styles on CIFAR-100.
These experiments assess the cross-dataset generalizability
of CycleGAN-ES beyond the ImageNet distribution.

4.3.1. Visual Applicability on Unseen Domains

To assess the visual generalizability of CycleGAN-
ES beyond the ImageNet distribution, we applied the
trained models—originally trained on Tiny-ImageNet and
ImageNet-ES—to samples from three visually distinct
datasets: CIFAR-100 [16], KITTI [7]. Figure 7 presents
representative examples of 128 ES-style transformations
transferred to these out-of-distribution datasets. While the
left column shows the target styles that the model was
trained to replicate, the center and right columns present
previously unseen datasets. Despite substantial domain
and resolution gaps, CycleGAN-ES successfully produced
visually coherent ES-style perturbations while preserving
the underlying content structure. This ability to trans-
fer learned styles to semantically and visually distinct do-
mains—without requiring retraining—highlights its poten-
tial as a practical tool for robustness research beyond the
ImageNet domain.



Table 3. Robustness evaluation on the CIFAR-100 domain. A =
change from Baseline (ID 1).

Evaluation Results
ing (50%) CIFAR-100  CIFAR-100-C
Comp. Basic Adv. CIFAR-100-sES Abs. A Abs. A

Training Strategies

m

tations Repl

1 v 51.2 - 35.17 -

2 v v 50.6  -0.60 4021 +5.04
3 v v v 457 -5.50 37.07 +1.90
4 v v 50.8 -040 36.73 +1.56
5 v v v 52.0 +0.80 41.18 +6.01
6 v v v v 436 -7.60 36.18 +1.01

4.3.2. Robustness Effect of ES-style on CIFAR-100

To quantitatively assess the robustness effect of the trans-
ferred ES-style perturbations, we created a synthetic
dataset, CIFAR-100-sES, by applying 128 CycleGAN-
ES models—trained on ImageNet-ES—to 10,000 samples
drawn from the CIFAR-100 [16] training set (50,000 im-
ages in total). We fine-tuned a ResNet-50 [9] pretrained on
ImageNet-1K for 100 epochs with a batch size of 64 and a
learning rate of le-4, adopting the same three augmentation
settings (Comp., Basic, and Adv.) used in Subsection 4.2 to
ensure comparability. Because no dedicated CIFAR-100-
ES test set exists, we evaluated the domain generalization
performance on the corrupted domain (CIFAR-100-C).

As summarized in Table 3, incorporating CIFAR-100-
SES (IDs 4-6) led to clear robustness gains on the corrup-
tion domain, with the largest gain of +6.01% observed un-
der Basic augmentation (ID 5) However, we also observed
a noticeable drop in in-domain accuracy, especially un-
der stronger augmentation settings. For example, CIFAR-
100 accuracy decreased by 5—7% with Advanced augmen-
tation (IDs 3, 6), whereas the corresponding drop in our
ImageNet-based experiments was only 0.20-1.40% (IDs
3, 6, 9; Table 2a). Moreover, while the Advanced set-
ting yielded substantial gains on the corruption domain
in ImageNet-C (+6.84% to +7.35%; Subsection 4.2.1),
the gains for CIFAR-100-C were comparatively modest
(+1.01% to +1.90%).

Overall, the results demonstrate that incorporat-
ing CIFAR-100-sES improves model robustness on
CIFAR-100-C, confirming the successful transferability of
CycleGAN-ES-generated styles. However, this robustness
gain diminishes when combined with stronger augmenta-
tions, and more critically, such settings also lead to sub-
stantial in-domain degradation on CIFAR-100. This dis-
crepancy likely stems from the intrinsic characteristics of
CIFAR-100—its lower image resolution and limited visual
diversity make it more susceptible to distortion under strong
augmentation, which can corrupt task-relevant information.
These findings suggest that while sSES-based style transfer
can enhance generalization on unseen domains, its effec-
tiveness strongly depends on the dataset resolution and the
strength of augmentation applied.

(a) Over-preservation (b) Color Distortion
Figure 8.  Visual examples of the primary limitations of
CycleGAN-ES. Each column in the figure represents (from left
to right): Base image (IN), Ground Truth (IN-ES), Ours (IN-sES).

5. Conclusion

We introduced CycleGAN-ES, a lightweight, per-condition
translation pipeline for simulating capture-time environ-
ment—sensor (ES) styles, and constructed ImageNet-sES as
a large-scale synthetic counterpart anchored to real recap-
tures. The generated images exhibit high ES-style fidelity
and yield consistent domain-generalization gains: augment-
ing with sES improves robustness on ImageNet-ES and con-
fers complementary benefits on ImageNet-C, closely track-
ing the effect of real ES data under matched augmentation
settings. The same regime scales to ImageNet-ES-Diverse
and qualitatively transfers to distinct datasets (e.g., KITTI);
on CIFAR-100, sES improves robustness to CIFAR-100-C
with expected in-domain trade-offs under strong augmenta-
tion. Taken together, these findings establish ES simulation
as a practical, scalable alternative to costly recapture and—
to our knowledge—the first systematic ES-simulation study
anchored to real recaptures at ImageNet scale.

Two typical failure modes arise under challenging set-
tings: (i) over-preservation (style changes weaker than
ground truth) and (ii) wunintended artifacts (e.g., color
shifts), reflecting the usual content—style trade-off of un-
paired translation. Fidelity also degrades mildly as ES di-
versity broadens (ImageNet-ES-Diverse), and our current
pipeline operates in SRGB without explicit RAW/ISP mod-
eling. Finally, per-condition training—while simple and
stable in low-data regimes—requires multiple translators.

We see several avenues to strengthen ES-style fi-
delity and control without sacrificing practicality:
(a) modest tuning of identity/cycle weights to mit-
igate over-preservation; (b) exploring controllable
diffusion with camera-parameter conditioning (e.g.,
Camera-as-Tokens [5]) and content-preserving controls
(e.g., ControlNet [24]) for finer ES control; (c) incorpo-
rating lightweight physics-aware checks (exposure/noise
calibration) and, where feasible, RAW-space or ISP-aware
supervision; and (d) consolidating per-condition models
into a parameterized conditional translator when stabil-
ity/data permit. We will release scripts and protocols upon
acceptance to facilitate reproducibility and follow-on work.
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