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BENCHMARK

Figure 1. HABIT Benchmark: Integrating realistic pedestrian behavior into CARLA for high-fidelity autonomous driving evaluation.
Left: retargeting real human motion into simulation. Center: interactive traffic scenarios with diverse agents. Right: testing perception,
prediction, and planning systems under realistic pedestrian dynamics.

Abstract

Current autonomous driving (AD) simulations are criti-
cally limited by their inadequate representation of realistic
and diverse human behavior, which is essential for ensur-
ing safety and reliability. Existing benchmarks often sim-
plify pedestrian interactions, failing to capture complex,
dynamic intentions and varied responses critical for ro-
bust system deployment. To overcome this, we introduce
HABIT (Human Action Benchmark for Interactive Traffic),
a high-fidelity simulation benchmark. HABIT integrates
real-world human motion, sourced from mocap and videos,
into CARLA [1] (Car Learning to Act, a full autonomous
driving simulator) via a modular, extensible, and physi-
cally consistent motion retargeting pipeline. From an ini-
tial pool of approximately 30, 000 retargeted motions, we
curate 4, 730 traffic-compatible pedestrian motions, stan-
dardized in SMPL format for physically consistent trajec-
tories. HABIT seamlessly integrates with CARLA’s Leader-
board, enabling automated scenario generation and rigor-
ous agent evaluation. Our safety metrics, including Abbre-
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viated Injury Scale (AIS) and False Positive Braking Rate
(FPBR), reveal critical failure modes in state-of-the-art AD
agents missed by prior evaluations. Evaluating three state-
of-the-art autonomous driving agents, InterFuser, Trans-
Fuser, and BEVDriver, demonstrates how HABIT exposes
planner weaknesses that remain hidden in scripted simula-
tions. Despite achieving close or equal to zero collisions
per kilometer on the CARLA Leaderboard, the autonomous
agents perform notably worse on HABIT, with up to 7.43
collisions/km and a 12.94% AIS 3+ injury risk, and they
brake unnecessarily in up to 33% of cases. All components
are publicly released to support reproducible, pedestrian-
aware AI research.

1. Introduction

Autonomous driving agents face their greatest test in en-
vironments by the unpredictable nature of human behav-
ior. Pedestrian dynamics, in particular, introduce a uniquely
complex challenge: their movements are rarely determin-
istic, instead being influenced by implicit social cues, en-
vironmental context, and their underlying intentions. De-
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spite significant advances in visual realism of simulation
platforms such as CARLA, LGSVL [2], AirSim [3], and
DeepDrive [4], most current benchmarks fail to capture the
full semantic and kinematic diversity of pedestrian behav-
ior. While tools such as Omniverse [5] offer extensions
for populating scenes with animated human actors and en-
abling basic scripted actions, they still lack support for
generating diverse, context-aware trajectories that are truly
grounded in real-world pedestrian dynamics. Instead, sim-
ulated agents are typically governed by simplistic, hand-
crafted state machines or deterministic scripts. This results
in highly predictable, semantically shallow interactions that
ultimately undermine the robustness and relevance of au-
tonomous driving evaluation pipelines. This behavioral gap
leads to models that overfit to synthetic priors, such as the
assumption that pedestrians will always cross linearly or
yield predictably. Consequently, these models exhibit poor
generalization when confronted with ambiguous, rare, or
socially nuanced behaviors in the real world. These lim-
itations are especially critical in safety-sensitive scenarios,
where accurate forecasting of human intent is essential. The
current narrow focus on binary collision metrics in evalua-
tions, which often overlooks the severity of impact, further
exacerbates this issue. Without clinically meaningful safety
measures, planners may overreact to low-risk encounters
while underestimate genuinely dangerous ones, thereby dis-
torting our assessment of system competence.

To bridge the behavioral gap in autonomous driving sim-
ulations, we need to embed realistic human motion at scale,
while ensuring both physical realism and contextual consis-
tency. Our solution, HABIT (Human Action Benchmark
for Interactive Traffic, see Figure 1), directly addresses
this need. HABIT is based on a novel pipeline that inte-
grates heterogeneous motion capture and video data into
the CARLA simulator, generating highly realistic pedes-
trian trajectories. From over 30,000 motion clips, we metic-
ulously curated 4,730 traffic-compatible sequences through
a process of semantic filtering and visual validation. Unlike
static motion clips, HABIT reconstructs temporally coher-
ent trajectories by fusing SMPL [6] pose sequences with
orientation-aligned global trajectory estimation. The result-
ing motions are smooth, physically grounded, and adaptable
to diverse urban environments, faithfully capturing complex
behaviors like jaywalking, non-yielding, and hesitant cross-
ing. This rich behavioral diversity is crucial for develop-
ing robust autonomous driving systems capable of gener-
alizing to real-world complexities. We validate HABIT’s
impact across critical perception, prediction, and planning
tasks using state-of-the-art models like YOLOv11-Pose [7],
Segment Anything Model (SAM) [8] and InterFuser [9].
Crucially, HABIT enables us to move beyond simple bi-
nary collision metrics by incorporating the Abbreviated In-
jury Scale (AIS) for a clinically grounded measure of injury

severity, allowing for more meaningful safety evaluations.
Our key contributions are threefold. First, we introduce

HABIT, the first CARLA-based benchmark that integrates
thousands of semantically curated, real-world pedestrian
motions with context-aware behavioral transitions. Our
benchmark includes 4,730 high-fidelity traffic-compatible
motions, further enhanced with randomized augmentations
to increase behavioral diversity. Second, we develop a
modular motion reconstruction pipeline that transforms het-
erogeneous motion sources, including motion capture and
video data, into smooth, physically plausible SMPL-based
trajectories. These are aligned globally for temporal co-
herence and integrated seamlessly into interactive driving
simulations. Third, we propose novel evaluation metrics to
assess model behavior beyond binary collision rates. We
introduce a false-positive braking metric, revealing con-
servative failure modes in state-of-the-art planners, and a
severity-aware collision assessment using the Abbreviated
Injury Scale (AIS), enabling clinically meaningful eval-
uations of driving risk. Using these metrics, we evalu-
ate InterFuser, TransFuser, and BEVDriver, showing that
HABIT reveals planner-specific weaknesses and safety-
conservatism trade-offs hidden in scripted benchmarks. We
release all our 30,000 retargeted pedestrian motions, along
with tools for motion processing, scenario generation, and
evaluation to support reproducible and scalable research.

2. Related Works
Pedestrian Realism in Simulation Environments High-
fidelity simulation is essential for autonomous driving de-
velopment and evaluation, yet a persistent reality gap re-
mains between simulated and real human behaviors. Here,
we use the term “high-fidelity” to denote simulations that
jointly optimize for appearance fidelity (photorealistic ren-
dering), motion fidelity (biomechanically and physically
consistent movements), and behavioral fidelity (context-
aware, semantically diverse interactions). Platforms like
CARLA [1], LGSVL [2], AirSim [3], and NVIDIA Om-
niverse (DRIVESim) [10] offer photorealistic environments
and sensor fidelity. However, they still rely heavily on rule-
based or deterministic pedestrian behaviors, resulting in se-
mantically shallow and predictable interactions. Although
they emphasize addressing both appearance and content
gaps, particularly in actor behavior generation, the focus has
predominantly been on vehicle traffic and sensor realism,
not pedestrian-driven dynamics [11]. Furthermore, Om-
niverse supports data-driven human motions using USD-
based animation blending, though its emphasis remains on
high-fidelity rendering rather than pedestrian-interactive be-
havior. Prior work on pedestrian realism, such as hier-
archical behavior models [12], remains sparse and rela-
tively immature. To our knowledge, no existing work inte-
grates real-world pedestrian motion data into a large-scale,
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Figure 2. Overview of the proposed motion data processing pipeline. The dotted box presents HABIT’S extensibility and scalability using
our video based motion extraction.

context-aware benchmark suitable for pedestrian-aware ap-
plications.

To enhance realism, generative and physics-based ap-
proaches are gaining traction. Wang et al. [13] introduced
PACER+, a reinforcement-learned humanoid controller that
follows a trajectory while reproducing motion styles and
gestures in a physically plausible manner. This enables di-
verse behaviors, e.g., evasive movement, turning, or gestur-
ing, grounded in both physics and scene context, however,
the work does not scale to large scale interactive 3D simu-
lation environment. Ramesh and Flohr [14] propose Walk-
the-Talk a text to motion framework driven by large lan-
guage models to generate semantically grounded pedestrian
motion sequences such as jaywalking, intoxicated pedestri-
ans for integration into a simulated environment. Other sys-
tems include the VRU Simulator [15], which is designed
to evaluate pedestrian and cyclist interactions with vehi-
cles, and GeoSim [16], which composites video snippets
of real pedestrians into synthetic scenes. These approaches
contribute behavioral diversity but often lack environmen-
tal grounding or integration into structured simulation and
evaluation environments at scale.

While these efforts mark significant progress toward re-
alistic human modeling, they remain limited in scalability,
contextual diversity, or evaluation integration.

Pedestrian-Aware Prediction and Planning Classic
models like the Social Force model [17] have been used
to simulate pedestrian movements in traffic; while inter-
pretable, these physics-based models require careful pa-
rameter tuning and struggle to capture the nuanced interac-
tions of real pedestrians. Current state of research empha-
sizes integrating pedestrian intent and interaction into plan-
ning. Möller et al. [18] combine social force-based motion

with risk-aware planning for navigating simulated crowded
scenes. Probabilistic approaches further enhance prediction
in simulation: Varga et al. [19] model latent intent using
Markov Decision Processes, while Dang et al. [20] apply
game theory to predict pedestrian actions at unsignalized
crossings. Occlusion-aware methods also improve safety
realism. Zhang et al. [21] use phantom agents based on map
semantics to simulate hidden pedestrians, enabling cautious
but efficient behavior. End-to-end approaches like Inter-
Fuser [9] have demonstrated strong performance and rank
among the top performers on the CARLA Leaderboard.

Existing methods in this field rely on simplified simula-
tion environments that fail to capture the complexity of real-
world pedestrian behavior. HABIT addresses this gap by
enabling realistic simulations in CARLA through semanti-
cally filtered motion-capture data, grounded trajectory re-
construction, and structured scenario generation.

3. Methodology

Figure 2 summarizes our pipeline. Motion data is pro-
cessed through one of two independent pathways. The pri-
mary path uses the AMASS datasets [22], where sequences
pass through the Raw pose processing and Vector extrac-
tion modules to obtain 3D joints, pose vectors, and veloci-
ties. These are integrated via the Trajectory Reconstruction
Module to reconstruct global root trajectories aligned with
local motion.

Additionally, pedestrian motions are extracted from
open-source videos. These are processed through a Video
Encoder to extract 2D keypoints, which are lifted to SMPL
format. Regardless of the source, using SMPLify [23] and
a temporal variant for videos, the keypoints are lifted to an
intermediate SMPL representation. The resulting SMPL se-
quences are sampled to match CARLA’s target animation
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frequency and passed to the Retargeting to CARLA module
for conversion into CARLA-compatible joint rotations. In
the following sections, we explain our pipeline in detail.

3.1. Dataset filtering and processing
We begin by collecting raw human motion data from a vari-
ety of heterogeneous motion capture datasets from AMASS
and open-source videos. These datasets capture a broad
range of everyday activities, not originally tailored for traf-
fic contexts, but offer diverse kinematics and pose informa-
tion crucial for realistic pedestrian simulation. The initial
motion pool contains approximately 30, 000 general human
activities with associated metadata including natural lan-
guage descriptions and temporal structure, sourced from the
HumanML3D motion-language dataset [24], and the Hu-
manSensing Lab [25] text-annotated dataset.

To adapt these general-purpose motions for autonomous
driving scenarios, we apply a two-stage filtering pipeline
designed to select behaviorally plausible pedestrian mo-
tions suitable for traffic environments. First, we process
the textual motion annotations from HumanML3D using the
spaCy en core web sm model, an industrial-strength nat-
ural language processing library, performing keyword fil-
tering for walking and movement-related terms. This step
reduces the dataset from 30, 000 motions to 5, 108 candi-
date motions appropriate for traffic contexts. The result-
ing semantically filtered set then undergoes a structured vi-
sual validation process, serving both as a human verification
step and as an additional filter to remove motions irrelevant
to traffic scenarios. The final curated set consists of 4730
filtered motions in our current installation of the HABIT
benchmark.

The resulting subset of filtered motions is then subjected
to a standardized pre-processing pipeline. We begin by ex-
tracting joint positions from the AMASS pose data using
a modified version of the raw pose processing technique
introduced in HumanML3D. In addition to standard pa-
rameters, we compute linear and angular velocities of the
root joint in a 6D rotation representation. These features
are down-sampled to ensure temporal consistency with all
the motions at 20Hz. Intermediate SMPL pose represen-
tations are then estimated using a pretrained SMPLify net-
work. Finally, the computed velocities are leveraged to re-
construct global root trajectories and orientations (see Sec-
tion Sec. 3.2), which are subsequently aligned with the
coarse SMPL poses derived from the joint data to yield con-
sistent full-body motion representations.

3.1.1. Motion from arbitrary videos
We designed a Video-to-CARLA pipeline inspired by re-
cent SMPL lifting pipelines such as WHAM [26]. Our
approach uses the ViTPose to detect 2D keypoints. The
2D keypoints are then uplifted into 3D SMPL poses us-
ing SMPLify. The global trajectory reconstruction algo-

rithm described in Sec. 3.2, is complemented with DROID-
SLAM[27] to use the estimated camera intrinsics to project
trajectories into global reference frame.

We process a diverse set of static-camera videos sourced
from YouTube [28], Pexels [29], and the HumanSensing
Lab dataset [25], which provides frame-wise textual anno-
tations. While the HABIT toolkit includes this processing
framework, our goal here is to demonstrate HABIT’s ex-
tensibility for creating novel benchmarks and cross-domain
applications.

From the HumanSensing Lab dataset, we select a sub-
set of 75 short, stationary pedestrian motions, however they
are not a part of HABIT benchmark as they are positioned
outside interaction range. These motions depict ambient
sidewalk traffic in small groups and do not involve vehi-
cle–pedestrian interactions. Importantly, these stationary
motions differ from HABIT’s idle motions: whose primary
purpose is to augment interactive sequences by extending
scenario duration and enriching context with naturalistic
gestures, and not just sidewalk traffic.

3.2. Trajectory Reconstruction
We reconstruct physically plausible global root trajectories
from local motion representations of the SMPL joints. Each
motion sequence consists of a per-frame 6D root orientation
vector rt ∈ R6 and a root-relative translational velocity vec-
tor vt ∈ R3.

The 6D root orientation vectors are converted into valid
rotation matrices Rt ∈ SO(3), the special orthogonal group
of 3D rotations, through a continuous 6D-to-rotation matrix
projection [30]. This step ensures smooth, gimbal-free ori-
entation over time and forms the basis for global motion
integration.

To recover the global root trajectory, we rotate each local
velocity vector into the world frame:

vworld
t = Rt · vt (1)

and compute the global translation at time t via cumulative
integration:

Tt = T0 +

t∑
τ=1

vworld
τ (2)

where T0 ∈ R3 is the initial root position, typically
set to the origin. This velocity-aligned trajectory recon-
struction synchronizes global translation with local orien-
tation at each timestep, enforcing temporal consistency by
integrating motion along the pedestrian’s forward direction
rather than using frame-wise deltas (see Figure 3). It ef-
fectively reduces common SMPL artifacts such as abrupt
heading changes, foot sliding, and inconsistent velocities,
resulting in stable, realistic trajectories well-suited for sim-
ulation frameworks like CARLA.

7151



Figure 3. Global root rotation over time: original (solid) vs. re-
constructed (dashed).

3.3. SMPL-to-CARLA Motion Retargeting
SMPL provides human pose sequences as axis-angle repre-
sentations θ ∈ RT×J×3, defined per joint in a right-handed
coordinate system. In contrast, CARLA, based on Unreal
Engine [31], employs a left-handed convention and supports
only local joint rotations as Euler angles relative to a prede-
fined skeletal rest pose. Notably, CARLA’s rest pose is nei-
ther a standard T-pose nor an A-pose, but rather a deformed
body configuration, as illustrated in Figure 4. To reconcile
these discrepancies, we design a motion retargeting pipeline
that maps SMPL poses into CARLA-compatible Euler joint
rotations ϕ ∈ RT×J×3.

(a) SMPL zero pose (b) CARLA zero pose

Figure 4. Canonical poses of SMPL [32] and CARLA skele-
tons [33]. Note the difference in joint definitions, and limb angles

Each SMPL joint rotation vector ωt,j ∈ R3 is first con-
verted to a rotation matrix Rt,j ∈ SO(3) via the exponential
map:

Rt,j = exp (ω̂t,j) , (3)

where ω̂ denotes the skew-symmetric matrix and the expo-
nential map exp(ω̂) yields a valid 3D rotation.

To adapt SMPL’s right-handed rotations into CARLA’s
left-handed frame, we apply a global coordinate transfor-
mation C ∈ SO(3):

RCARLA
t,j = CRt,jC

−1, (4)

where C is constructed to flip the forward and up axes to
align with CARLA’s coordinate basis.

As CARLA defines a custom skeleton, we map joints
based on most suitable closest match and certain SMPL

joints must be merged to cater to the simplified representa-
tion in CARLA. For example, CARLA’s Spine1 is com-
puted from the chained rotations of SMPL’s Spine2 and
Spine3:

RCARLA
t,Spine1 = RCARLA

t,Spine2 ·RCARLA
t,Spine3. (5)

CARLA expects local joint rotations expressed relative
to deformed zero pose, which we offset using a pre-defined
standard T pose offsets for the CARLA skeleton, creating a
new reference T pose for CARLA skeleton, Rref

j ∈ SO(3).
We compute the motion-relative joint rotation ∆Rt,j via:

∆Rt,j =
(
Rref

j

)−1
RCARLA

t,j Rref
j , (6)

centering rotations around the reference pose. The final Eu-
ler joint angles are extracted using the intrinsic XYZ con-
vention:

ϕt,j = EulerXYZ(∆Rt,j), (7)

yielding ϕ ∈ RT×J×3 suitable for direct animation in
CARLA.

4. HABIT Benchmark
The curated set of 4, 730 motion sequences obtained by
our two-stage filtering pipeline is additionally annotated
for structured scenario generation and benchmarking, re-
taining original natural language descriptions and unique
identifiers. High-level behavior categories (e.g., walking,
running, standing, falling) are inferred via NLP clustering,
enabling reproducible behavior conditioning and semantic
role assignment in simulation.

The current release of the HABIT benchmark comprises
110 routes under 12 distinct weather conditions, with each
scenario populated by 30 vehicles, 20 behaviorally diverse
pedestrians, and 10 ambient pedestrians serving as mean-
ingful and also background traffic.

Figure 5. Overview of the HABIT benchmark pipeline where re-
targeted motions are placed and controlled into CARLA scenes.
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4.1. Simulation Scenario Generation
To evaluate autonomous agents under realistic human mo-
tion, we integrate the curated pedestrian dataset into inter-
active scenarios within the CARLA simulator (Figure 5).
Each scenario features an ego vehicle navigating urban
routes and encountering pedestrians exhibiting one of three
behavior categories: not crossing, attempting to cross, or
crossing. These categories are determined by forward dis-
placement thresholds to preserve behavioral intent. The sce-
nario generation pipeline defines agent placement, motion
assignment, and interaction triggers for structured yet di-
verse evaluations within the CARLA Leaderboard.

4.1.1. Agent Configuration and Interaction Logic
Each simulation scenario consists of a single ego vehicle
following a predefined route, controlled by CARLA’s au-
topilot or external planners, and a fixed number of pedes-
trian agents. Background traffic behavior is governed by
CARLA’s ScenarioRunner module.

Pedestrians are pre-spawned at semantically appropriate
locations such as sidewalks and curbs. Spawn points are
randomly selected from CARLA’s static sidewalk meshes
within a bounded region around the ego route, ensuring
pedestrian-viable placements through semantic tagging.

Initially, pedestrian agents exhibit idle, low-
displacement motions (e.g., gesturing, scanning, subtle
posture shifts), enhancing realism while ensuring scene
stability. Behavior transitions to dynamic goal-oriented ac-
tions (e.g., crossing, attempting to cross) occur based on the
ego vehicle’s proximity and orientation or scenario-level
triggers compatible with CARLA Leaderboard specifica-
tions. To maintain visual continuity, transitions employ
short blending sequences interpolating between the initial
idle pose and the dynamic motion start pose.

Pedestrian trajectories are continuously monitored for
potential collisions with static objects (e.g., walls, parked
vehicles) using bounding-box intersection checks. Pre-
dicted collisions prompt real-time trajectory rerouting to
preserve locomotion and intent. Dynamic collisions with
moving vehicles are permitted and logged to assess safety-
critical scenarios. This selective collision logic maintains
environmental realism and consistency for planner evalua-
tion.

4.2. Evaluation Metrics
Our benchmark integrates all official evaluation metrics
from the CARLA Leaderboard, along with two additional
metrics designed to assess the behavioral and safety impli-
cations of pedestrian-agent interactions.

Injury Severity (AIS 3+): To provide a more informative
assessment than binary collision counts, we incorporate a
clinically grounded injury severity metric based on the Ab-
breviated Injury Scale (AIS) [34]. Specifically, we estimate

the probability of a serious injury (MAIS 3+, i.e., AIS level
3 or higher) using a logistic regression model from Yanagi-
sawa et al. [35], which relates injury risk to pedestrian im-
pact speed v (in m/s):

PMAIS 3+(v) =
1

1 + exp(3.164− 0.288v)
(8)

False Positive Braking Rate (FPBR): We propose FPBR
as a metric to quantify overcautious behavior in planners
that incorporate pedestrian trajectory forecasting. FPBR is
defined as the ratio of braking events that occur without an
actual pedestrian crossing to the total number of braking
events. This metric specifically targets systems like Inter-
Fuser [9] and PlanT [36], where the planner uses predicted
pedestrian trajectories to assess collision risk and trigger
braking. FPBR highlights unnecessary slowdowns caused
by inaccurate or overly conservative forecasts.

Together, these metrics offer a multi-faceted evalua-
tion, capturing both classical performance metrics and finer-
grained behavioral sensitivity to complex pedestrian mo-
tion.

4.3. Dataset Statistics

Figure 6. Distribution of motion tags by behavior category.

The final benchmark includes 4,730 curated motion se-
quences, representing a diverse and balanced range of core
pedestrian behaviors. To ensure comprehensive cover-
age, these behaviors are grouped into three broad classes,
with NLP-derived behavioral tags proportionally distributed
across them. Figure 6 visualizes this distribution, providing
a clear overview of the dataset’s behavioral diversity.

To characterize the dataset, we compute mean repre-
sentative motions for each of the three main behavior cat-
egories. These averaged trajectories capture prototypical
pedestrian dynamics and are visualized in Figure 7, high-
lighting distinct patterns and variability, especially among
crossing behaviors.

5. Experiments
To demonstrate the realism and utility of the HABIT bench-
mark, we conduct comprehensive evaluations on driving
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Figure 7. Trajectory statistics (mean, variance) by behavior class:
Not Crossing, Attempting, Crossing.

models. Our goal is to analyze the impact of diverse, seman-
tically grounded pedestrian behavior on planning robust-
ness and prediction accuracy of autonomous agents. Prior
to HABIT, such evaluations were either infeasible or un-
informative on synthetic pedestrian data due to its limited
behavioral diversity and visual domain gap. By scaling up
realism in the CARLA simulator, HABIT bridges this gap,
enabling meaningful benchmarking of pedestrian-aware au-
tonomy under conditions that better reflect the complexities
of the real world.

5.1. Prediction and Planning on HABIT
We evaluate three recent end-to-end autonomous driving
agents on HABIT’s semantically diverse pedestrian behav-
iors. Specifically, we include InterFuser [9], a transformer-
based model that integrates perception, prediction, and
planning; TransFuser [37], a transformer-based fusion ar-
chitecture that jointly reasons over camera and LiDAR in-
puts; and BEVDriver [38], which leverages latent bird’s-
eye-view representations together with large language mod-
els (LLMs) for trajectory planning. For the latter, we adopt
the route-to-language module introduced in the LangAuto
benchmark [39], which encodes navigation waypoints into
natural language form to condition planning. This evalua-
tion enables a systematic comparison of how these agents
generalize to richer and more ambiguous pedestrian mo-
tions than those found in scripted benchmark scenarios.

Model Collisions/km ↓ pMAIS3+ (%) ↓ FPBR ↓ ADE ↓
InterFuser 5.24 10.96 0.33 1.64
TransFuser 7.43 12.94 0.12 1.87
BEVDriver 7.19 12.35 - -

Table 1. Performance of three end-to-end planners on HABIT
Benchmark. Metrics: safety (collisions/km, pMAIS3+), conser-
vatism (FPBR), and pedestrian prediction (ADE). Lower is better;
higher pMAIS3+ = more severe injuries.

Results in Table 1 highlight that HABIT reveals planner-
specific weaknesses that remain invisible in scripted bench-
marks. Most notably, InterFuser, despite achieving zero col-
lisions/km on the CARLA Leaderboard, records 5.24 col-
lisions/km and a 10.96% injury risk under HABIT. This
sharp degradation underscores a critical limitation: its plan-
ner and controller, trained on rule-based pedestrians, adopt
an overly conservative braking strategy (high FPBR of 0.33)
yet still fails to anticipate diverse pedestrian motions, re-
sulting in frequent collisions. In contrast, TransFuser dis-
plays the opposite tendency, with fewer unnecessary brak-
ing events (low FPBR of 0.12) but correspondingly higher
collision frequency and prediction error, indicating underre-
active planning. BEVDriver achieves safety scores compa-
rable to TransFuser but lacks pedestrian intent forecasting,
making FPBR and ADE evaluation inapplicable.

Taken together, these findings demonstrate that HABIT
systematically stresses planning agents with realistic pedes-
trian behavior, surfacing trade-offs between safety and con-
servatism. In particular, the large performance drop of In-
terFuser emphasizes the need for benchmarks like HABIT
to expose hidden biases and generalization failures in state-
of-the-art driving agents.

5.2. Ablation studies
To isolate the effects of specific pedestrian behaviors, we
evaluate InterFuser on two HABIT variants: (i) HABIT-
Idle, where all pedestrians remain idle with no crossing in-
tent, and (ii) HABIT-Left, where pedestrians exclusively
originate from the left side and attempt rightward crossings.

Condition Collisions/km ↓ pMAIS3+ (%) ↓ FPBR ↓ ADE ↓
HABIT-Idle 0.16 8.40 0.639 1.84
HABIT-Left 8.35 12.19 0.09 2.19

Table 2. InterFuser ablation: On HABIT-Idle, overly conservative
behavior raises FPBR; on HABIT-Left, performance drops due to
right-to-left bias from data imbalance.

Results in Table 2 show two complementary failure
modes. Under HABIT-Idle, InterFuser records almost no
collisions but a sharp increase in FPBR (0.639). This re-
flects an overcautious policy: the agent frequently brakes
in response to idle pedestrians, misinterpreting their pres-
ence as crossing intent. In effect, the model treats standing
humans as latent threats, revealing its reliance on detection
cues without robust intent reasoning. Figure 8 illustrates
this tendency, where the vehicle remains stopped for 12 sec-
onds despite the pedestrian showing no crossing intent.

In contrast, HABIT-Left exposes a strong directional
bias. As illustrated in Figure 9, InterFuser consistently fore-
casts right-to-left motion even when pedestrians cross from
left to right. This misprediction, caused by data imbalance
in its training distribution, leads to underreaction and late
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Figure 8. False Positive Braking over Time. Front-view frames
(T0, T6, T12, in seconds) show overcautious stopping regardless of
the pedestrian pose: vehicle halts for a stationary pedestrian and
resumes after 12 s.

braking. Quantitatively, this results in 8.35 collisions/km
and a pMAIS3+ rate of 12.19%, alongside degraded pre-
diction accuracy (ADE = 2.19). The low FPBR in this case
indicates that the agent rarely brakes preemptively, further
compounding safety risks.

T₁'

T₁

T₂'

T₂

T₀

T₀

Figure 9. Directional prediction bias (qualitative). Top: front
camera input with ground truth pedestrian trajectory (green) mov-
ing to the right (T0–T2, in seconds). Bottom: predicted BEV
maps over time; model incorrectly predicts left, showing direc-
tional bias.

Together, these ablations clarify why the performance
degrades on the full HABIT benchmark (see Table 1): Inter-
Fuser oscillates between excessive caution in idle scenarios
and unsafe underreaction when confronted with rare but re-
alistic crossing behaviors. Our ablation results highlight the
need for behaviorally diverse benchmarks to uncover plan-
ner biases that remain invisible in rule-based environments.

6. Discussion
Our experiments show that HABIT substantially advances
the realism and diagnostic depth of pedestrian-aware bench-
marks for autonomous driving. For prediction and plan-
ning, HABIT revealed critical shortcomings in state-of-the-
art models. Interfuser, despite strong performance on the
CARLA Leaderboard, struggled with HABIT’s semanti-
cally rich scenarios, especially in anticipating crossing in-
tents from uncommon spatial contexts. These failures, re-
flected in elevated collision rates, displacement errors, and
MAIS 3+ injury risks, underscore the limitations of train-
ing on rule-based or scripted pedestrian behaviors. Trans-

Fuser faced similar difficulties, reacting less conservatively
but with higher collision frequency and less accurate trajec-
tory forecasts. BEVDriver performed comparably in safety
terms but lacked explicit pedestrian forecasting, limiting its
ability to capture fine-grained behavioral intent.

HABIT also enables fine-grained analysis of model
weaknesses through controlled ablations. In idle-pedestrian
scenarios, agents exhibited overcautious braking, while left-
origin crossings exposed strong directional biases and sys-
tematic mispredictions. Together, these analyses show that
HABIT surfaces subtle but safety-critical planner failures,
highlighting trade-offs between conservatism and respon-
siveness. Its structured behavioral diversity ensures that
planners are tested against realistic, unpredictable pedes-
trian interactions, rather than oversimplified patterns.

Despite this progress, challenges remain. Grounded
motion extraction from arbitrary, moving-camera video
sources is still difficult, requiring improved reconstruction
techniques to maintain spatial accuracy. Additionally, tra-
ditional augmentation introduces redundant behaviors; fu-
ture work could employ generative models to create richer
intra-trajectory and pose variations [14]. Lastly, pedes-
trian spawning in simulation can be made more realistic
by learning placement strategies from real-world data, en-
abling context-aware agent initialization. Addressing these
areas will further enhance HABIT’s scalability and realism
for autonomous system evaluation.

7. Conclusion and future work

In this work, we introduced HABIT (Human Action Bench-
mark for Interactive Traffic), a high-fidelity simulation
benchmark designed to address the critical limitations of
current autonomous driving (AD) simulations in repre-
senting realistic human behavior. HABIT integrates real-
world pedestrian motions into CARLA, offering a rigorous
and realistic platform for evaluating pedestrian-aware au-
tonomous driving systems. Our evaluations revealed that
while modern end-to-end planning methods can achieve
zero collisions per kilometer on the CARLA Leaderboard,
they incur up to 7.43 collisions/km and a 12.94% AIS 3+ in-
jury risk on HABIT, and unnecessarily brake in 33% of the
cases. These findings highlight HABIT’s ability to uncover
critical failure modes and blind spots in pedestrian-aware
autonomy that were missed by prior evaluations. Beyond
AD, HABIT’s pipeline offers a versatile solution for real-
istic human motion simulation, supporting embodied learn-
ing and enhancing human-agent interaction in robotics. To
foster open research and reproducibility, the HABIT bench-
mark and its entire simulation pipeline are publicly released.
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