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Abstract

We propose a system that generates positive ski coaching
by comparing foot-pressure sequences from insole sensors.
Coaching plays an important role in sports learning, and
positive feedback is known to increase confidence and sup-
port skill acquisition. Existing coaching systems prioritize
error identification and corrective feedback, often overlook-
ing the importance of positive feedback. Our approach uses
pairs of pre- and post-improvement movements from an ex-
isting coaching dataset and converts the associated cor-
rective feedback into positive feedback to construct a new
dataset. We then generate positive coaching from two in-
put foot-pressure sequences. Experimental results demon-
strated that the reference-based model outperformed exist-
ing approaches in generating both corrective and positive
feedback.

1. Introduction
Effective coaching helps learners identify performance is-
sues and supports efficient practice in sports [22]. How-
ever, coaching resources are limited. Learners often rely
on self-observation through mirrors or videos, or they refer-
ence professional athletes’ recordings to understand how to
improve their skills. These self-directed approaches require
learners to extract actionable issues from a large amount of
motion information, which is especially difficult for novices
who lack domain knowledge.

To address these limitations, prior work has explored
rule-based coaching generation for activities such as fit-
ness [53] and swimming [38]. In many sports, however,
motion quality is not the goal itself. Multiple movement
strategies can lead to good performance. In alpine skiing,
for example, coaches recognize that athletes can achieve
fast times through different high-level techniques. Because
of this diversity, identifying the most relevant differences
between an athlete and an expert is difficult, which makes
rule definition challenging. Recent approaches address this
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Figure 1. Overview of our coaching generation approach using
paired foot-pressure data. We utilize the complementary nature of
corrective and positive feedback to synthesize a new dataset for
model training.

issue by leveraging the reasoning capabilities of large lan-
guage models and generating coaching directly from pairs
of motions and coaching text [2, 52]. These methods do
not require predefined rules and are expected to produce
context-aware feedback. However, prior work has focused
on extracting corrective elements and proposing improve-
ments. Exploration of positive feedback has been limited,
despite its known benefits. Positive Feedback enhances per-
ceived competence and self-efficacy [4], increases satisfac-
tion with one’s performance, and strengthens intrinsic mo-
tivation [7]. Identifying what is going well and confirm-
ing future potential is essential for optimal performance and
learning.

Generating positive feedback requires detecting mean-
ingful change through comparison of past and current
performance. We therefore propose a coaching genera-
tion method that uses Multimodal Large Language Model
(MLLM) to process two input data samples and produce
coaching that includes positive feedback. An overview
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of the proposed pair-based coaching generation framework
is shown in Figure 1. Existing coaching datasets mainly
consist of corrective Feedback and contain limited posi-
tive feedback. In this work, we observe that improvement
points identified by comparing a user’s past motion with
their current motion can be reframed as the user’s strengths.
Using this idea, our method constructs coaching for data
pairs from an existing dataset and synthesizes positive feed-
back by applying a reversal process to the MLLM’s outputs.
This pair-based coaching formulation can be applied both
to comparing past and current performance and to compar-
ing the current motion with a reference expert motion. As
a result, the system can extract both positive feedback and
corrective feedback.

We focus on alpine skiing as the target domain. Existing
generation methods rely on externally captured information
such as cameras or motion capture, which limits their appli-
cability to dynamic outdoor sports like skiing. To address
this issue, we generate coaching from foot pressure data.
Prior work suggests that foot pressure effectively captures
the relationship between the skis and the body and supports
skill classification [3, 15]. Foot pressure sensors are easy to
wear outdoors and are well suited for outdoor sports.

Using the trained model, we built a real-time coaching
system that provides positive feedback to the user. Through
ablation studies, we show that foot pressure based coaching
achieves performance comparable to pose based coaching.
We also show that pair-based coaching generation produces
more accurate feedback compared with single-sample gen-
eration.

We summarize our main contributions as follows:
• Construction of a synthetic positive feedback dataset us-

ing an existing corrective feedback oriented dataset.
• A coaching generation model that takes a pair of foot

pressure data as input.
• An evaluation of the proposed coaching generation

model, and the design of a real-time audio-based ski
training application.

2. RelatedWork

2.1. Ski Training Systems
Ski training systems have been developed to address the dif-
ficulty of monitoring and correcting posture during alpine
skiing. Alpine skiing is a popular winter sport in which
athletes race down a course marked with gates. Because
it involves large movements across the slope, skiers cannot
easily check their posture using mirrors or recorded videos.
As a result, individual training often relies on indirect cues
such as lap times or subjective sensations.

Indoor ski simulators provide a stable training environ-
ment regardless of season or weather, and a variety of sys-
tems and feedback methods have been proposed [1, 16, 26,

32, 45, 46]. However, these systems depend on external
video or motion capture, which limits their applicability in
real outdoor settings.

To support training in real environments, prior work
has used sensors to measure performance and deliver feed-
back [14, 27], as well as AR-based information presenta-
tion [8, 11, 30, 31]. These systems focus on partial aspects
such as spinal posture [27] or center of mass [14]. They
do not present full-body movement differences or provide
coaching that suggests how to correct them.

To address these limitations, this study proposes a coach-
ing generation method that uses only insole sensors, which
are practical for on-snow training. Our system extracts
coaching-relevant information solely from foot pressure and
provides feedback without relying on external cameras.

2.2. Coaching Feedback for Skill Acquisition
Coaching helps learners identify problems and acquire new
insights, which supports efficient practice. However, coach-
ing resources provided by experts are limited. As a result,
many systems have been developed to assist coaching or
provide coaching in situations where an expert is not avail-
able. Early studies introduced rule-based coaching systems
that relied on predefined templates for swimming [38], run-
ning [40], and fitness training [53]. These systems estab-
lished basic motion analysis functions, but they lacked con-
textual understanding and dynamic reasoning.

To overcome the limitations of rule-based approaches,
recent work has used the dialogue and reasoning capabil-
ities of large language models (LLM) to support sports
coaching [25, 41]. Other studies have integrated posture
or video as inputs to language models and applied fine-
tuning to generate coaching [2, 24, 39]. ExpertAF [2]
constructed pairs of attempts that included a performed
trial and a reference trial from Ego-Exo4D [13] and gen-
erated coaching from posture and video using an MLLM.
CoachMe [52] generated coaching by focusing on posture
differences. These methods do not rely on predefined rules.
They generate coaching implicitly from collected datasets.

Despite these advances, prior systems have focused on
corrective feedback that explains how users should mod-
ify their performance with respect to a reference move-
ment, while positive feedback that evaluates good perfor-
mance has not been sufficiently explored. Positive Feed-
back increases perceived competence and self-efficacy [4],
enhances satisfaction with performance, and improves in-
trinsic motivation [7]. Although identifying errors is impor-
tant, confidence that one is performing well and can con-
tinue to improve is also essential for optimal performance
and learning. Furthermore, existing systems rely on pos-
ture or video captured externally, and their use in real en-
vironments requires cameras or support from others, which
makes it difficult to apply these systems to outdoor sports
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that involve wide movement.
In response to these issues, this study trains a model that

generates positive feedback from a pair of foot pressure sig-
nals taken from a user and a reference. We also present a
method for constructing a training dataset by synthesizing
positive feedback from existing datasets that primarily con-
tain corrective feedback.

2.3. Use of Foot Pressure in Sports
Foot pressure captures information related to the center of
mass and ground reaction forces and provides a rich repre-
sentation of human movement. Differences in weight trans-
fer patterns between experts and novice or intermediate ath-
letes have been observed in many sports [12, 28, 29, 37].
Foot pressure has been used in fitness [9, 10], walking [18],
running [33], and skiing [34], and several studies have pro-
posed methods that predict movements in sports and ev-
eryday exercise from insole sensor data [48]. Compared
to IMU-based pose estimation methods, insole sensors are
easier to handle and do not interfere with movement. This
characteristic is particularly valuable in sports contexts.

In skiing, prior work has highlighted the importance of
center-of-mass control and demonstrated that foot pressure
is useful for skill classification [3, 15]. Foot pressure effi-
ciently captures the condition of the skis and the relative po-
sition and interaction between the skier and the skis. Some
skiing datasets have begun to include foot pressure in addi-
tion to posture [15, 47]. For example, SkiTechCoach [15]
provides foot pressure, posture, video, and corresponding
coaching data from athletes.

Building on these insights, this study aims to integrate
foot pressure with a LLM to develop a ski coaching system
that can be used outdoors. Our approach encodes foot pres-
sure and connects it to a language model. We also explore
the potential applications of this integration.

3. Method
This study proposes a framework to generate positive feed-
back for alpine skiing using insole pressure data. Our ap-
proach consists of two key components: constructing a
dataset that enables positive reinforcement and training a
model that leverages the reasoning capabilities of a Large
Language Model (LLM) to interpret foot pressure signals.
To overcome the lack of positive examples in existing re-
sources, we introduce a strategy to synthesize positive feed-
back by logically reversing corrective advice. The follow-
ing subsections detail the dataset construction process and
the model architecture.

3.1. Forming the Positive Feedback Dataset
We construct a dataset containing positive feedback by ex-
tending SkiTechCoach [15] through the pipeline shown in
Figure 2. Since standard datasets focus on error correction,

our core strategy involves identifying “before and after” im-
provement pairs and reversing the semantic meaning of the
corrective feedback. First, we use an LLM to assign body-
region labels to samples and identify pairs of incorrect and
correct executions, applying pairing strategies from pose-
based coaching [2, 52] to foot pressure data. Next, we for-
mat the coaching text based on error transitions within these
pairs. Finally, we synthesize positive feedback by reversing
the corrective advice.

3.1.1. Completion and Filtering of Coaching Data
To enhance the quality of the SkiTechCoach dataset, we re-
fine coaching text using drawing annotations and filter in-
stances based on timestamps, as illustrated in the left part of
Figure 2. The original coaching text is transcribed via auto-
matic speech recognition and contains fillers, disfluencies,
and deictic expressions that rely on visual references. To
address these issues, we employ a Vision-Language Model
(VLM) to integrate visual information from drawing an-
notations and reconstruct text that faithfully reflects the
coach’s intent.

The text completion process consists of two stages: spa-
tial grounding of annotations and VLM-based refinement.
In the first stage, we associate each drawing annotation with
the nearest body part. We extract joint coordinates from the
dataset images using MediaPipe [23] and identify which of
the eight key joints (feet, knees, hips, shoulders, and head)
is closest to the starting point of the drawing stroke.

In the second stage, we complete the coaching expres-
sions using a VLM. We generate a composite image by
restoring the drawing strokes onto the background and in-
put this image, the body-part labels from the previous step,
and the original text into the model. We utilize Qwen2.5-
VL-72B-Instruct [5] to generate context-aware coaching in-
structions by processing these multimodal inputs.

Finally, we address context dependencies where isolated
coaching segments lack semantic completeness. We iden-
tify these dependencies by filtering based on video frame
timestamps and using an LLM to detect coaching that ref-
erences surrounding context. For such instances, we con-
catenate the segment with adjacent text to resolve the refer-
ences, a strategy we applied only where necessary as con-
firmed by manual inspection.

3.1.2. Labeling of Body Regions
The coaching in the dataset does not include positive or neg-
ative labels and does not explicitly indicate the body regions
to which each statement refers. As a preprocessing step, we
therefore extract mentions related to movement improve-
ment from the coaching text and annotate the correspond-
ing body regions. Following prior work [2], we use a LLM
to extract these elements, using Qwen2.5-72B-Instruct [42].
From each coaching description T , we obtain body-region
labels ci ∈ {0, 1, 2}, where the three values represent no
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Figure 2. Procedure for constructing the positive feedback training dataset. We first refine the coaching texts in SkiTechCoach using
drawing annotations to obtain intention-aligned descriptions (left). Next, we label the referenced body parts with an LLM and perform pair
selection and temporal alignment based on sensor similarity, then extract improvement examples for each trial (center). Finally, we extract
corrective feedback from changes in body-part labels and synthesize positive feedback by reversing their meanings (right).

mention, correct execution, and the need for improvement.
Based on preliminary interviews with an experienced ski
coach and an analysis of the coaching dataset, we define
five key aspects in ski coaching: inner ski, outer ski, hip,
shoulder, and weight distribution.

3.1.3. Pairing Incorrect and Correct Demonstrations

We identify pairs of incorrect and correct demonstrations
in the dataset and construct foot pressure pairs for model
training. We first narrow candidate pairs C by using turn
speed, experience level, and body-region labels. We then
select the most suitable demonstration by comparing IMU
similarity.

Turn speed is determined by the speed categories as-
signed during data collection. The dataset includes four
categories, 60 km/h, 80 km/h, 90 km/h, and 100 km/h, and
we search for candidate pairs within the same speed cate-
gory. For experience level, we use FIS points. FIS points
are an official metric published by the International Ski and
Snowboard Federation based on race results, and they are
included in SkiTechCoach as annotation. Lower FIS points
indicate better performance. We classify experience into
four categories: below 50, 50 to 100, 100 or higher, and no
points. Correct demonstrations are chosen only from higher
experience categories. Body-region labels are used to select
pairs in which at least one body-region label indicates im-
provement. For foot pressure data S1, S2 ∈ S , with speed
categories sp(S1) and sp(S2) and experience levels lv(S1)
and lv(S2), candidate coaching pairs C are defined as fol-
lows:{

(S1, T,S2) | S1,S2 ∈ S, ∃j s.t. cj1 = 2, cj2 = 1,

sp(S1) = sp(S2), lv(S1) > lv(S2)
}

We then refine the candidates by using IMU similarity.
During data collection, coaches could stop the video at any
time to provide coaching, so the labels alone do not indicate
which part of the turn the coaching refers to. To determine
which of the two coaching instances corresponds to the im-
proved demonstration, we compute similarity and perform
temporal alignment.

For each candidate in C, we compare the IMU data con-
tained in the two foot pressure sequences and compute sim-
ilarity using Mean Square Error (MSE). Let t1 and t2 be
the timestamps of the coaching for the two sequences. We
first choose a fixed window around t1, ta1 < t1 < tb1. We
then search for the corresponding window [ta2 , t

b
2] in S2 that

minimizes the MSE with the window from S1:

[ta2 , t
b
2] = argmin

[ti2,t
j
2]∈S2

MSE
(
S1[ta1 , t

b
1],S2[ti2, t

j
2]
)

s.t.
∣∣∣tj2 − ti2

∣∣∣ =
∣∣tb1 − ta1

∣∣
Finally, from the coaching candidates in C that satisfy

the label conditions, we select the top three pairs with the
smallest MSE and treat them as paired demonstrations.

3.1.4. Error-Based Coaching Extraction
To ensure that the generated coaching reflects the differ-
ences between the paired demonstrations, we extract coach-
ing that focuses on body regions whose labels indicate im-
provement. The original coaching in the dataset contains
not only comments about improvements and strengths but
also fillers and disfluencies. We therefore extract the points
that need improvement and the corresponding correction
strategies to obtain actionable coaching T ′.

Specifically, we compare the body-region labels of the
two demonstrations and use an LLM to extract only the
coaching related to regions where improvement is observed
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(cj1 = 2, cj2 = 1). This process yields a dataset (S1, T
′, S2)

that consists of a pair of foot pressure signals and coaching
that describes the improved aspects.

3.1.5. Synthesis of Positive Feedback
We generate a positive feedback dataset by reversing the
structure of the constructed coaching tuple (S1, T

′, S2).
The goal is to obtain positive feedback in the same quan-
tity as the existing corrective feedback data. Conventional
coaching datasets primarily focus on identifying errors and,
therefore, include limited positive feedback. Corrective
Feedback is obtained by comparing a poor motion S1 with
a better motion S2. When this comparison is interpreted
from the perspective of the better motion, the same infor-
mation represents points of improvement that have already
been achieved. This corresponds to positive feedback.

Based on this idea, we synthesize positive feedback by
swapping the insole data (S1, S2) and treating the original
corrective feedback T ′ as descriptions of improved points.
Using an LLM, we rewrite these descriptions to form posi-
tive feedback, resulting in a dataset (S2, T̄ ′, S1).

3.2. Synthetic Insole Explain Dataset
Coaching requires the integration of sports knowledge with
an understanding of body motion, and this process involves
complex reasoning. Although the collected dataset allows
explanations across a wide range of skill levels, its size re-
mains limited. To support the learning of relationships be-
tween foot pressure and natural language, we construct a
dataset that explains foot pressure using text. In coaching,
subtle differences within the same type of motion must be
expressed in natural language, yet no existing dataset pro-
vides detailed motion descriptions for a specific sport. We
therefore combine rule-based processing with an LLM to
synthesize foot pressure explanation text.

The foot pressure explanation consists of posture de-
scriptions and foot pressure descriptions. The SkiTech-
Coach dataset contains synchronized posture data, which
allows posture-based explanations of foot pressure. Pos-
ture descriptions are generated using MotionScript [51],
which describes motions with rule-based templates. How-
ever, MotionScript provides general explanations and can-
not fully capture the fine-grained distinctions needed in
coaching. Based on trends observed in the collected coach-
ing data, we introduce three additional rules: the lateral an-
gle of the spine, the angle between the outer ski and the
ground during a turn, and the rotational angle of the hip rel-
ative to the downhill direction.

Foot pressure descriptions, on the other hand, provide
direct explanations of insole sensor readings. In addition
to the pressure distribution measured by the sensor, we de-
scribe the center of pressure and total pressure obtained
through Moticon’s analysis using rule-based templates. Fi-
nally, we summarize the generated posture and foot pressure

Frozen

Sole Text

Fine-tune

Large Language Model  (LoRA     )

Coaching

You are a 
professional 
coach. ....

Text

VQ-VAE VQ-VAE

Projector Projector

Sole1 Sole2

YX

Z

YX

Z

Foot Pressure & IMU

Figure 3. Architecture of the coaching generation model based
on pairs of foot pressure data. The model encodes foot pressure
and IMU data and integrates them with text tokens to generate
coaching.

descriptions with Qwen2.5-72B-Instruct [42] to produce the
foot pressure explanation text.

3.3. Positive Coaching Generation
To generate feedback by comparing a past demonstration
with a current one, we train a MLLM that accepts pairs of
foot pressure data as input. Foot pressure is encoded with a
VQ-VAE and projected into the text space.

3.3.1. Architecture
We describe the architecture that encodes two foot pressure
sequences S1 and S2 and prompt text, and integrates them
with a LLM. Figure 3 shows an overview of the coaching
generation model. The model consists of an encoder and
projector that process foot pressure and IMU data from the
insole sensor, together with a backbone LLM.

For the sole encoder, we use a vector quantized vari-
ational autoencoder (VQ-VAE) [43]. Foot pressure is
recorded at 50 FPS with 16 pressure channels and a 6DoF
IMU sensor for each foot. We use 3 seconds of data, con-
sisting of 1.5 seconds before and after the coaching times-
tamp, which provides a total of 44 channels from both feet.
To capture the fine grained differences in the insole data, we
do not use the discrete tokens output by the VQ-VAE. In-
stead, we map the latent vectors directly into the text latent
space with a projector composed of an MLP. This approach
follows prior work that inputs visual representations into
language models through projection layers [19, 21], and it
has also been applied to pose tokens for coaching genera-
tion [2]. As the language model, we use Qwen2.5-7B [42],
an open source model. The model takes the projected foot
pressure representations and the text prompt as input and
generates coaching text.

456



3.3.2. Training Process
We train a VQ-VAE to encode foot pressure signals and
fine-tune the language model. For training the VQ-VAE,
we use foot pressure data from SkiTechCoach [15] and
SkiTech [47]. SkiTech contains foot pressure, 3D body pos-
ture, and leg electromyography data recorded on an indoor
ski simulator; in this study, we use only the foot pressure
data. The data are processed using standard procedures, in-
cluding normalization and filtering of missing values. To
fine-tune the language model, we use the synthetic expla-
nation dataset constructed for this method and the paired
coaching dataset that includes positive feedback.

Fine-tuning of the language model consists of two
stages: projector training and coaching fine-tuning. In the
first stage, we train only the projector that connects the en-
coder to the LLM by using the synthetic explanation dataset
described in Section 3.2. During this stage, the encoder and
the LLM weights remain frozen. In the second stage, we
fine-tune both the projector and the LLM using the con-
structed skiing dataset to learn ski specific coaching. We
use LoRA [17] for fine-tuning the LLM.

4. Experiment

In this experiment, we evaluated the effectiveness of the
trained model and examined how the two foot pressure in-
puts, the user’s demonstration and the reference demonstra-
tion, influence the generation of coaching.

4.1. Experiment Design
For the experiment, we used the test split of the dataset,
which contains both corrective feedback and positive feed-
back samples. For corrective feedback, we removed the ref-
erence insole data and replaced it with the most similar sam-
ple from the highest-skill class in the dataset. This design
reflects realistic scenarios, where the ground-truth coach-
ing does not exist and similarity based on body-part errors
cannot be computed. In contrast, positive feedback used
the original paired demonstrations. This is because pos-
itive feedback is intended for comparison with the user’s
past demonstrations and therefore does not require a sepa-
rate search for reference samples. In all models, the prompt
explicitly indicated whether the generation target was cor-
rective feedback or positive feedback.

To evaluate the linguistic quality of the generated
coaching, we employed standard word-based metrics:
BLEU@4 [36], METEOR [6], and ROUGE-L [20]. Addi-
tionally, we calculated BERTScore [54] to assess sentence-
level semantic similarity.

Furthermore, we introduced an LLM-based body-part
consistency metric to evaluate the alignment of coaching re-
garding specific body parts. Adapting an automatic evalua-
tion method for video captioning [44], we compared the ref-

erence coaching with the generated explanations in a two-
stage process using GPT-4.1 [35]. In the first stage, the
model extracts coaching content for each of the eight whole-
body keypoints from the descriptions. In the second stage,
the model determines whether the content extracted from
one description is included in the other. Finally, we ag-
gregated these results across all examples to calculate the
Precision, Recall, and F1 scores for the entire dataset.

4.2. Baseline and Ablation
As the baseline, we adopted generation by a video cap-
tioning model. We used Qwen2.5-VL-7B [5], which gen-
erates coaching comments from video inputs created by
converting foot pressure into heatmap videos. This base-
line evaluates whether an existing video captioning model
can provide expert-level feedback. Qwen2.5-VL-FT is the
model fine-tuned on our synthesized dataset. We compared
whether fine-tuning enables the model to understand the
relation between skiing and foot pressure, and how it per-
forms relative to our approach that directly uses foot pres-
sure as input.

In addition to the baselines, we performed ablation stud-
ies on the input modality. We evaluated the effect of in-
cluding reference data and investigated how model size in-
fluences generation accuracy. Considering the potential use
of coaching generation in real time, we compared models
of 1.5B, 3B, 7B, and 14B parameters, selecting these sizes
based on the accuracy–speed balance reported in existing
leaderboards.

4.3. Results
Table 1 presents the comparative results of our evaluation.
Models utilizing reference inputs consistently demonstrated
higher accuracy than those relying solely on single data in-
puts. This finding aligns with established trends in coach-
ing generation using pose data pairs [52], confirming that
the inclusion of a reference clarifies the motion goal and fa-
cilitates the generation of more precise, context-aware feed-
back.

Regarding model architectures, the video captioning
models yielded inferior results compared to their fine-tuned
counterparts. We attribute this performance gap to two pri-
mary obstacles: the modality gap in interpreting foot pres-
sure data as visual video inputs, and a lack of specific alpine
skiing domain knowledge. Notably, our proposed model
outperformed the fine-tuned Qwen2.5VL baseline. This re-
sult empirically validates the effectiveness of our special-
ized foot pressure encoder in extracting relevant features
that general-purpose visual encoders miss.

Finally, we analyzed the impact of model capacity by
comparing different backbone sizes. Our results indi-
cate that performance generally scales with model size,
which is consistent with trends observed in prior work [2].
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Method Ref Corrective Feedback Positive Feedback
B@4 M R-L BERT BPE B@4 M R-L BERT BPE

Qwen2.5-VL × 1.15 17.6 18.2 71.3 13.3 1.02 17.2 16.9 73.7 24.0
Qwen2.5-VL-FT × 4.49 24.9 23.6 77.2 34.7 4.90 29.1 23.7 76.7 37.5
Ours (w/o ref) × 4.70 25.8 24.4 77.0 40.4 4.05 27.2 23.6 77.1 39.1
Ours (Qwen2.5-7B) ✓ 6.44 26.7 25.0 77.6 47.5 5.81 29.9 26.0 78.2 42.5

w/ Qwen2.5-1.5B ✓ 4.15 24.0 22.4 77.1 39.5 3.57 25.9 22.3 77.0 39.2
w/ Qwen2.5-3B ✓ 6.38 26.3 25.7 77.4 47.4 4.64 28.4 24.2 77.2 41.8
w/ Qwen2.5-14B ✓ 6.54 25.9 24.0 77.5 46.3 4.77 29.3 26.0 77.5 42.8

Table 1. Comparison of the accuracy of generated feedback. Compared with generation without a reference, the method that uses paired
demonstrations as input achieved higher accuracy. In particular, for positive feedback, the use of reference demonstrations resulted in
higher accuracy. (B@4: BLEU-4, M: METEOR, R-L: ROUGE-L, BERT: BERTScore, BPE: LLM-based body-part consistency)
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Figure 4. Overview of the coaching application. The system gen-
erates both corrective feedback and positive feedback in real time
by using three inputs: the user’s past foot pressure, current foot
pressure, and a reference demonstration.

Specifically, performance improved positively from 1.5B
to 7B, suggesting that a stronger backbone directly con-
tributes to more accurate coaching generation. However,
the 14B model exhibited diminishing returns, and the accu-
racy plateaued or partially degraded. We hypothesize that
this saturation is driven by a scarcity of the alignment data
for the projector or the coaching dataset relative to the ca-
pacity of the larger model. Consequently, further dataset
expansion is necessary to fully leverage larger parameters
and verify scaling laws in this domain.

5. Discussion
5.1. Potential Application
As a demonstration of how the trained model can be used,
we build a real time ski coaching system and examine its
potential for practical use.

5.1.1. Coaching System
We develop a real time coaching system that uses an insole
sensor and bone conduction earphones. Figure 4 presents

the system overview. The system generates both corrective
feedback and positive feedback by using the user’s past mo-
tion, current motion, and a reference demonstration. These
two types of feedback are then integrated and delivered as
audio. This process allows users to recognize their own
improvement relative to their past performance while also
identifying points that require further correction. The sys-
tem consists of wearable sensors and devices and connects
to an inference server through the internet, which enables
outdoor use.

The generated coaching describes improvements and
positive feedback in a concise and non conversational man-
ner. To make the feedback suitable for real time use, we
convert it into short and natural expressions that resemble
those of a human coach. For this purpose, we use Qwen3-
8B [50]. The coaching is then synthesized into audio with
Google Text-to-Speech1 and delivered to the user as audi-
tory feedback. This process provides a coaching experience
that resembles interaction with a human coach rather than a
mechanical system.

5.1.2. Generation Time
We measure the processing time of the system, including
the coaching generation with the proposed model and the
audio synthesis. The total processing time is approximately
three seconds on average, measured using two RTX 4090
GPUs. Considering the cycle in which users recognize their
previous performance before moving to the next corrective
action, this delay is sufficiently acceptable for reflection and
real time coaching.

5.2. Limitation and FutureWork
In this study, we introduced positive feedback into coaching
generation using language models and proposed a model
that generates coaching instructions based solely on foot
pressure data from user trials and reference data. While the
proposed method demonstrated a certain level of accuracy

1https://github.com/pndurette/gTTS
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through quantitative evaluation, several challenges remain
to be addressed.

First, the method of generating positive feedback
through inversion introduces a bias in the skill level distri-
bution of the input data. Although inverting the pairs of cor-
rective feedback allows for the acquisition of a large amount
of positive feedback data, it results in a concentration of be-
ginners’ data on the reference side. Consequently, there is
a scarcity of data where beginners appear on the input side,
which is the primary use case for coaching. To resolve this
issue, it is necessary to construct a dataset that tracks the
long-term skill changes of users or to mitigate the skill level
gap by building a significantly larger coaching dataset.

Second, the current coaching system based solely on foot
pressure is limited by its inability to handle interactions with
the surrounding environment. For instance, in skiing, the
system cannot perceive critical contextual factors such as
the usage of ski poles or the timing of turns relative to the
shape of the course. However, since the architecture used
in this study processes foot pressure as tokens for the lan-
guage model, it can be readily integrated with existing video
captioning models. In future work, we plan to incorporate
first-person view video data to enable the system to under-
stand the surrounding environment and generate coaching
that is more aligned with actual practice scenes.

Third, there is a need for a system design capable of
detecting more subtle differences and covering upper-body
movements. In actual practice scenarios, skill improvement
is often gradual rather than sudden, meaning the changes
in sensor data may be minute. Furthermore, the current
generation based on foot pressure inherently focuses on the
lower body, leaving coaching related to hand and arm move-
ments unaddressed. To improve accuracy and coverage,
we need to consider integrating pose estimation results esti-
mated from foot pressure, adding modules to calculate pres-
sure differences more directly, or incorporating additional
sensors such as IMUs.

Finally, a more rigorous evaluation of the quality of the
generated coaching is required. While this study verified the
consistency of the generated feedback using several similar-
ity metrics, these evaluations do not assess the instructional
quality or its effectiveness in practice, and they remain at the
level of textual surface analysis. Future evaluations should
involve scoring by LLMs or manual assessment by human
experts. Moreover, considering the integration into a prac-
tice system, the phrasing of the feedback is as critical as
its semantic consistency. For instance, as noted by Wulf
et al. [49], an external focus (directing attention to the ski
equipment) can be more effective than an internal focus (di-
recting attention to body movements). In line with this find-
ing, phrasing such as “make the ski bend” may be more ef-
fective for motor learning than direct instructions on body
posture. We have introduced a potential coaching applica-

tion based on the trained model, and we plan to conduct
user studies with this system to evaluate the impact of the
generated coaching on skill acquisition.

6. Conclusion
In this study, we proposed a dataset construction method
for generating positive feedback in ski instruction and a
model that generates coaching feedback by comparing foot
pressure data between experts and learners. Our evalua-
tion demonstrated that the reference-based model gener-
ates coaching with higher fidelity compared to the non-
reference baseline. The results also indicated that this ap-
proach is effective for providing positive feedback. Coach-
ing generation based solely on foot pressure is location-
independent. Therefore, this method is well-suited for out-
door sports involving extensive spatial movement, such as
skiing. This work establishes a foundation for future vir-
tual coaching applications that facilitate autonomous skill
acquisition while sustaining learner motivation.
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