A Multi-View Photometric Stereo Pipeline for Specular 3D Fruit Reconstruction
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Abstract

Reconstructing small fruits is challenging for traditional
Multi-View Stereo (MVS) and classical photometric stereo
because of their low texture, strong specularities, and lim-
ited feature visibility. Classical photometric stereo of-
ten fails on glossy surfaces, resulting in noisy normals.
We introduce Agri-MVPS, which uses a polarized HDR
photometric-normal reconstruction pipeline that overcomes
these limitations and enables accurate geometry recovery
for dark and glossy fruits. Then, Agri-MVPS integrates the
reconstructed normals with neural implicit models, produc-
ing more complete and stable reconstructions than MVS or
image-based methods alone and providing a foundation for
3D fruit datasets in precision agriculture.

1. Introduction

Reconstructing the 3D shape of small fruits is a significant
challenge in computer vision. Objects like cherries have
smooth surfaces, subtle geometric details, and strong specu-
lar reflections, which complicate shape recovery under stan-
dard imaging. Their glossy appearance and limited sur-
face texture make it challenging for traditional multi-view
stereo (MVS) or feature-based methods to detect reliable
keypoints and establish consistent correspondences, often
resulting in incomplete or inaccurate reconstructions.

The small physical size of fruits further exacerbates this
problem, requiring highly precise calibration and align-
ment to capture fine geometric details. Obtaining accu-
rate ground-truth geometry is also difficult: although high-
precision laser scanners or industrial LIDAR systems can
provide accurate measurements, they are costly and not op-
timized for small and highly reflective objects.

As an alternative, accurate 3D reconstructions obtained
under controlled conditions can be used as geometric priors

520

Agri-MVPS

Data
Acquisition

3D Textured
Light Fruit
Calibration Normals and
masks
+
SDF
Cameras Optimization

Estimation

Figure 1. Agri-MVPS Overview.

for shape completion tasks operating on noisy, incomplete,
or challenging observations. In agricultural settings, such
priors are particularly valuable for vision systems deployed
in the field, where fruits are partially occluded by foliage,
affected by illumination changes, and captured with sparse
or noisy depth measurements. Reliable geometric models
enable perception tasks, including 6D pose estimation, fruit
size and shape estimation, and consistency checking of par-
tial observations, which are critical for robotic harvesting,
crop monitoring, and precision agriculture.

Photometric stereo (PS) provides a complementary solu-
tion by estimating dense surface normals under controlled
illumination. However, standard PS benchmarks, such as
the Diligent dataset [24] are captured with distant, nearly
directional light sources and objects with mostly smooth,
manufactured materials. These conditions do not reflect
the behavior of small and highly specular fruits illuminated
at a close range. When lights are positioned only a few
centimeters away, the specular lobe becomes significantly
larger and more intense, producing highlight distributions
that are not represented in existing datasets and are consid-
erably more difficult to model. As illustrated in Figure 2,
these challenging lighting conditions can severely degrade
classical PS methods [28], motivating the need for more ro-
bust approaches tailored to highly specular objects.

To address these challenges, we develop Agri-MVPS, a
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Figure 2. Photometric stereo (PS) methods comparison on two
saturated fruit images.

photometric stereo pipeline for fruits. Using polarized HDR
imagery and calibrated close-range illumination, it recovers
surface normals where classical PS fails. Agri-MVPS incor-
porates these normals into a multi-view model using neu-
ral implicit reconstruction methods for complete 3D recon-
struction. These components separate the problem into (i)
robust normal recovery under challenging reflectance and
(i) global reconstruction driven by multi-view and neural
priors, providing an accurate 3D modeling of glossy fruits.

2. Related Work

Classical MVS methods perform well for large, textured,
mostly diffuse objects. They typically detect and match
keypoints across views to estimate camera poses, after
which dense geometry is reconstructed [4, 6, 10]. However,
fruits such as cherries provide few reliable keypoints and
exhibit strong highlights, which makes classical SfM/MVS
pipelines unstable or incomplete.

Photometric stereo (PS) [28] offers a complementary ap-
proach, estimating dense surface normals from varying il-
lumination. Multi-view photometric stereo (MVPS) [13]
combines multiple views and silhouettes to reconstruct
closed surfaces without relying on keypoints, which is par-
ticularly useful for tiny and reflective objects.

Most PS setups employ calibrated distant lights to sim-
plify normal estimation. However, recent works using com-
pact LED rings with near-field point light sources [16] show
that dense normal recovery is still achievable without rely-
ing on large or elaborate acquisition rigs. Inspired by this
idea, we adopt a similarly compact configuration.

Early work on polarized photometric capture includes
the Light Stage of Debevec et al. [11], which combines
dense lighting and polarization cues to estimate surface
normals and separate diffuse and specular reflectance in
a multi-view setup using a discrete mesh optimized via a
graphical model. While LightStage produces production-
quality facial details, the setup is optimized for human-sized
objects, and scaling it down to small fruits such as cher-
ries is not trivial. For example, LightStage requires me-
chanically rotating the polarizers by 90 degrees on either
the illumination side or the camera side, with careful hand-
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tuning of the polarization angle for each light. In contrast,
our method targets small-sized fruits using a compact acqui-
sition setup that uses an off-the-shelf camera with on-chip
polarizers and regular LEDs.

Neural methods based on Signed Distance Function
(SDF) representations such as SuperNormal [3] and RNb-
NeuS2 [2], optimize a continuous representation of the ob-
ject using estimated normals and camera poses. SuperNor-
mal refines an SDF via the SDM-UniPS [14] universal pho-
tometric stereo method allowing to produce mask-free re-
constructions. However, these methods depend on normals
derived from synthetic data, which are effectively “perfect”
and lack realistic imperfections. Consequently, very fine
surface details in real objects may be lost or smoothed out.

For fruit 3D reconstruction, controlled setups improve
reconstruction reliability. Blok et al. [1] reconstruct pota-
toes with Metashape MVS using multi-camera setups and
markers. Tabb et al. [8] and Li et al. [17] capture dense im-
ages under controlled illumination for strawberries, achiev-
ing consistent SfM reconstructions. Nonetheless, these ap-
proaches rely on textured surfaces and are unsuitable for
low-texture fruits.

Our approach builds on MVPS and neural SDF methods
but explicitly addresses the limitations of prior fruit pheno-
typing setups, which often rely on large multi-camera rigs
and a dense arrangement of markers to maintain geomet-
ric consistency. These configurations are difficult to scale,
lack portability, and are not suited for small, highly specular
fruits. In contrast, we employ a compact acquisition setup
with calibrated near-field point lights, a motorized turntable,
and minimal markers, enabling high-fidelity reconstructions
while maintaining a small hardware footprint.

HDR imaging has been demonstrated as beneficial in
agricultural and fruit-related vision tasks. For instance,
Pinho et al. [21] show that HDR images significantly im-
prove automatic fruit detection and counting compared to
standard low dynamic range images, specially under chal-
lenging illumination conditions. Similarly, HDR cameras
have been successfully employed to segment vegetation un-
der strong illumination contrasts, capturing both specular
highlights and shadows that would be lost in conventional
imaging [25]. However, these studies have not focused on a
single fruit, where the illumination comes solely from LED
lights directly pointed at it.

Recent works have also shown that HDR can be recon-
structed from a single polarized capture using neural net-
works [26, 32]. These methods rely on datasets of outdoor
scenes where polarization cues are easy to obtain and HDR
reconstruction is more straightforward. They do not focus
on specific objects and depend entirely on neural networks.
We leverage both approaches, combining HDR reconstruc-
tion with polarized images specifically for small objects.
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Figure 3. Agri-MVPS pipeline for 3D reconstruction of fruits: polarized-HDR, light calibration, cameras, normals, albedo estimation and

3D reconstruction

3. Data Acquisition

The fruit is placed on a turntable rotated by a NEMA17
stepper motor, with a 3D-printed PLA base that centers
the cherry and a circular pattern of reference markers po-
sitioned below it. The turntable rotation is controlled by
an Arduino microcontroller, while a second Arduino con-
trols the illumination, which is provided by a 60-LED RGB
Adafruit ring positioned 10 cm from the fruit. Only the
white LEDs are used, and 26 of the 60 LEDs are acti-
vated during acquisition. These LEDs are evenly distributed
around the ring to ensure uniform multi-directional lighting
while avoiding excessive overlap and specular hot spots.

The camera and lighting system are enclosed inside a
black box constructed from tatami mats, which minimizes
ambient light and reflections. Figure 4 illustrates the physi-
cal setup, showing the turntable, fruit, and LED ring.

For each fruit, the turntable rotates in 18° increments,
covering the full 360° with 20 viewpoints. At each view-
point, images are captured sequentially for 26 LEDs. This
procedure is repeated for six exposure times (4.8, 2.4, 1.2,
0.6, 0.3, and 0.15 s), distributed logarithmically to cover the
full radiance range from shadows to specular highlights.

Polarized Image Acquisition Raw images are captured
using a Phoenix Bayer RGGB polarization camera from
LUCID VISION Labs at 4 polarization angles: 0°,45°,90°,
and 135°. The camera is positioned approximately 10 cm
from the fruit, with a 10° elevation relative to the central
axis of the fruit, aligned with the center of the LED ring.
To reduce specular highlights, we compute a diffuse-
dominant image using the standard Stokes-vector formula-
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tion of linear polarization [12]. From the four polarization
images Py, P45, Poo, P135 the linear Stokes parameters are

So = Py + Poo = Py5 + P35, (D
S1 = Py — Pyo, 2
Sy = Py5 — Pi35. (3

The unpolarized baseline (diffuse component) is Py, =
%. The angle of linear polarization is given by the relation

So +z
Sy 2°

To remove the polarized (primarily specular) component,
we project (S1,.52) onto the direction of polarization 26:

6= “)

— arctan

2

1 1
Phor = 5 cos(20) Sh, Paing = 5 sin(20) Sy.  (5)
The diffuse-dominant intensity is finally computed as
Pyitruse = Pavg + Phor + Pdiag~ (6)

HDR images were then generated using the method of
Debevec and Malik [7], combining underexposed and over-
exposed captures in each lighting condition, as outlined in
Section 4. After recording the 26 lighting conditions across
the 6 exposures at a given turntable angle, the motor ad-
vances 18° to the next viewpoint. With 20 viewpoints per
full rotation, the acquisition yields a total of 26 x 6 x 20 =
3120 RAW images per fruit, which result in 26 x 20 = 520
HDR images used in the MVPS pipeline.
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Figure 4. Experimental setup showing the arrangement of lights,
cameras, motor, and turntable base with markers.

4. Agri-MVPS Pipeline

We propose Agri-MVPS (Agriculture Multi-View Photo-
metric Stereo), a pipeline for reconstructing 3D fruit ge-
ometry by combining calibrated HDR photometric stereo
with neural implicit reconstruction. Agri-MVPS is designed
to achieve multi-view consistency while preserving high-
frequency surface detail captured in the normals.

The pipeline consists of several stages: camera pose esti-
mation, raw polarized image acquisition, mask generation,
HDR fusion, light calibration, photometric stereo (photo-
metric normal and albedo estimation), and neural SDF re-
construction. Figure 3 provides an overview of our com-
plete workflow. For clarity, the view subscript v is some-
times omitted in the equations below, although all opera-
tions are applied independently for each view.

Camera Pose and intrinsics are estimated using Agisoft
Metashape. For each turntable position, only the images
captured with the longest exposure are used, and the mean
of the 26 LED images per position is computed to produce
a single RGB image. This resulted in a total of 20 RGB
images covering the full 360° rotation of the fruit. Refer-
ence markers positioned below the fruit enabled robust fea-
ture detection and matching, using the procedure used by
GVAL', allowing Metashape to estimate camera parame-
ters accurately. Without these markers, camera estimation
was infeasible, as cherries and cherry tomatoes have highly
uniform surfaces with minimal texture, providing very few
detectable keypoints.

Mask Generation For each view v, a foreground mask
M, is generated from the images captured under all 26
lights at the longest exposure. For each light d, we first
compute the maximum intensity across the four polarization
angles: Py = max(Py, Pys5, Pyo, P135). To enhance color
contrast, we compute the mean over all light sources : P, =
angms 236:1 P4 In practice, reliably segmenting the full
extent of the fruit, including the pedicel, is challenging due

IGVAL Resources. https:

com/gvals—-resources.html

//alexelvisbadillo.weebly.
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to low illumination and the strong color similarity between
the fruit and the background. To obtain a robust mask, we
adopt a hybrid approach that combines HSV-space segmen-
tation with a depth prior predicted by DepthAnything [30].
The lower part of the image contains both the fruit and the
rotating platform. Since the platform lies at a depth sim-
ilar to the fruit, using depth-based thresholding in this re-
gion would incorrectly include parts of the platform. For
this reason, the lower region is segmented exclusively us-
ing an HSV range-based threshold. In contrast, the upper
part of the scene contains only the fruit and the background;
thus, depth provides reliable separation. We apply a depth-
based mask defined as M*P"y = (D,, < dpign), and com-
bine it with the HSV mask to obtain the final segmentation:
M, = MBSV v MS™  Morphological operations are ap-
plied to remove small artifacts, and the masks are refined
using CascadePSP [5].

Polarized HDR HDR images are generated using De-
bevec and Malik method’s [7]. For each view v, the
mask M, is applied to the diffuse-dominant images for
all light directions d and exposure times t. Let P, =
{ Puittuse,v,at @ My, | d € D, t € T} denote the set of
masked diffuse-dominant images for view v, and ® is the
Hadamard product. HDR fusion is then performed over this
set: I, = HDRFuse(P,), producing HDR images I, that
preserve details in both dark and saturated regions while
maintaining consistency across the masked fruit area.

The following processing steps are applied indepen-
dently per view; we omit the view subscript v for clarity.

Light Calibration We calibrated the lighting setup in two
stages: first, by estimating the direction of each LED; and
second, by recovering their relative intensities.

The illumination direction of each LED is estimated us-
ing the reflective-sphere calibration method from [23]. A
metallic sphere of known radius (26.1 mm) is placed in
the scene, and one image per LED is captured to record
its specular highlight. The method infers the sphere cen-
ter, the highlight surface point, and its normal directly from
the contour of the sphere and the camera intrinsics, without
requiring the sphere to be centered. Each light direction is
then recovered via the mirror-reflection constraint between
the viewing ray and highlight normal, resulting in light di-
rections 14, where d € {1,...,26} indexes each LED.

The resulting light directions are refined by removing
outliers based on angular deviation and smoothing the or-
dered estimates with a Savitzky—Golay filter [22], yielding
a coherent and stable set of illumination vectors consistent
with the physical LED layout.

The relative light intensities are calibrated using a dif-
fuse sphere placed in the scene. HDR images of the sphere
are captured to avoid saturation. For each light direction 14,



we compute the mean intensity Eg . over the masked re-
gion of the diffuse sphere in the HDR image. To account
for variations across color channels ¢ € {R, G, B}, the in-
tensity is normalized by the maximum across all lights for
that channel in that view as follows: E’™ = ﬁ,
where d’ indexes all the lights. The normalized intensities
Eg " are then used to scale the corresponding pixel values
in the HDR images.

Photometric Normal and Albedo Estimation The core
of the proposed method is a robust photometric stereo
pipeline that exploits different light directions to compute
precise normals and albedo, avoiding highlight artifacts. In-
spired by the Lambertian-selection strategy of Yu etal. [31],
we discarded the highest-intensity 10% of observations,
which are the most likely to be affected by specularities,
thus stabilizing the estimation while retaining predomi-
nantly Lambertian measurements. For normal refinement,
we follow the idea of depth-guided geometric regulariza-
tion as in MDCN-PS [29]; however, unlike their depth-to-
normal prediction, we do not use depth to generate normals.
Instead, we convert our photometric normals into depth and
then re-derive normals from that depth, yielding a refined
and geometrically consistent normal map.

Following the Lambertian photometric stereo model, the
intensity I of a pixel ¢ under light direction 14 is I; ¢ =
p (n;-14), where p is the albedo and n, is the surface normal.

Before estimating normals and albedo, the observed
pixel intensities are scaled to account for differences in per-
channel light power. Let E5’™™ denote the normalized inten-

sity of the light d in channel ¢ € {R,G, B}. The measured

I,
values I; 4. are then scaled as [{%4¢0 = e
d,c

The classical Lambertian photometric stereo model does
not account for specular reflections or saturation, often pro-
ducing strong artifacts in the estimated normals when ap-
plied to shiny fruit surfaces. To mitigate this we employ a
four-stage photometric stereo adapted to the characteristics
of fruit imagery. In all experiments, the surface normals are
estimated exclusively from the red channel, which empiri-
cally exhibits the most stable diffuse response on fruit skin.

Step 1: Initial Normal Estimation. Normals are esti-
mated assuming unit albedo (p = 1.0) for all pixels and
only the red channel is used for this computation. For each
light direction, pixel intensities above the 90th percentile
are excluded to mitigate sensor noise and highlight effects,
this filtering removes only the saturated lighting observa-
tions associated with each pixel.

Consequently, the number of valid lights V; varies from
pixel to pixel, depending on how many observations remain
below the percentile threshold. The normal map itself re-
mains spatially complete, and what differs across pixels
is the subset of lighting measurements used in the least-
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squares estimation. This strategy suppresses the influence
of specular peaks without introducing any missing spatial
data for the subsequent depth computation.

The surface normal n; at pixel ¢ is computed in a
least-squares sense from the corresponding light directions
{la|d € Vi} and scaled intensities { I | d € V;}:

(L;I'LZ)— 1 L;I'Izcaled
H (L;rLi)—lL;FIzcaled H )

n; =

)

where L; € RIVil*3 and Iic@ed ¢ RIVil contain only the
directions and scaled intensities of lights in V.

Step 2: Depth recovery is obtained by enforcing con-
sistency between the normal-derived gradients:

n.(i,5)"

n,(i,5)’

p(ivj) = Q(i’j) = - (®)

We impose 4-connected finite-difference constraints for
valid pixels (z,j) € V:
=q(i,j)-

(4,7) (4, 7)
)

These constraints are assembled into the sparse system
Az = b, which is solved in the least-squares sense with
LSMR [9]. This integration smooths the surface while re-
specting observed normal gradients.

Step 3: Normal Refinement from the depth-map gradi-
ents and re-normalized per pixel for each view is obtained:

(=0z/0x, —0z;/dy, 1)
1(=0zi/0x, —0zi/dy, 1|
This step enforces geometric consistency between neigh-
boring pixels by deriving normals from a depth map that
integrates the initial noisy estimates. As a result, arti-
facts from specular highlights or saturated measurements
are suppressed, yielding more accurate and spatially coher-
ent surface normals.

Step 4: Albedo Estimation. The refined normals
1N refined Obtained from the red channel are shared across the
3 color channels for albedo estimation. For each pixel ¢, and
color channel ¢ € {R, G, B}, the albedo p; . is estimated
using the scaled intensities 73°¥° from the lights d € V;:

Iscale

i,d,c
ZdeVi Wi,d,c i,d,c ld)

ZdEVj Wi,d,c (nz,reﬁned . ld)2

(10)

1) refined =

(ni,reﬁned :

Pic = (11)

The weights w; 4, down-weight highlight-contaminated
observations. For each pixel ¢ and channel c, let Ieq,ic
denote the median of the scaled intensities I{°3*¢ from the
valid lights d € V; below the 90th percentlle The weights

are computed as
B
- Imed,i,w 0)2
2 .12

i,C

max(]fcglid
Wi d,c = €Xp | —




with o; . the standard deviation of channel ¢ and 3 = 5.0,
though a value of 3 = 2.0 is often sufficient. This produces
per-pixel albedo maps p; gr, pi,c, pi, B, which together form
the full-color RGB albedo for each view.

3D Fruit Reconstruction Given the estimated normal
maps, object masks, and camera intrinsics and extrinsics
obtained from Agisoft Metashape, 3D reconstruction is per-
formed using SuperNormal neural implicit network [3].
Photometric stereo normals, originally defined in camera
space, are transformed to world-space coordinates using the
estimated camera rotations from Metashape.

SuperNormal represents the object geometry as a neural
signed distance function (SDF) parameterized by a multi-
resolution hash encoding followed by a shallow Multi-
Layer Perceptron (MLP). During training, SDF values are
sampled along rays cast from the camera centers through
the pixels. The network is optimized following the Super-
normal losses, with a slight modification: we use a mean-
reduced L2 loss to improve the training stability.

The resulting reconstruction produces a dense 3D geom-
etry consistent with the photometric stereo normals, object
masks, and camera views, capturing surface details while
leveraging the efficiency and accuracy of the neural SDF
representation. Using the estimated 3D geometry together
with the camera poses and the refined albedos, color in-
formation is projected into the mesh in Agisoft Metashape,
producing a fully textured 3D reconstruction of the fruit.

Diffuse Ball Before Calibration

Diffuse Ball After Calibration

Figure 5. Light intensities Calibration. Diffuse ball color corre-
sponding average value before and after calibration.

5. Results

We present the results obtained with our method. First,
we demonstrate the light calibration procedure, including
corrections intensities. Then, we show the complete recon-
struction pipeline applied to fruit samples. We present 3D
reconstructions obtained from different fruits, such as cher-
ries, cherry tomatoes, strawberries, a nutshell, and a tan-
gerine, illustrating the applicability of our method to high-
quality reconstruction. Finally, we include visual and quan-
titative using different number of views conducted on the
multi-view HDR dataset described in Section 3.
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Light Intensities Calibration is done from HDR images
of a diffuse sphere placed in the scene. Although position-
ing the sphere exactly at the geometric center is difficult,
its diffuse reflectance ensures that small misalignments do
not affect the estimation of per-light radiance, as the mea-
sured intensity depends only on the visible illuminated re-
gion. For each illumination direction, an HDR stack is cap-
tured to avoid saturation and preserve the full radiometric
range. The merged radiance map is then masked, the mean
intensity is computed per color channel, and the resulting
values are normalized across all lights.

Before calibration, the sphere exhibited noticeable color
and brightness inconsistencies across different light posi-
tions, indicating significant variations in the emitted inten-
sity of each source. After applying the HDR-based estima-
tion and channel-wise normalization, the illumination be-
came visually uniform, confirming that the calibrated inten-
sities successfully compensated for the original imbalance.
Figure 5 illustrates the calibrated intensities, R, G, and B
values computed within the masked region of the sphere, as
well as the diffuse sphere used during calibration.

Comparison of Photometric Normals The classical
photometric stereo formulation fails with specular high-
lights, shadows, and color-dependent intensity variations,
which results in noisy and spatially inconsistent normal es-
timates. When applied directly to raw images, the recovered
normals exhibit strong artifacts, particularly in regions with
abrupt reflectance changes. In contrast, our calibrated strat-
egy produces smoother and more coherent normal maps that
more faithfully capture the underlying surface geometry.
Figure 2 illustrates this difference: while the classical base-
line shows severe specular contamination and strong noise
in high-gloss areas, our approach suppresses these effects
and yields significantly more stable and accurate normals.

3D Reconstruction We evaluate three different 3D recon-
struction methods on our dataset: the Metashape Multi-
View Stereo (MVS) pipeline, RNb-NeuS2 [2], and Super-
Normal [3]. These approaches span a broad range of re-
construction paradigms from classical multi-view stereo to
modern neural implicit surface representations.

For MVS reconstruction, Metashape uses the camera
poses estimated from the turntable setup and the 20 aver-
aged images per fruit (one per turntable position, obtained
by averaging the 26 lighting conditions at the maximum ex-
posure, P,). These images include reference markers below
the fruit, which are essential for robust feature detection and
dense geometry reconstruction; without them, accurate ge-
ometry estimation is very challenging. For visual evalua-
tion, only the fruit region is cropped from the reconstructed
models, excluding the markers and the turntable base.



In contrast, RNb-NeuS2 and SuperNormal take the 20
refined photometric-stereo normal maps, with camera poses
and object masks, as input to optimize a neural signed
distance function (SDF) using differentiable rendering and
the complete shape is obtained using marching cubes algo-
rithm [18]. The reconstructions obtained with RNb-NeuS2
exhibit substantial noise in regions with limited view cover-
age. In these areas, the geometry becomes unstable, pro-
ducing irregular bumps and high-frequency artifacts. In
contrast, SuperNormal behaves differently in the same low-
coverage regions. Rather than producing noisy artifacts, it
tends to generate smoother and more coherent surfaces.

Figure 6 illustrates this difference clearly: while RNb-
NeuS2 introduces noticeable noise and geometric irregu-
larities in areas with few views, SuperNormal maintains a
stable and smooth reconstruction, effectively suppressing
high-frequency artifacts where observations are sparse.

RNb-NeuS2

SuperNormal

Figure 6. Comparison between RNb-NeuS2 and SuperNormal in
regions with limited view coverage.

Figure 7 presents reconstructed models for our dataset,
highlighting qualitative differences achieved by each recon-
struction. The MVS method performs poorly on dark fruits,
where low reflectance and minimal texture prevent reliable
feature matching. For fruits with richer surface texture, like
strawberries or nutshells, MVS performs better, producing
complete reconstructions due to abundant visual features.

Our normal-based reconstruction methods avoid these
limitations. Because they rely on photometric cues rather
than texture-dependent keypoint matching, they remain ro-
bust across surface appearances. This is crucial for fruit sur-
faces, which are often glossy, weakly textured, or specular
conditions where feature detection fails. By using per-view
normals instead of visual correspondences, our approach
achieves stable geometric recovery even for dark, smooth,
or highly reflective fruits.

Reconstruction Performance We obtain ground truth
geometry for one cherry using a commercial 3D scanning
spray. The spray creates a thin matte coating that suppresses
specular reflections, allowing the scanner to capture a clean
and diffuse surface. However, such sprays are expensive
and not practical for large-scale agricultural datasets. In
this experiment, the ground truth surface normals are com-
puted using classical photometric stereo [28] under these
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Fruit Views  CD Agri-MVPS Normals  CD PS Normals

20 - 0.000513

15 0.000720 0.000675

Cherry 10 0.000840 0.000841
5 0.001505 0.001719

20 - 0.000689

15 0.000608 0.000753

Tomato 10 0.000414 0.001438
5 0.002482 0.003139

20 - 0.002614

15 0.003386 0.003607

Strawberry 10 0.003285 0.003958
5 0.006869 0.007121

20 - 0.000496

15 0.000606 0.000688

Nutshell 10 0.001018 0.000871
5 0.001389 0.001288

20 - 0.000604

15 0.000744 0.001167

Tangerine 10 0.001069 0.001268
5 0.002451 0.002426

Table 1. 3D reconstruction accuracy (Chamfer Distance) across
fruits with varying input views for Classical PS and Agri-MVPS.

diffuse conditions. Using this reference geometry, we eval-
uate Agri-MVPS reconstruction quality using 5, 10, 15, and
20 input views, comparing each result against the ground
truth mesh. Figure 8 shows the visual comparison of the
four reconstructions with respect to the ground truth. The
value displayed below each reconstruction corresponds to
the Chamfer Distance.

To assess the effect of the number of input views on re-
construction quality of different fruits, we apply SuperNor-
mal to five different fruits and evaluate the results using 5,
10, and 15 views, taking the ground truth the complete re-
construction with 20 views. In addition, we evaluate recon-
structions using normals from Classical Photometric Stereo
and differents views taking the same ground truth. Quanti-
tative metrics reported in Table | reveal how reconstruction
accuracy degrades as the number of viewpoints decreases.

Runtime and Computational Setup Experiments were
conducted on a workstation equipped with an NVIDIA
Quadro RTX 5000 GPU, an Intel i9 13900KF CPU, and
64 GB of RAM. For each fruit instance, data acquisi-
tion with 6 exposures, 20 views and 26 light images, took
~1 hour and 40 minutes, HDR generation about ~1 hour,
photometric stereo normal and albedo estimation around
~?2 hours, and 3D reconstruction ~13 minutes. Pipeline
stages can run in parallel across fruits, allowing overlap
of acquisition, HDR, PS, and reconstruction to improve
throughput.

Real Field Application Example In real orchard envi-
ronments, partial and noisy fruit reconstructions obtained
with stereo systems and recent learning-based stereo meth-
ods such as FoundationStereo [27] are completed using
fruit-specific geometric priors learned from high-quality
3D models reconstructed with the proposed Agri-MVPS
pipeline. A DeepSDF-based shape completion model [20]
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Figure 7. Qualitative comparison of reconstructed fruits (cherries, tomatoes, strawberries, a nutshell, tangerine) using Metashape, Super-
Normal from Agri-MVPS normals, and ground truth. Red circles mark surface errors.
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Figure 8. Agri-MVPS reconstruction results using 5-20 views

compared to ground truth. Numbers below denote the Chamfer
distance.
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Figure 9. Cherry shape completion from partial point cloud using
DeepSDF trained on Agri-MVPS reconstructions.

is trained on a dataset of cherries following the approach
proposed by Magistri et al. [19]. This approach supports
tasks such as fruit size estimation, pose inference, and grasp
analysis, bridging reconstruction and perception. Figure 9
illustrates the shape completion of a cherry reconstructed
with a DeepSDF model trained on a dataset of cherries built
using the Agri-MVPS pipeline. The reconstruction was
based on a partial stereo point cloud captured with a ZED2
stereo camera and obtained using FoundationStereo.
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6. Conclusions

In this work, we demonstrated that our normal-based recon-
struction pipeline provides robust and accurate 3D shape es-
timation across a diverse set of fruits, regardless of their sur-
face appearance. Unlike traditional MVS methods, which
rely heavily on texture-based feature matching and there-
fore fail on dark, glossy, or low-texture fruits, our approach
leverages photometric cues and multi-view normal integra-
tion, enabling stable reconstruction even in challenging re-
flectance conditions. This makes our method broadly appli-
cable to objects that are considered difficult or impossible to
recover using standard stereo or feature-based approaches.

While we assume that [,,;, is purely diffuse, this is
not strictly true in practice; thus, we cannot produce
LightStage-quality reconstructions. As future work, we
plan improve this, for example taking into account the
fact that I,,;, can still contain residual specular reflec-
tion. Another possible direction would be separating diffuse
and specular reflection components under unpolarized light
sources, as done in [15].

Our method enables the creation of high-quality real-
world datasets, overcoming limitations of synthetic train-
ing data and MV S-based reconstructions. Synthetic datasets
fail to capture the complex reflectance behaviors that occur
in agricultural environments, while MVS pipelines struggle
with specular highlights, translucency, and uniform color
regions. In contrast, our normal-driven reconstructions
maintain geometric consistency and preserve fine-scale de-
tails across fruit types, supporting the development of more
realistic and representative datasets for future vision and
robotics research. These high quality datasets could be used
to learn priors for measurements acquired in the wild.
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