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Abstract

Text-to-image diffusion models often fail to produce
anatomically plausible humans. We address this by intro-
ducing •Benchmark of Anatomical Correctness and Ob-
served NaturalnessŽ (BACON), a dataset of 10k pairwise
human-preference judgments for anatomical realism. A
subset of the generated images is annotated with four lev-
els of anatomical errors, enabling both preference-based
and classi“cation-based evaluation. Using BACON, we
train neural scoring functions that reliably predict human
anatomical preference and outperform pose-based proxies.
These scores form the core of our framework: they en-
able inference-time improvements through Best-of-N sam-
pling and serve as supervision for preference-based rein-
forcement learning. While Best-of-N exploits sample di-
versity, reinforcement learning from human feedback shifts
the generative distribution itself toward anatomically more
coherent outputs. By combining both approaches, severe
anatomical errors drop to only 4.1%, a rate that even
larger models like Flux.1[dev] fail to achieve.
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Figure 1. Visual Comparison. Generations from Flux.1 [dev],
SD 3.5 Large, SDXL Baseline, and our “ne-tuned SDXL (Dif-
fusionDPO) on four example prompts (see Fig.2). Though not
anatomically perfect, note the reduction in malformed body parts
in the bottom row, generated with our proposed SDXL training
method combining Diffusion-DPO and Best-of-N sampling.

1. Introduction

Text-to-image models have achieved impressive visual
quality, yet generating anatomically correct humans re-
mains a signi“cant open problem. Systems such as
SDXL [41] and Flux [43] can produce realistic textures and
environments, but still frequently generate distorted limbs,
non-rigid joints, malformed hands, and inconsistent propor-
tions„revealing that current generative models lack a reli-
able internal representation of human structure.

* These authors contributed equally to this work.

Anatomical plausibility is dif“cult to measure automat-
ically, due to broad biological diversity as well as bi-
ases of image understanding models, and it remains un-
clear which„if any„existing metrics re”ect human judg-
ment. Models such as ChatGPT [44] might overlook severe
anatomical distortions and incorrectly judge malformed “g-
ures as plausible (see appendix). At the same time, human
judgments of anatomical plausibility are reliable, suggest-
ing that human preference data could serve as a practical
proxy for structural correctness.



In this work, we take a “rst step toward systematic as-
sessment and improvement of anatomical realism in gen-
erative models. We introduce ourBenchmark of Anatom-
ical Correctness and Observed Naturalness(BACON), a
synthetic human image dataset containing real human-
preference labels paired with anatomical error categories.
Using this benchmark, we show that pose keypoint-
con“dence scores correlate only weakly with human pref-
erence. Instead, we further train models that directly pre-
dict preference scores and demonstrate their effectiveness
for best-of-N sampling. We use these scoring functions as
explicit reward functions for reinforcement learning (RL).
Finally, we show that BACON is equally well-suited for
implicit learning of human preference, by using our dataset
for reinforcement learning from human feedback. We show
that both explicit (Best-of-N , AlignProp [11] as well as im-
plicit (Diffusion-DPO [10]) scoring improves human pref-
erence rates and signifcantly reduces large anatomical er-
rors in generated outputs.

2. Related Work

Recent work on human image generation spans advances in
generative modeling, conditioning mechanisms, anatomical
re“nement strategies, and evaluation metrics.

2.1. Image Generation Models

We brie”y review major classes of generative models
for human image synthesis, with a focus on GANs and
diffusion-based approaches.

Generative Adversarial Networks (GANs). Early hu-
man image synthesis was dominated by GAN-based ap-
proaches [35], which produce quite realistic images through
adversarial training. Despite their visual quality, GANs suf-
fer from mode collapse and training instabilities [36] and
have mostly been replaced by diffusion models.

Diffusion models [27, 29, 30] enable stable likelihood-
based training by iteratively denoising latent representa-
tions. Latent Diffusion Models (LDMs) [33] further im-
prove scalability by operating in a compressed latent space
and form the basis of text-to-image systems [31, 32].

Conditional Diffusion Models. Structural condition-
ing has become popular for controlling human appearance.
ControlNet [1] and T2I-Adapter [2] inject external signals
such as edges, depth, segmentation maps, or human pose
skeletons into pretrained diffusion models. Human-centric
variants„HumanSD [3] and Stable-Pose [4]„further spe-
cialize this conditioning for pose-guided human synthesis.

Techniques for Improving Anatomical Plausibility.
Methods targeting speci“c body parts re“ne hands or
faces using separate generation or inpainting modules [5].
Whole-body approaches, such as Diffusion-HPC [6], inte-
grate pose estimation, mesh recovery, and conditioned re-
generation to correct global structural issues. Recently,

Reinforcement Learning from Human Feedback (RLHF)
(Tab. 2) has been succesfully applied to align generated
images with human preferences, demonstrating effective
preference-based optimization. However, no prior work ap-
plies RLHF speci“cally to anatomical correctness. A com-
parison of different approaches is presented in Table4.

2.2. Metrics for Evaluating Anatomical Errors

Image Quality Metrics. Common automated metrics in-
clude the Fŕechet Inception Distance [37], Kernel Incep-
tion Distance [38], and CLIPScore [40]. FID computes
the Fŕechet distance between feature distributions extracted
from real and generated images, capturing discrepancies
in both the mean and covariance. KID measures feature
discrepancies using a polynomial MMD and is more sta-
ble on small datasets, yet„similar to FID„captures global
“delity rather than localized anatomical structure. CLIP-
Score evaluates image…text alignment via CLIP embed-
dings and provides a semantic consistency signal, but is
in”uenced by the model•s bias. We thus reason that these
metrics are not suitable for measuring anatomical plausibil-
ity as they do not align with human preference.

Anatomical Realism Metrics. Additional body parts
might be detected using thePeople Count Error. It uses
OpenPose [19] to identify mismatches caused by extra or
missing limbs. Such pose estimators can also be used
to computepose keypoint-con“dence metricsby leverag-
ing joint position uncertainty, assuming malformed, dupli-
cated or missing limbs reduce pose detection reliability.
[7] trained anAbnormal Scoremodel to provide a binary
anomaly likelihood, but does not provide information about
the severity of malformation.

Human Judgement. Manual evaluation remains the
most common approach for assessing anatomical real-
ism [6, 7]. Several general human-preference predictors ex-
ist„including LAION-Aesthetic [ 24], PickScore [25], and
the Human Preference Score [26]„but these primarily re-
”ect aesthetic appeal or overall perceptual quality rather
than structural anatomy. The only method targeted at hu-
man realism, BodyRealism [9], learns a realism score on a
1…10 scale but relies on 3D body representations and is not
publicly available.

2.3. Datasets

We distinguish between large-scale image…caption datasets
used for training and specialized benchmarks required to
evaluate anatomical correctness in generated humans.

Image…Caption Datasets. Large-scale text…image
datasets such as COCO [22], HumanArt [23], and LAION-
subsets provide diverse scenes and body con“gurations re-
quired for training human-centric generative models.

Datasets for Anatomical Correctness. In con-
trast, evaluating anatomical realism requires datasets that
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Figure 2.Visual comparisonof different anatomical optimization strategies.Top (Pose Scores):Best-of-10 sampling using pose-based
scoring functions introduced in this work, evaluated via OpenPose, Sapiens, and ViTPose con“dence outputs.Middle (Neural Scores):
Best-of-10 sampling using our learned ViT-Pose H Score.Bottom: Results from explicit (AlignProp) and implicit (Diffusion-DPO)
preference “ne-tuning. Anatomical errors remain frequent across all methods for these challenging human movements. Prompts (columns
left to right): •A yogi twisted in revolved half moon while on soft sandŽ, •A contortionist bending to touch feet to head while standingŽ,
•A high jumper mid-”op over the barŽ, and •A person balancing upward bow on yoga wheelŽ

.



Table 1. Comparison of model capacity and training data scale of SOTA image generation methods Stable Diffusion 3.5 Large and Flux.1
[dev] to SDXL. Training data size ranges for SD 3.5 Large and Flux.1-dev are estimates, since exact sizes were not disclosed.

Model Parameters Rel. Size Training Data Rel. Data Size

SDXL [41] 2.3B + 0.3B … •billionsŽ of samples …
Stable Diffusion 3.5 Large [42] 8.1B � 3.1× •tens of billionsŽ of samples � 5…10×
Flux.1 [dev] [43] 12B � 4.6× LAION-scale + proprietary � 10…15×

Table 2. Overview of reinforcement learning methods for diffusion
models including a summary of the core idea and need for an ex-
plicit reward model as well as public availability. In this paper, we
“ne-tuned SDXL on BACON using AlignProp/Diffusion-DPO.

Method Key idea Reward Public

DDPO [12] Model denoising as multi-step
MDP; apply policy-gradient
RL to diffusion

� �

ReFL [14] Backpropagate differentiable
reward only to a single late
denoising step

� �

DRaFT [13] Backpropagate reward gradi-
ents through the full sampling
trajectory (LoRA + check-
pointing)

� �

AlignProp
[15]

Randomly truncate backpropa-
gation depth for reward gradi-
ents (truncated BPTT)

� �

D3PO [16] Use online human feedback on
image pairs; optimize directly
from preferences each step

� �

Diffusion-
DPO [10]

Train directly on static prefer-
ence pairs without explicit re-
ward model

� �

go beyond global image quality. General preference
datasets (LAION-Aesthetic, PickScore, HPS) do not pro-
vide anatomy-aware annotations, while anatomy-speci“c
datasets such as AbHuman [7] and HAD [8] focus on local-
ized categorical errors but lack pairwise human judgments
or continuous realism scores. BodyRealism [9] offers nu-
merical realism ratings but is not publicly accessible.

Tab. 3 summarizes these benchmarks and scoring
sources. Existing work covers either global aesthetic prefer-
ence or anatomy-speci“c categorical labels, but none com-
binesanatomical error labelsandpairwise human prefer-
enceswith learnedconinuous scores. Our benchmark BA-
CON is the “rst to provide all three dimensions.

3. BACON: Anatomical Realism and Human
Preference Dataset

We present BACON, a human…preference dataset targeting
anatomical realism in synthetic human images.

Table 3. Comparison of datasets and scoring sources used for eval-
uating anatomical correctness. Columns denote:An. (anatomy-
speci“c focus), Cat. (availability of categorical error annota-
tions), Cont. (presence ofcontinuous realism scores), Pair. (avail-
ability of pairwise human preferences), andPub. (whether the
dataset or predictor ispublicly accessible). Existing datasets of-
fer either global preference signals (LAION, PickScore, HPS) or
anatomy-speci“c categorical errors (AbHuman, HAD), but none
provide bothpairwise judgmentsandanatomical correctness la-
bels. Our BACON dataset covers all dimensions.

Dataset An. Cat. Cont. Pair. Pub. Type

LAION-Aes. [24] � � � � � Aesthetic
PickScore [25] � � � � � Pref. model
HPS [26] � � � � � Pref. model
AbHuman [7] � � � � � Cat. errors
HAD [8] � � � � � Artifacts
BodyRealism [9] � � � � � Rating
BACON (ours) � � � � � Pairwise+labels

Data Generation.We generate images using three state-
of-the-art text-to-image models (Stable Diffusion XL [41],
Stable Diffusion 3.5 Large [42] (SD 3.5 Lg.) and
Flux.1 [dev] [43] as well as conditioned variants of SDXL
(ControlNet [1], Stable Diffusion Depth [33, 42]). To gen-
erate the images, we drew 771 prompts from COCO [22],
591 from HumanArt [23], and an additional set of 1500
ChatGPT-generated descriptions to ensure coverage of un-
common poses, complex activities, and multi-person inter-
actions. The most common activity clusters are depicted
in Fig. 3 and example prompts listed in Tab.5. We gener-
ate one image per prompt with each selected model. For
each generated image, we record pose-estimator con“dence
values (OpenPose [19], ViTPose [20], Sapiens [21]) to en-
able correlation studies between human judgement and au-
tomated cues.Human Peference via Pairwise Labelling.
We collected 10,002 labeled pairwise comparisons of im-
ages with identical semantic content but varying anatomical
plausibility. Ten annotators (ages 21…56) used a web in-
terface presenting an image pair side-by-side in random or-
der to select the more anatomically correct sample or mark
no preference (33% of labels). Raters were instructed to
solely judge human anatomy, including aspects such as limb
count, proportionality, joint coherence, and global body
structure; no aesthetic or text-alignment criteria were con-














