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1. Implementation Details
In Tables 1, 2, 3, and 4, we list the network parameters of the generator GB and the discriminator DB for images from the

TLVDB dataset [3], as well as the generator GA and the discriminator DA for images from the AMOS dataset [2], based on
the naming conventions of network components below:

• Conv2d(K, P): 2D convolution with the kernel size of K and the padding of P;

• BN: Batch normalization;

• LeakyReLU(S): Leaky ReLU with the negative slope of S;

• NN Upsampling: Nearest neighbor upsampling.

Module Layers Input size Output size

(a) Image Encoder Conv2d(3, 1), ReLU 128× 128× 3 128× 128× 64
Conv2d(4, 2), BN, ReLU 128× 128× 64 64× 64× 128
Conv2d(4, 2), BN, ReLU 64× 64× 128 32× 32× 256
Conv2d(4, 2), BN, ReLU 32× 32× 256 16× 16× 512

(b) Timestamp Encoder Linear, ReLU 1 64
Linear, BN, ReLU 64 128

(c) Latent variable Sample from N (0, 1) 128

Concat (a), (b), and (c) Conv2d(3, 1), BN, ReLU 16× 16× 768 16× 16× 512
Residual Blocks 4× Residual Block (below) 16× 16× 512 16× 16× 512

(d) Residual Block Conv2d(3, 1), BN, ReLU 16× 16× 512 16× 16× 512
Conv2d(3, 1), BN 16× 16× 512 16× 16× 512
Input + (d) 16× 16× 512 16× 16× 512

Decoder NN Upsampling (2×) 16× 16× 512 32× 32× 512
Conv2d(3, 1), BN, LeakyReLU(0.2) 32× 32× 512 32× 32× 256
NN Upsampling (2×) 32× 32× 256 64× 64× 256
Conv2d(3, 1), BN, LeakyReLU(0.2) 64× 64× 256 64× 64× 128
NN Upsampling (2×) 64× 64× 128 128× 128× 128
Conv2d(3, 1), BN, LeakyReLU(0.2) 128× 128× 128 128× 128× 64
Conv2d(3, 1), Tanh 128× 128× 64 128× 128× 3

Table 1: The parameters of GB. We add symmetric skip connection between layers in the image encoder and the decoder.



Module Layers Input size Output size

Encoder Conv2d(4, 2), LeakyReLU(0.2) 128× 128× 3 64× 64× 64
Conv2d(4, 2), BN, LeakyReLU(0.2) 64× 64× 64 32× 32× 128
Conv2d(4, 2), BN, LeakyReLU(0.2) 32× 32× 128 16× 16× 256
Conv2d(4, 2), BN, LeakyReLU(0.2) 16× 16× 256 8× 8× 512
Conv2d(4, 2), BN, LeakyReLU(0.2) 8× 8× 512 4× 4× 512

Classifier Conv2d(4, 1) 4× 4× 512 1× 1× 1

Table 2: The parameters of DB.

Module Layers Input size Output size

Encoder Conv2d(3, 1), ReLU 128× 128× 3 128× 128× 64
Conv2d(4, 2), BN, ReLU 128× 128× 64 64× 64× 128
Conv2d(4, 2), BN, ReLU 64× 64× 128 32× 32× 256
Conv2d(4, 2), BN, ReLU 32× 32× 256 16× 16× 512
Conv2d(4, 2), BN, ReLU 16× 16× 512 8× 8× 512
Conv2d(4, 2), BN, ReLU 8× 8× 512 4× 4× 512

Conv2d(4, 2), BN, ReLU 4× 4× 512 2× 2× 512
NN Upsampling (2×) 2× 2× 512 4× 4× 512
Conv2d(3, 1), BN, LeakyReLU(0.2) 4× 4× 512 4× 4× 512

Decoder NN Upsampling (2×) 4× 4× 512 8× 8× 512
Conv2d(3, 1), BN, LeakyReLU(0.2) 8× 8× 512 8× 8× 512
NN Upsampling (2×) 8× 8× 512 16× 16× 512
Conv2d(3, 1), BN, LeakyReLU(0.2) 16× 16× 512 16× 16× 512
NN Upsampling (2×) 16× 16× 512 32× 32× 512
Conv2d(3, 1), BN, LeakyReLU(0.2) 32× 32× 512 32× 32× 256
NN Upsampling (2×) 32× 32× 256 64× 64× 256
Conv2d(3, 1), BN, LeakyReLU(0.2) 64× 64× 256 64× 64× 128
NN Upsampling (2×) 64× 64× 128 128× 128× 128
Conv2d(3, 1), BN, LeakyReLU(0.2) 128× 128× 128 128× 128× 64
Conv2d(3, 1), Tanh 128× 128× 64 128× 128× 3

Table 3: The parameters of GA. We add symmetric skip connection between layers in the encoder and the decoder.

Module Layers Input size Output size

(a) Image Encoder Conv2d(4, 2), LeakyReLU(0.2) 128× 128× 3 64× 64× 64
Conv2d(4, 2), BN, LeakyReLU(0.2) 64× 64× 64 32× 32× 128
Conv2d(4, 2), BN, LeakyReLU(0.2) 32× 32× 128 16× 16× 256
Conv2d(4, 2), BN, LeakyReLU(0.2) 16× 16× 256 8× 8× 512
Conv2d(4, 2), BN, LeakyReLU(0.2) 8× 8× 512 4× 4× 512
Conv2d(4, 1), BN, LeakyReLU(0.2) 4× 4× 512 1× 1× 512

(b) Timestamp Encoder Linear, LeakyReLU(0.2) 1 64
Linear, BN, LeakyReLU(0.2) 64 128

Concat (a) and (b) Linear, BN, LeakyReLU(0.2) 640 512
Temporal Max-Pooling T × 512 512

Conditional Classifier Linear 512 1

Unconditional Classifier Conv2d(1, 1) 1× 1× 512 1× 1× 1

Table 4: The parameters of DA.



Input 04:36 07:16 07:20 07:24 07:33 08:10 10:49 18:56 19:15 19:25 19:34

Input 07:09 07:11 07:13 07:22 08:20 13:51 18:30 19:21 19:42 19:44 19:47

Input 06:27 07:05 07:07 07:09 07:14 08:01 10:40 16:17 18:15 19:47 19:57

Input 07:36 07:38 07:41 07:44 08:07 12:52 18:29 18:42 18:51 18:55 18:58

Input 07:13 07:24 07:31 07:37 07:57 08:30 10:07 16:03 18:01 19:13 19:20

Input 07:35 07:42 07:44 07:46 08:20 12:01 16:46 18:30 18:42 18:49 18:51

Input 06:56 07:16 07:20 07:23 07:42 11:22 18:04 18:55 19:21 19:25 19:41

Input 07:34 07:47 07:49 07:52 08:00 14:42 17:43 18:36 18:40 18:43 18:47

Input 06:49 07:06 07:10 07:15 07:29 10:36 16:32 19:27 19:40 19:44 19:54

Figure 1: Additional results: our prediction results of the input images at different times of a day. The timestamp used for each
output is shown below the corresponding image.



2. Additional Results
By using the timestamp as the conditional variable, we can synthesize continuous illumination changes over time from a

single input image. In Figure 1, we show additional time-lapse video synthesis results using our method based on test images
from the MIT-Adobe FiveK Dataset [1]. The input images are shown on the left of each row and the timestamps are shown
below the corresponding output images. For each sequence, we randomly sample 11 output frames in the temporal domain
focusing more on the transition time of the sunrise and the sunset. Note that for different sequences the night-to-day and
day-to-night transitions may happen at different times of a day. This fact is evident in our training data and has been captured
by our multi-frame joint conditional generation framework.
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