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6. Appendix


The supplementary material is organized as follows. We
first explain how we validated the hyper-parameters of our
model. We then provide some detail on our training pro-
tocol and compare the performance, speed and model size
of our approach and the baselines on the Road dataset. Fi-
nally, we present in detail our DRU-VGG16 architecture,
which uses a pre-trained VGG16 as encoder, and discuss
the annotation tool used for our new large scale hand seg-
mentation dataset.


We have also provided a video to show how our algo-
rithm works in the real scenario where the hand segmenta-
tion masks are used to provide a user with a view of their
hands in a VR environment. This video also shows segmen-
tation samples of our method and of the baselines.


6.1. Parameter Validation


As shown in Fig. 3 and discussed in Section 3.1, our
recurrent unit can encompass different portions of the U-
Net architecture, corresponding to different values of ` 2
{0, . . . , 4} in our formalism. Furthermore, we need to ini-
tialize the segmentation mask s0 and the hidden state h0 for
the first recursive iteration, and to define the parameter ↵ in
Eq. 8. Because of limited resources, we could not perform a
complete grid search on all these hyper-parameters jointly.
We therefore initialized s0 and h0 with the same value,
which could be either all 0s or all 1s, and we separated the
validation of these values and ↵ from that of the choice of
`. We used the validation set of the EYTH hand segmenta-
tion dataset to choose these parameters. We then used the
same values in all our experiments. Note that, while our ap-
proach to validation would clearly benefit from using more
computational resources, we showed in Section 4.3 that it is
sufficient to outperform the state-of-the-art.


Choosing ↵, s0, and h0. As mentioned above, we take s0


and h0 to have the same value of either all 0s or all 1s. Fur-
thermore, we restrict ↵ 2 {1, 0.4}, with the former giving
the same weight to all recursive iterations, while the latter
puts more emphasis on the later ones. We report the re-
sults in Table 7. For both versions of our approach, we used
` = 0 for the validation tests. In general, we observe that
all methods benefit from initializing s0/h0 to all 1s. In this
case, Ours-SRU, Ours-DRU, and Rec-Simple tend to per-
form best for ↵ = 0.4. In the all experiments in the main
paper, we used the hyper-parameter values that gave the best
results for each method.


Choosing `. We then evaluate the influence of `, which
defines the portion of the U-Net used for internal state recur-
rence, as depicted by Fig. 3(a). The respective accuracies of
the Ours-SRU and Ours-DRU versions of our approach for
different values of ` 2 {0, . . . , 4} are given in Fig. 7. As
in the main paper, we denote by Ours-SRU(`) and Ours-
DRU(`) the corresponding variant of our method that uses
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Figure 7: Validating `. We report the mean IoU on the EYTH val-
idation set for different versions of our R-UNet, with either SRU
or DRU. Note that all variants outperform the Rec-Simplebaseline.


0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0.825


0.83


0.835


0.84


M
e
a
n
-I


O
U


Figure 8: Validating ↵ for DRU(l=4). We report the mean IoU
on the EYTH validation set for different values of ↵. Note that
↵=0.4 has the best performance.


that value of `. For Ours-SRU, ` = 3 and ` = 0 yield results
that are within 0.1 mean IoU of each other. To favor incor-
porating a large portion of the U-Net in out recurrent unit,
so as to give as much flexibility to the network as possible
to refine the segmentation, we choose ` = 0 and report the
results of Ours-SRU(0). For Ours-DRU, we obtain virtually
the same results for ` 2 {2, 3, 4}. Since ` = 4 requires
incorporating fewer encoder-decoder layers in the recurrent
unit, and thus duplicating fewer layers, we report the results
of Ours-DRU(4) in our experiments.


Choosing the Number of Recursive Iterations. All the
previous experiments were performed using T = 3 recur-
rent iterations. Fig. 6 depicts the segmentation results on
hands, retina vessels and roads after 1, 2, and 3 such itera-
tions. This number can also be varied and we plot in Table 8
the accuracy as a function of T . In practice, the accuracy
typically increases until T = 3 and then plateaus.


Choosing the value of ↵. In our experiments, we either
set ↵=1, so that all iterations have equal importance, or
↵=[0.1, 0.2, ..., 0.9], thus encoding the intuition that we
seek to put more emphasis on the final prediction. From
Figure 8, we can observe that ↵=0.4 brings us the best per-
formance. Thus, we fix ↵=0.4.







Ours-SRU Ours-DRU Rec-Simple Rec-Last Rec-Middle


Param. ↵:0.4 ↵:1.0 ↵:0.4 ↵:1.0 ↵:0.4 ↵:1.0 ↵:0.4 ↵:1.0 ↵:0.4 ↵:1.0


s0/h0:0 0.835 0.832 0.816 0.833 0.823 0.823 0.809 0.8274 0.826 0.825
s0/h0:1 0.837 0.827 0.836 0.832 0.831 0.825 0.816 0.829 0.823 0.831


Table 7: Validating ↵, s0 and h0. We report the mean IoU on the EYTH validation set. In general, the methods benefit from initializing
s0 and/or h0 to all 1s with ↵=0.4.


Model mIOU at Steps


T = 1 T = 2 T = 3 T = 4


Ours-SRU(0) 0.816 0.827 0.837 0.826
Ours-DRU(4) 0.830 0.832 0.838 0.838


Table 8: Influence of the number recurrent steps T - EYTH.
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Figure 9: Model comparison on the Road dataset.


6.2. Training Protocol.


We use standard stochastic gradient descent with mo-
mentum 0.9 as the optimizer. Since different recurrent
structures behave differently during training, we tune the
learning rate for each model in the range 1e-3 to 1e-9. Fur-
thermore, since the gradients obtained by summing over all
pixels can become quite large, we clip the gradients of mag-
nitudes greater than 10 for all recurrent approaches to pre-
vent gradient explosion [13]. For all U-Net-based meth-
ods, the parameters are initialized randomly as in [14]. For
all recurrent models, we use the multi-step cross entropy
loss of Section 3.4. We perform data augmentation using
random rotations of 10 degrees and horizontal flip with a
0.5 probability. All the models were implemented in Py-
torch [23], except for RefineNet, for which we used the
MatConvNet implementation released by its authors. Our
code is publicly available at https://github.com/
WeiWangTrento/Recurrent-U-Net, for both ver-
sions of our Recurrent U-Net, along with the U-Net-based
baselines.
6.3. Model Performance, Size, Speed.


In Figure 9, we show a similar comparison of the dif-
ferent approaches to that in Figure 1 in the main paper, but
for the Road dataset. Each circle denotes a model. The x-
axis represents the speed (frames-per-second) of the model
and the y-axis the mIoU accuracy on the Road dataset us-
ing a Titan X (Pascal) GPU. The radius of each circle de-
notes the models’ number of parameters. For all recurrent
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Figure 10: DRU-VGG16. The encoder block (i.e., Conv1) con-
tains one or several convolutional layers and one pooling layer at
the end, after which the skip connection is introduced. The center
block between the encoder and the decoder is the DRU.


approaches, we plot the performance after 1, 2, and 3 iter-
ations. The performance of our approach is plotted in red
and the other acronyms are defined in Section 4.2.


As in Figure 1, we can observe that ICNet [45] is slightly
faster than us but at the cost of a significant accuracy drop,
whereas DeepLab [6] is slower and less accurate.
6.4. Using a Pretrained Model as Encoder


To compete with the state-of-the-art models on
Cityscapes, we employed a pretrained model (i.e., VGG16)
as encoder in our DRU model, which we denote as DRU-
VGG16. As shown in Figure 10, DRU-VGG16 has a sym-
metric structure, where blocks of the VGG16 encoder are
matched to U-Net decoder ones. At the t-th recurrence, the
input to the encoder is the concatenation of image I and
prediction st�1 from the previous recurrence. st�1 has the
same width and height as I , but a different number of chan-
nels. st�1’s channel number equals the number of classes.
To match the input channels, the kernels in the first convo-
lutional layer are averaged along the channel dimension and
replicated N times. In the training stage, the learning rate
�e of the encoder is set to the 1/10 of the one � of the other
non-pretrained layers (i.e., the DRU and the decoder). To
minimize the influence of s0 on the pretrained network in
the first recurrence, we initialize it as all 0s while the hid-
den state is initialized as all 1s.
6.5. Annotation Tool for the KBH dataset.


In this paper, we also introduced a new large scale hand
segmentation dataset, which is larger than all the existing
ones. To annotate this new dataset, we developed a tool
based on OpenCV’s implementation of Grabcut [34]. In
practice, the annotator provides a few hard labels, in the
form of short segments drawn with the mouse, and an ini-
tial segmentation is obtained using the graph-cut algorithm.
The annotator can then iteratively refine this segmentation
by incorporating new hard labels. Fig. 4 in the main paper
depicts the resulting ground-truth segmentations in a few
frames.



https://github.com/WeiWangTrento/Recurrent-U-Net
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