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1 t-SNE Plots

In this section, we present t-SNE [2] plots of the features for each character in the dataset. These plots were
generated using the features in the penultimate layer of the LSTM portion of the network. In general, the
more well-separated the clusters, the better the network is separating the different character classes within the
embeddings.

Our main observation pertains to the SPACE and NULL character embeddings, specifically in Figures 1b and 1c,
where we see a lot of overlap between these two characters within the t-SNE embeddings. This indicates a strong
degree of confusion, and as we add more performance-improving additions, we see better and better separation
between these character embedding (such as in Figures 4b and 4c).

1.1 Baseline

(a) “Baseline” t-SNE plot, with all char-
acters a different color.

(b) “Baseline” t-SNE plot. The SPACE
character is in red, all other characters
are in grey.

(c) “Baseline” t-SNE plot. The NULL
character is in red, all other characters
are in grey.

Figure 1: t-SNE Plots, by LSTM character embedding, for the “Baseline” experiment in the main paper. Best
viewed in color.

∗This work was done while the first author was with Google Research
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1.2 Multi-Task

(a) “MT” t-SNE plot, with all characters
a different color.

(b) “MT” t-SNE plot. The SPACE char-
acter is in red, all other characters are in
grey.

(c) “MT” t-SNE plot. The NULL char-
acter is in red, all other characters are in
grey.

Figure 2: t-SNE Plots, by LSTM character embedding, for the “MT” experiment in the main paper. Best viewed
in color.

1.3 Domain Adaptation

(a) “DA” t-SNE plot, with all characters
a different color.

(b) “DA” t-SNE plot. The SPACE char-
acter is in red, all other characters are in
grey.

(c) “DA” t-SNE plot. The NULL char-
acter is in red, all other characters are in
grey.

Figure 3: t-SNE Plots, by LSTM character embedding, for the “DA” experiment in the main paper. Best viewed
in color.
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1.4 Domain Adaptation + Multi-Task

(a) “DA+MT” t-SNE plot, with all char-
acters a different color.

(b) “DA+MT” t-SNE plot. The SPACE
character is in red, all other characters
are in grey.

(c) “DA+MT” t-SNE plot. The NULL
character is in red, all other characters
are in grey.

Figure 4: t-SNE Plots, by LSTM character embedding, for the “DA+MT” experiment in the main paper. Best
viewed in color.
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2 Confusion Matrices

Here we include per-character confusion matrices for each key experiment in the main paper. We see from the
off-diagonal entries that the majority of confusion happens in similar looking characters.

2.1 Baseline

Figure 5: Confusion matrix, by LSTM character prediction, for the “Baseline” experiment in the main paper. The
numbers in parantheses indicate the number of occurrences of the given character.
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2.2 Multi-Task

Figure 6: Confusion matrix, by LSTM character prediction, for the “MT” experiment in the main paper. The
numbers in parantheses indicate the number of occurrences of the given character.
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2.3 Domain Adaptation

Figure 7: Confusion matrix, by LSTM character prediction, for the “DA” experiment in the main paper. The
numbers in parantheses indicate the number of occurrences of the given character.
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2.4 Domain Adaptation + Multi-Task

Figure 8: Confusion matrix, by LSTM character prediction, for the “DA+MT” experiment in the main paper.
The numbers in parantheses indicate the number of occurrences of the given character.
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3 Per Character Performance

Here we analyze in detail the performance of each character. Specifically, the following tables show which characters
are most often confused for other characters. This supports our claim that similar characters are often confused
by the system. Further, the main points of confusion do not change very heavily between one system to another.
For instance, in Table 1 we see that ו (VAV) is confused for י (YOD) 58 times, vs the same confusion 41 times in
the final system (Table 4).

3.1 Baseline

Character # Correct
# Most

Common Error
# Second Most
Common Error

(NULL) 252/902 383 (SPACE) 112 י (YOD)
ו (VAV) 510/743 58 י (YOD) 33 ר (RESH)
(SPACE) 467/620 47 י (YOD) 21 (NULL)

ל (LAMED) 226/389 37 י (YOD) 29 ר (RESH)
ה (HE) 405/550 35 א (ALEF) 23 י (YOD)
י (YOD) 692/894 34 ה (HE) 25 ר (RESH)
ר (RESH) 381/564 31 י (YOD) 28 ב (BET)
א (ALEF) 200/310 26 ה (HE) 20 י (YOD)
|מ (MEM) 127/277 25 א (ALEF) 25 ב (BET)
|נ (NUN) 148/268 25 ב (BET) 22 י (YOD)
ב (BET) 291/391 24 ה (HE) 15 י (YOD)
ח (HET) 147/271 22 ה (HE) 18 א (ALEF)
ק (QOF) 101/155 20 י (YOD) 9 ב (BET)
ג (GIMEL) 76/140 18 ב (BET) 8 |נ (NUN)
ד (DALET) 106/202 18 י (YOD) 11 ר (RESH)
ש (SHIN) 137/235 17 ה (HE) 16 י (YOD)
ת (TAV) 154/243 17 ה (HE) 10 ר (RESH)
ס (SAMEKH) 68/172 15 י (YOD) 14 |פ (PE)
|צ (TSADI) 76/123 15 א (ALEF) 10 ב (BET)
|פ (PE) 101/174 14 ה (HE) 13 א (ALEF)
|כ (KAF) 35/99 13 ר (RESH) 12 ב (BET)
” (QUOT) 0/30 12 י (YOD) 3 ו (VAV)
K (FINAL KAF) 5/24 12 ו (VAV) 2 ב (BET)
ע (AYIN) 74/143 12 |נ (NUN) 9 ב (BET)
ז (ZAYIN) 32/63 10 י (YOD) 6 ר (RESH)
N (FINAL NUN) 130/172 9 י (YOD) 5 |נ (NUN)
ט (TET) 47/81 8 י (YOD) 4 |נ (NUN)
M (FINAL MEM) 120/178 8 (SPACE) 7 ר (RESH)
’ (APOS) 10/23 6 י (YOD) 3 ק (QOF)
? (AMBIGUOUS) 0/23 6 י (YOD) 4 (SPACE)
P (FINAL PE) 14/24 4 ו (VAV) 3 ר (RESH)
. (DOT) 13/19 3 י (YOD) 1 ה (HE)
Z (FINAL TSADI) 26/31 2 י (YOD) 1 ב (BET)
0 (0) 0/1 1 ר (RESH)
7 (7) 0/1 1 ר (RESH)

Table 1: The per-character accuracy for the “Baseline” experiment in the main paper. The third and fourth
columns show the characters most often-confused for the character in the first column.
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3.2 Multi-Task

Character # Correct
# Most

Common Error
# Second Most
Common Error

(SPACE) 493/620 88 (NULL) 11 י (YOD)
(NULL) 805/902 47 (SPACE) 11 ו (VAV)

י (YOD) 698/894 40 ו (VAV) 19 ה (HE)
ר (RESH) 408/564 33 ו (VAV) 26 ד (DALET)
ו (VAV) 611/743 26 ר (RESH) 25 י (YOD)
ל (LAMED) 274/389 23 ר (RESH) 17 ו (VAV)
ה (HE) 434/550 21 ו (VAV) 16 (NULL)
ס (SAMEKH) 90/172 18 ט (TET) 12 ר (RESH)
|נ (NUN) 156/268 17 ה (HE) 15 ו (VAV)
ב (BET) 285/391 15 י (YOD) 11 ו (VAV)
א (ALEF) 245/310 13 ה (HE) 11 ר (RESH)
ח (HET) 193/271 13 ה (HE) 13 ו (VAV)
|מ (MEM) 171/277 13 ה (HE) 13 ו (VAV)
|פ (PE) 116/174 13 ו (VAV) 10 ה (HE)
” (QUOT) 1/30 12 י (YOD) 4 ’ (APOS)
ד (DALET) 137/202 12 ו (VAV) 10 י (YOD)
? (AMBIGUOUS) 0/23 11 (SPACE) 3 י (YOD)
ש (SHIN) 172/235 10 ב (BET) 9 ו (VAV)
K (FINAL KAF) 6/24 9 N (FINAL NUN) 2 (SPACE)
ק (QOF) 114/155 8 ה (HE) 7 ו (VAV)
ע (AYIN) 104/143 7 י (YOD) 6 ו (VAV)
ת (TAV) 190/243 7 (SPACE) 7 ו (VAV)
ג (GIMEL) 105/140 6 ב (BET) 5 א (ALEF)
|כ (KAF) 53/99 6 ר (RESH) 5 ה (HE)
N (FINAL NUN) 132/172 6 י (YOD) 5 ו (VAV)
|צ (TSADI) 100/123 6 ו (VAV) 5 ה (HE)
ז (ZAYIN) 41/63 5 ר (RESH) 4 ל (LAMED)
M (FINAL MEM) 143/178 5 ו (VAV) 5 ס (SAMEKH)
’ (APOS) 12/23 4 י (YOD) 2 (NULL)
ט (TET) 55/81 4 י (YOD) 3 ה (HE)
. (DOT) 8/19 2 ו (VAV) 2 ר (RESH)
P (FINAL PE) 21/24 1 ו (VAV) 1 Z (FINAL TSADI)
Z (FINAL TSADI) 26/31 1 א (ALEF) 1 ב (BET)
0 (0) 0/1 1 ס (SAMEKH)
7 (7) 0/1 1 (SPACE)

Table 2: The per-character accuracy for the “MT” experiment in the main paper. The third and fourth columns
show the characters most often-confused for the character in the first column.
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3.3 Domain Adaptation

Character # Correct
# Most

Common Error
# Second Most
Common Error

(NULL) 745/902 71 (SPACE) 18 ” (QUOT)
(SPACE) 482/620 70 (NULL) 14 ” (QUOT)

י (YOD) 680/894 61 (NULL) 21 ” (QUOT)
ו (VAV) 514/743 46 (NULL) 23 י (YOD)
ר (RESH) 374/564 35 (NULL) 22 ו (VAV)
ה (HE) 475/550 34 (NULL) 10 ” (QUOT)
ל (LAMED) 307/389 24 (NULL) 11 ר (RESH)
ס (SAMEKH) 104/172 20 (NULL) 7 |פ (PE)
|מ (MEM) 205/277 18 (NULL) 8 |פ (PE)
” (QUOT) 1/30 16 י (YOD) 4 ’ (APOS)
ב (BET) 300/391 16 (NULL) 8 ה (HE)
ד (DALET) 129/202 14 (NULL) 9 ר (RESH)
ח (HET) 199/271 14 ת (TAV) 13 (NULL)
|נ (NUN) 190/268 14 (NULL) 10 י (YOD)
א (ALEF) 240/310 13 (NULL) 11 ” (QUOT)
N (FINAL NUN) 117/172 13 (NULL) 6 ו (VAV)
ט (TET) 45/81 12 ס (SAMEKH) 4 ש (SHIN)
M (FINAL MEM) 134/178 12 (NULL) 9 ת (TAV)
ג (GIMEL) 110/140 11 (NULL) 6 |נ (NUN)
ק (QOF) 107/155 11 ל (LAMED) 10 (NULL)
ש (SHIN) 167/235 11 (NULL) 8 ” (QUOT)
K (FINAL KAF) 5/24 10 N (FINAL NUN) 2 (SPACE)
|פ (PE) 121/174 10 (NULL) 9 |מ (MEM)
|כ (KAF) 58/99 9 (NULL) 8 ב (BET)
ע (AYIN) 102/143 8 ו (VAV) 5 (NULL)
|צ (TSADI) 102/123 8 (NULL) 3 א (ALEF)
? (AMBIGUOUS) 0/23 8 (SPACE) 3 י (YOD)
ת (TAV) 207/243 7 (NULL) 6 י (YOD)
’ (APOS) 7/23 4 י (YOD) 3 ל (LAMED)
. (DOT) 11/19 4 ” (QUOT) 1 (SPACE)
ז (ZAYIN) 48/63 3 ” (QUOT) 3 ל (LAMED)
P (FINAL PE) 18/24 3 (NULL) 1 ” (QUOT)
Z (FINAL TSADI) 26/31 2 ז (ZAYIN) 1 ” (QUOT)
0 (0) 0/1 1 ס (SAMEKH)
7 (7) 0/1 1 ל (LAMED)

Table 3: The per-character accuracy for the “DA” experiment in the main paper. The third and fourth columns
show the characters most often-confused for the character in the first column.
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3.4 Domain Adaptation + Multi-Task

Character # Correct
# Most

Common Error
# Second Most
Common Error

(NULL) 766/902 82 (SPACE) 12 N (FINAL NUN)
(SPACE) 531/620 45 (NULL) 8 ו (VAV)

י (YOD) 699/894 41 ו (VAV) 25 (NULL)
” (QUOT) 1/30 19 י (YOD) 3 ’ (APOS)
ר (RESH) 432/564 19 ד (DALET) 16 ו (VAV)
ה (HE) 487/550 15 (NULL) 7 ת (TAV)
ו (VAV) 631/743 13 (NULL) 11 י (YOD)
ח (HET) 221/271 13 ו (VAV) 10 (NULL)
|נ (NUN) 195/268 13 ג (GIMEL) 12 ו (VAV)
ב (BET) 331/391 12 (NULL) 5 י (YOD)
K (FINAL KAF) 5/24 12 N (FINAL NUN) 3 ר (RESH)
|מ (MEM) 207/277 9 א (ALEF) 9 (NULL)
? (AMBIGUOUS) 0/23 9 (SPACE) 6 י (YOD)
ד (DALET) 162/202 8 (NULL) 7 ו (VAV)
|כ (KAF) 58/99 8 ב (BET) 5 |נ (NUN)
ל (LAMED) 329/389 7 ו (VAV) 6 י (YOD)
א (ALEF) 269/310 6 (NULL) 4 ו (VAV)
M (FINAL MEM) 157/178 6 (NULL) 5 ס (SAMEKH)
ס (SAMEKH) 137/172 6 ה (HE) 5 ק (QOF)
ע (AYIN) 111/143 6 ו (VAV) 4 א (ALEF)
ש (SHIN) 194/235 6 ו (VAV) 5 ע (AYIN)
’ (APOS) 6/23 5 י (YOD) 2 ו (VAV)
ג (GIMEL) 109/140 5 ב (BET) 4 י (YOD)
|פ (PE) 137/174 5 א (ALEF) 4 M (FINAL MEM)
ת (TAV) 212/243 5 ח (HET) 5 (NULL)
. (DOT) 10/19 4 י (YOD) 1 ג (GIMEL)
N (FINAL NUN) 151/172 4 ר (RESH) 3 י (YOD)
|צ (TSADI) 106/123 4 (NULL) 2 א (ALEF)
ק (QOF) 132/155 4 ה (HE) 4 (NULL)
ז (ZAYIN) 50/63 3 ד (DALET) 2 ל (LAMED)
ט (TET) 65/81 3 |נ (NUN) 2 ח (HET)
P (FINAL PE) 22/24 1 ו (VAV) 1 M (FINAL MEM)
Z (FINAL TSADI) 27/31 1 ב (BET) 1 N (FINAL NUN)
0 (0) 0/1 1 ס (SAMEKH)
7 (7) 0/1 1 N (FINAL NUN)

Table 4: The per-character accuracy for the “DA+MT” experiment in the main paper. The third and fourth
columns show the characters most often-confused for the character in the first column.
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4 Visualizing Network Output

Figure 9: Visualization of attention maps (green) and saliency maps (red) for SynHSNS (left) and HSNS (right)
under the “DA+MT” training protocol. Both maps are of comparable quality.

We use two different methods of visualization to understand the behavior of the model, following [3]. For the first,
we output the attention maps used by the network when decoding the image features, upsampled to the size of the
image with nearest neighbor interpolation. Our second method of visualization is based on the Saliency maps of
[1]. For a given predicted character at location t, we compute the gradient of its logit ôt with respect to the input
image x. The saliency of pixel (i, j) is thus vi,j = ‖ ∂ôt

∂xi,j
‖.

We display the results of this visualization for the SynHSNS and HSNS datasets on the “DA+MT” experiment.
For SynHSNS, we find the expected behavior for a network trained on SynHSNS data: both the attention and
saliency maps focus tightly around the letters being described. Importantly, however we also see the same behavior
in the case of HSNS, indicating that the network has learned to properly control where it looks even in the case of
the real Hebrew data.
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