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1141-supp/Code/__init__.py


1141-supp/Code/common.py
from __future__ import absolute_import
from __future__ import division
from __future__ import print_function
import yaml
import numpy as np
import math
from enum import Enum
import heapq


class FrameData:
    pass


class Container:
    pass


class ConfigParser(object):
    def __init__(self, config):
        stream = open(config,'r')
        docs = yaml.load_all(stream)
        for doc in docs:
            for k, v in doc.items():
                cmd = "self." + k + "=" + 'Container()'
                exec(cmd)
                for k1, v1 in v.items():
                    cmd = "self." + k + '.' + k1 + "=" + repr(v1)
                    print(cmd)
                    exec(cmd)
        stream.close()


def create_frame_data(frame_width, frame_height):
    frame_data = FrameData()
    frame_data.frame_width = frame_width
    frame_data.frame_height = frame_height
    frame_data.cx = frame_data.frame_width / 2.0
    frame_data.cy = frame_data.frame_height / 2.0
    frame_data.fx = 500.0 * (frame_data.frame_width / 640.0)
    frame_data.fy = 500.0 * (frame_data.frame_height / 480.0)
    frame_data.fx = (frame_data.fx + frame_data.fy) / 2.0
    frame_data.fy = frame_data.fx

    return frame_data


def euler_angles_to_rotation_matrix(theta):
    r_x = np.array([[1, 0, 0],
                    [0, math.cos(theta[0]), -math.sin(theta[0])],
                    [0, math.sin(theta[0]), math.cos(theta[0])]
                    ])

    r_y = np.array([[math.cos(theta[1]), 0, math.sin(theta[1])],
                    [0, 1, 0],
                    [-math.sin(theta[1]), 0, math.cos(theta[1])]
                    ])

    r_z = np.array([[math.cos(theta[2]), -math.sin(theta[2]), 0],
                    [math.sin(theta[2]), math.cos(theta[2]), 0],
                    [0, 0, 1]
                    ])

    r = np.dot(r_z, np.dot(r_y, r_x))

    return r


def extract_mouth_from_frame(frame, mouth_anchor, mouth_height, mouth_width):
    mouth_top = np.rint(mouth_anchor[1]).astype(np.int32)
    mouth_bottom = mouth_top + mouth_height
    mouth_left = np.rint(mouth_anchor[0] - int(mouth_width / 2)).astype(np.int32)
    mouth_right = mouth_left + mouth_width

    mouth = frame[mouth_top:mouth_bottom, mouth_left:mouth_right]

    assert mouth.shape == (mouth_height, mouth_width, 3)

    return mouth


class DBType(Enum):
    Train = 0,
    Validation = 1,
    Test = 2,
    Example = 3


class Sequence(object):
    """Represents a complete or partial sequence."""

    def __init__(self, output=None, decoder_output=None, decoder_hidden=None, decoder_cell=None, attn_context=None, encoded_sequence=None, logprob=None, score=None):
        """Initializes the Sequence.

        Args:
          output: List of word ids in the sequence.
          state: Model state after generating the previous word.
          logprob: Log-probability of the sequence.
          score: Score of the sequence.
        """
        self.output = output
        self.decoder_output = decoder_output
        self.decoder_hidden = decoder_hidden
        self.decoder_cell = decoder_cell
        self.attn_context = attn_context
        self.encoded_sequence = encoded_sequence
        self.logprob = logprob
        self.score = score

    def __cmp__(self, other):
        """Compares Sequences by score."""
        assert isinstance(other, Sequence)
        if self.score == other.score:
            return 0
        elif self.score < other.score:
            return -1
        else:
            return 1

    # For Python 3 compatibility (__cmp__ is deprecated).
    def __lt__(self, other):
        assert isinstance(other, Sequence)
        return self.score < other.score

    # Also for Python 3 compatibility.
    def __eq__(self, other):
        assert isinstance(other, Sequence)
        return self.score == other.score


class TopN(object):
    """Maintains the top n elements of an incrementally provided set."""

    def __init__(self, n):
        self._n = n
        self._data = []

    def size(self):
        assert self._data is not None
        return len(self._data)

    def push(self, x):
        """Pushes a new element."""
        assert self._data is not None
        if len(self._data) < self._n:
            heapq.heappush(self._data, x)
        else:
            heapq.heappushpop(self._data, x)

    def extract(self, sort=False):
        """Extracts all elements from the TopN. This is a destructive operation.

        The only method that can be called immediately after extract() is reset().

        Args:
          sort: Whether to return the elements in descending sorted order.

        Returns:
          A list of data; the top n elements provided to the set.
        """
        assert self._data is not None
        data = self._data
        self._data = None
        if sort:
            data.sort(reverse=True)
        return data

    def reset(self):
        """Returns the TopN to an empty state."""
        self._data = []



1141-supp/Code/db_gen.py
from optparse import OptionParser
import time
import sys
import os
from scipy.io import wavfile
import python_speech_features
import cv2
import shutil
from numpy import genfromtxt
from common import *
import multiprocessing
from multiprocessing import Pool
import pims

parser = OptionParser()
parser.add_option('--config', type=str, help="db configuration", default="dbs_config.yaml")


def assert_video_length(p1, p2):
    video_1_frames = pims.Video(p1)
    video_2_frames = pims.Video(p2)
    assert len(video_1_frames) == len(video_2_frames)


def process_audio_file_wrapper(args):
    return process_audio_file(*args)


def process_audio_file(index, item, total, db_config, gen_db_path, raw_db_path, target_audio_rate, target_video_fps):
    start_time = time.time()

    folder_name, file_name = item.split('/')
    raw_folder_path = '{}{}/'.format(raw_db_path, folder_name)
    gen_folder_path = '{}{}/'.format(gen_db_path, folder_name)
    raw_video_file_path = '{}{}.mp4'.format(raw_folder_path, file_name)
    # temp_video_path = '{}tmp_{}.mp4'.format(gen_folder_path, file_name)
    converted_video_file_path = '{}con_{}.mp4'.format(gen_folder_path, file_name)
    converted_audio_file_path = '{}con_{}.wav'.format(gen_folder_path, file_name)

    command = 'ffmpeg -loglevel error -y -hwaccel cuvid -r {1} -i {0} -vf scale=320:320 -qscale:v 4 -async 1 -r {1} -deinterlace -ar {2} {3}'.format(
        raw_video_file_path, target_video_fps, target_audio_rate, converted_video_file_path)

    error = os.system(command)

    if error:
        msg = 'error while converting video'
        print(msg)
        raise Exception(msg)

    # assert_video_length(converted_video_file_path, raw_video_file_path)

    # clip = mp.VideoFileClip(temp_video_path, audio_fps=target_audio_rate)  # .subclip(0,20)
    # clip_resized = clip.resize(width=480, height=480)
    # clip_resized.write_videofile(converted_video_file_path, audio_fps=target_audio_rate)

    command = 'ffmpeg -loglevel error -y -hwaccel cuvid -i {} -ac 1 -acodec pcm_s16le -ar {} {}'.format(
        converted_video_file_path,
        target_audio_rate,
        converted_audio_file_path)
    error = os.system(command)

    if error:
        msg = 'error while converting video to audio'
        print(msg)
        raise Exception(msg)

    sample_rate, audio = wavfile.read(converted_audio_file_path)
    mfcc = zip(*python_speech_features.mfcc(audio, sample_rate))
    mfcc = np.stack([np.array(i) for i in mfcc]).astype(float)

    video_cap = cv2.VideoCapture(converted_video_file_path)
    video_len = int(video_cap.get(cv2.CAP_PROP_FRAME_COUNT))

    # if (float(len(audio)) / target_audio_rate) < (float(video_len) / target_video_fps):
    #     raise Exception('audio is shorter then video')

    audio_features_path = '{0}{1}_af'.format(gen_folder_path, file_name)
    np.save(audio_features_path, mfcc)

    num_of_audio_frames_path = '{0}{1}_{2}'.format(gen_folder_path, file_name,
                                                   db_config.num_of_audio_frames_file_name)

    np.save(num_of_audio_frames_path, mfcc.shape[1])

    total_time = time.time() - start_time

    print('{} / {} {} done in {} seconds'.format(index, total, raw_video_file_path, total_time))


def assert_video_length_c(p1, count):
    video_1_frames = pims.Video(p1)
    assert len(video_1_frames) == count


def create_audio_features(db_config, gen_db_path, raw_db_path, raw_db_list_path, target_audio_rate, target_video_fps):
    start_audio_time = time.time()

    print('####### Creating audio features #######')

    if not os.path.isdir(raw_db_path):
        raise Exception('raw data folder does not exists')

    if not os.path.isdir(gen_db_path):
        os.makedirs(gen_db_path)

    audio_rate_path = '{}{}'.format(gen_db_path, db_config.audio_rate_file_name)
    np.save(audio_rate_path, target_audio_rate)

    with open(raw_db_list_path) as f:
        files_list = f.readlines()

    files_list = [x.strip() for x in files_list]

    for item in files_list:
        folder_name, file_name = item.split('/')
        gen_folder_path = '{}{}/'.format(gen_db_path, folder_name)

        if not os.path.exists(gen_folder_path):
            os.mkdir(gen_folder_path)

    num_cores = multiprocessing.cpu_count()

    with Pool(num_cores) as pool:
        params_p = [(index, item, len(files_list), db_config, gen_db_path, raw_db_path, target_audio_rate, target_video_fps) for index, item in
                    enumerate(files_list)]

        # process_audio_file(files_list[0], db_config, gen_db_path, raw_db_path, target_audio_rate, target_video_fps)

        pool.map(process_audio_file_wrapper, params_p)

    total_audio_time = time.time() - start_audio_time

    print('####### Audio features created in {} seconds #######'.format(total_audio_time))


def smooth(y, box_pts):
    box = np.ones(box_pts) / box_pts
    y_smooth = np.convolve(y, box, mode='same')
    return y_smooth


def smooth_angles(all_frames_angles):
    box = 20

    all_frames_angles_x = all_frames_angles[:, 0]
    all_frames_angles_y = all_frames_angles[:, 1]
    all_frames_angles_z = all_frames_angles[:, 2]

    x = np.concatenate((np.repeat(all_frames_angles_x[0], box - 1), all_frames_angles_x[:], np.repeat(
        all_frames_angles_x[-1], box - 1)))
    x = smooth(x, box)[box:(box + len(all_frames_angles_x))]

    y = np.concatenate((np.repeat(all_frames_angles_y[0], box - 1), all_frames_angles_y[:], np.repeat(
        all_frames_angles_y[-1], box - 1)))
    y = smooth(y, box)[box:(box + len(all_frames_angles_y))]

    z = np.concatenate((np.repeat(all_frames_angles_z[0], box - 1), all_frames_angles_z[:], np.repeat(
        all_frames_angles_z[-1], box - 1)))
    z = smooth(z, box)[box:(box + len(all_frames_angles_z))]

    return np.concatenate((x[:, np.newaxis], y[:, np.newaxis], z[:, np.newaxis]), axis=1)


def get_all_shapes_by_vid(open_face_path, video_path):
    os.makedirs(open_face_path, exist_ok=False)
    os.system('./OpenFace/build/bin/FeatureExtraction -3Dfp -pose -tracked -multi_view 1 -f "{0}" -out_dir "{1}"'.format
              (video_path, open_face_path))
    output_csv = '{0}/{1}.csv'.format(open_face_path, os.path.splitext(os.path.basename(video_path))[0])
    res = genfromtxt(output_csv, delimiter=',')

    xs = res[1:len(res), 11:79]
    ys = res[1:len(res), 79:147]
    zs = res[1:len(res), 147:215]
    shape = np.stack((xs, ys, zs), axis=-1)
    # shape = smooth_anchors(shape)

    head_angles = res[1:len(res), 8:11]
    head_angles = smooth_angles(head_angles)

    head_poses = res[1:len(res), 5:8]
    # head_poses = smooth_head_poses(head_poses)

    return shape, head_angles, head_poses


def calc_face_size(face_shape_3d, face_rotations, face_positions_3d, frame_data):
    total_face_size = 0
    # total_mouth_size = 0

    centered_kp_3d = face_shape_3d - face_positions_3d[:, np.newaxis, :]

    for i in range(0, len(face_shape_3d)):
        cur_head_pos_3d = face_positions_3d[i]
        cur_head_rot = face_rotations[i]
        cur_centered_3d_kp = centered_kp_3d[i]

        cur_r = euler_angles_to_rotation_matrix(cur_head_rot)

        cur_aligned_centered_kp3 = np.matmul(cur_centered_3d_kp, cur_r)
        cur_aligned_kp_3d = cur_aligned_centered_kp3 + cur_head_pos_3d[np.newaxis, :]

        cur_aligned_kp_2d = []

        for p3d in cur_aligned_kp_3d:
            if p3d[2] != 0:
                x = ((p3d[0] * frame_data.fx / p3d[2]) + frame_data.cx)
                y = ((p3d[1] * frame_data.fy / p3d[2]) + frame_data.cy)
            else:
                x = p3d[0]
                y = p3d[1]

            cur_aligned_kp_2d.append(np.array((x, y)))

        cur_aligned_kp_2d = np.array(cur_aligned_kp_2d)

        if cur_head_pos_3d[2] != 0:
            x = ((cur_head_pos_3d[0] * frame_data.fx / cur_head_pos_3d[2]) + frame_data.cx)
            y = ((cur_head_pos_3d[1] * frame_data.fy / cur_head_pos_3d[2]) + frame_data.cy)
        else:
            x = cur_head_pos_3d[0]
            y = cur_head_pos_3d[1]

        cur_head_pos_2d = np.array((x, y))

        cur_centered_aligned_kp_2d = cur_aligned_kp_2d - cur_head_pos_2d[np.newaxis, :]
        # cur_centered_aligned_kmouth_p_2d = cur_centered_aligned_kp_2d[48:]
        total_face_size += sum(np.linalg.norm(cur_centered_aligned_kp_2d, axis=1)) / len(cur_centered_aligned_kp_2d)
    # mouth_size = sum(np.linalg.norm(cur_centered_aligned_kmouth_p_2d, axis=1)) / len(cur_centered_aligned_kmouth_p_2d)
    # total_mouth_size += mouth_size

    total_face_size = total_face_size / len(face_shape_3d)
    # total_mouth_size = total_mouth_size / len(face_shape_3d)

    return total_face_size


def process_video_file_wrapper(args):
    return process_video_file(*args)


def process_video_file(index, item, total, config, db_config, gen_db_path, target_video_fps):
    video_start_time = time.time()
    folder_name, file_name = item.split('/')
    gen_folder_path = '{}{}/'.format(gen_db_path, folder_name)
    num_of_frames_path = '{0}{1}_{2}'.format(gen_folder_path, file_name, db_config.num_of_frames_file_name)
    base_open_face_path = '{0}{1}/'.format(gen_folder_path, db_config.open_face_folder)
    open_face_path = '{0}{1}'.format(base_open_face_path, file_name)
    video_path = '{0}con_{1}.mp4'.format(gen_folder_path, file_name)
    normalized_video_path = "{0}normalized_video_{1}.mp4".format(gen_folder_path, file_name)
    video_frames_file_path = '{}{}_{}.mp4'.format(gen_folder_path, file_name, db_config.video_frames_file_name)
    shapes_2d_file_path = '{}{}_{}'.format(gen_folder_path, file_name, db_config.shapes2d_file_name)
    wav_path = '{0}con_{1}.wav'.format(gen_folder_path, file_name)

    # if config.general.debug:
    #	video_temp_path = '{}{}/'.format(gen_folder_path, file_name)
    #	if not os.path.isdir(video_temp_path):
    #		os.makedirs(video_temp_path)

    if not os.path.isdir(gen_folder_path):
        raise Exception('Please run audio pre process first')

    if os.path.isdir(open_face_path):
        shutil.rmtree(open_face_path)

    vidcap = cv2.VideoCapture(video_path)
    all_shapes, angles, head_poses = get_all_shapes_by_vid(open_face_path, video_path)

    v_width = int(vidcap.get(cv2.CAP_PROP_FRAME_WIDTH))
    v_height = int(vidcap.get(cv2.CAP_PROP_FRAME_HEIGHT))
    frame_data = create_frame_data(v_width, v_height)
    face_size = calc_face_size(all_shapes, angles, head_poses, frame_data)
    target_face_size = db_config.target_face_size
    scale_factor = target_face_size / face_size
    normalization_width = int(scale_factor * v_width)
    normalization_height = int(scale_factor * v_height)

    if scale_factor < 1:
        pad_or_crop = 'pad={0}:{1}'.format(v_width, v_height)
    else:
        crop_top_left_x = (normalization_width - v_width) // 2
        crop_top_left_y = 0
        pad_or_crop = 'crop={0}:{1}:{2}:{3}'.format(v_width, v_height, crop_top_left_x, crop_top_left_y)

    error = os.system(
        'ffmpeg -loglevel error -hwaccel cuvid -i "{0}" -vf \"scale={1}:{2}, {3}\" "{4}"'.format(
            video_path,
            normalization_width,
            normalization_height,
            pad_or_crop,
            normalized_video_path))

    if error:
        raise Exception('error while normalizing face size')

    # assert_video_length(video_path, normalized_video_path)

    # print("face size successfully normalized")
    # print("detecting normalized face features")

    shutil.rmtree(open_face_path)
    vidcap = cv2.VideoCapture(normalized_video_path)

    all_shapes, angles, head_poses = get_all_shapes_by_vid(open_face_path, normalized_video_path)

    if not config.general.debug:
        os.remove(normalized_video_path)
        os.remove(video_path)
        # os.remove(wav_path)
        shutil.rmtree(open_face_path)

    frame_data = create_frame_data(int(vidcap.get(cv2.CAP_PROP_FRAME_WIDTH)),
                                   int(vidcap.get(cv2.CAP_PROP_FRAME_HEIGHT)))

    number_of_frames = int(vidcap.get(cv2.CAP_PROP_FRAME_COUNT))
    np.save(num_of_frames_path, number_of_frames)

    success = True
    counter = 0
    frames = []
    mouths = []
    shapes_2d = []
    error = False

    tmp_folder = '{}{}_tmp/'.format(gen_folder_path, file_name)
    os.makedirs(tmp_folder)

    while success:
        success, frame = vidcap.read()

        if not success:
            continue

        # frame = cv2.cvtColor(frame, cv2.COLOR_BGR2RGB)

        pose = head_poses[counter]
        pose = np.expand_dims(pose, axis=0)

        current_frame_angles = angles[counter]
        # r = euler_angles_to_rotation_matrix(current_frame_angles)
        rz = euler_angles_to_rotation_matrix((0, 0, current_frame_angles[2]))

        face_3d = all_shapes[counter]
        face_3d_translated = face_3d - pose

        # face_3d_aligned_centered = np.matmul(face_3d_translated, r)
        face_3d_aligned_z_centered = np.matmul(face_3d_translated, rz)
        face_3d_aligned_z = face_3d_aligned_z_centered + pose

        face_2d_aligned_z = []

        for p3d in face_3d_aligned_z:
            if p3d[2] != 0:
                x = ((p3d[0] * frame_data.fx / p3d[2]) + frame_data.cx)
                y = ((p3d[1] * frame_data.fy / p3d[2]) + frame_data.cy)
            else:
                x = p3d[0]
                y = p3d[1]

            face_2d_aligned_z.append(np.array((x, y)))

        face_2d_aligned_z = np.array(face_2d_aligned_z).astype(np.int32)

        if pose[0, 2] != 0:
            x = ((pose[0, 0] * frame_data.fx / pose[0, 2]) + frame_data.cx)
            y = ((pose[0, 1] * frame_data.fy / pose[0, 2]) + frame_data.cy)
        else:
            x = pose[0, 0]
            y = pose[0, 1]

        pose_in_image = np.array((x, y))

        m = cv2.getRotationMatrix2D((pose_in_image[0], pose_in_image[1]),
                                    current_frame_angles[2] * 180.0 / np.pi, 1)
        frame = cv2.warpAffine(frame, m, (frame.shape[1], frame.shape[0]), flags=cv2.INTER_AREA)

        frames.append(frame)
        shapes_2d.append(face_2d_aligned_z)

        if config.general.image_gen_show_frames:
            # for (x, y) in face_2d_aligned_z:
            #   cv2.circle(frame, (int(np.rint(x)), (int(np.rint(y)))), 3, (255, 0, 0), -1)

            tmp_frame = frame.copy()

            cv2.circle(tmp_frame, (int(np.rint(face_2d_aligned_z[33][0])), int(np.rint(face_2d_aligned_z[33][1]))),
                       3,
                       (0, 0, 255), -1)
            cv2.circle(tmp_frame, (int(np.rint(face_2d_aligned_z[29][0])), int(np.rint(face_2d_aligned_z[29][1]))),
                       3,
                       (0, 255, 0), -1)
            cv2.circle(tmp_frame, (int(np.rint(pose_in_image[0])), int(np.rint(pose_in_image[1]))), 3,
                       (255, 0, 0), -1)

            # cv2.imshow("Frame", cv2.cvtColor(tmp_frame, cv2.COLOR_RGB2BGR))
            cv2.imshow("Frame", tmp_frame)
            cv2.waitKey(1) & 0xFF

        # validate mouth extraction (validate size)
        try:
            mouth = extract_mouth_from_frame(frame, face_2d_aligned_z[29], config.general.mouth_height, config.general.mouth_width)
            mouths.append(mouth)
        except:
            error = True
            # if os.path.exists(db_creation_errors_file_path):
            #     append_write = 'a'  # append if already exists
            # else:
            #     append_write = 'w'  # make a new file if not
            #
            # db_creation_errors_file = open(db_creation_errors_file_path, append_write)
            #
            # db_creation_errors_file.write(
            #     'extract_mouth_from_frame error in {}, frame:{}\n'.format(video_path, counter))
            #
            # db_creation_errors_file.close()
            break

        counter += 1
        cv2.imwrite('{}{}.png'.format(tmp_folder, counter), frame)

    # if config.general.debug:
    #	cv2.imwrite('{}frame_{}.png'.format(video_temp_path, counter), frame)
    #	cv2.imwrite('{}mouth_{}.png'.format(video_temp_path, counter), mouth)

    if config.general.image_gen_show_frames:
        print('in case of a parallel run, destroyAllWindows will probably kill other iterations windows')
        cv2.destroyAllWindows()

    if not error:
        error = os.system(
            'ffmpeg -loglevel error -hwaccel cuvid -r {} -f image2 -s {}x{} -i {}%d.png -vcodec libx264 -crf 15 -pix_fmt yuv420p {}'.format(
                target_video_fps,
                frames[0].shape[0],
                frames[0].shape[1],
                tmp_folder,
                video_frames_file_path
            ))

        if error:
            msg = 'error while compiling mouths images'
            print(msg)
            raise Exception(msg)

        assert_video_length_c(video_frames_file_path, number_of_frames)
        # np.save(video_frames_file_path, mouths)
        # np.save(video_frames_file_path, frames)
        np.save(shapes_2d_file_path, shapes_2d)

    shutil.rmtree(tmp_folder)

    total_video_time = time.time() - video_start_time
    print(
        '===== {}/{} video db for {} was created in {} seconds ======'.format(index + 1, total, item, total_video_time))


def create_video_db(config, db_config, gen_db_path, raw_db_list_path, target_video_fps):
    start_video_time = time.time()

    print('####### Creating video db #######')

    if not os.path.isdir(gen_db_path):
        raise Exception('Please run audio pre process first')

    video_fps_path = '{}{}'.format(gen_db_path, db_config.video_fps_file_name)
    np.save(video_fps_path, target_video_fps)

    with open(raw_db_list_path) as f:
        files_list = f.readlines()

    files_list = [x.strip() for x in files_list]

    num_cores = multiprocessing.cpu_count()

    with Pool(num_cores) as pool:
        params_p = [(index, item, len(files_list), config, db_config, gen_db_path, target_video_fps) for index, item in
                    enumerate(files_list)]
        #process_video_file(0, files_list[0], len(files_list), config, db_config, gen_db_path, target_video_fps)
        pool.map(process_video_file_wrapper, params_p)

    total_video_time = time.time() - start_video_time
    print('####### Video db was created in {} seconds #######'.format(total_video_time))


def main(argv):
    print('For TIMIT, you should run first preprocess_TIMIT_db.py, if you didnt run it, please stop current execution.')
    # time.sleep(15)
    (opts, args) = parser.parse_args(argv)
    config = ConfigParser(opts.config)
    db_config = eval('config.{}'.format(config.general.db_name))

    db_type = eval('DBType.{}'.format(config.general.db_gen_type))

    if db_type == DBType.Validation:
        gen_db_path = db_config.validation_path
        raw_db_path = db_config.raw_validation_path
        raw_db_list_path = db_config.raw_validation_list_path
    elif db_type == DBType.Test:
        gen_db_path = db_config.test_path
        raw_db_path = db_config.raw_test_path
        raw_db_list_path = db_config.raw_test_list_path
    elif db_type == DBType.Train:
        gen_db_path = db_config.train_path
        raw_db_path = db_config.raw_train_path
        raw_db_list_path = db_config.raw_train_list_path
    elif db_type == DBType.Example:
        gen_db_path = db_config.example_path
        raw_db_path = db_config.raw_example_path
        raw_db_list_path = db_config.raw_example_list_path

    # db_creation_errors_file_path = '{}{}'.format(gen_db_path, db_config.db_creation_errors_file_name)

    # if os.path.isfile(db_creation_errors_file_path):
    #    raise Exception('please delete {}'.format(db_creation_errors_file_path))

    create_audio_features(db_config, gen_db_path, raw_db_path, raw_db_list_path, config.general.target_audio_rate,
                          config.general.target_video_fps)

    create_video_db(config, db_config, gen_db_path, raw_db_list_path, config.general.target_video_fps)

    print('Please check db_creation_errors !!!!!')
    print('Please run generate_frames_from_videos.py')
    print('Please run test_db_shifts_file_generator.py for validation and test dbs (for single shift cases)')
    print('Please run generate_acnhors.py')
    print('Please run generate_test_db.py')


if __name__ == '__main__':
    main(sys.argv)




1141-supp/Code/dbs_config.yaml
lrs2_dataset:
  db_folder_name: 'lrs2'
  base_gen_path: './data/lrs2/gen/'
  raw_train_path: './data/lrs2/raw/pretrain/'
  raw_train_list_path: './data/lrs2/raw/pretrain.txt'
  raw_example_path: './data/lrs2/raw/pretrain_example/'
  raw_example_list_path: './data/lrs2/raw/pretrain_example.txt'
  raw_test_path: './data/lrs2/raw/main/'
  raw_test_list_path: './data/lrs2/raw/test.txt'
  raw_validation_path: './data/lrs2/raw/main/'
  raw_validation_list_path: './data/lrs2/raw/val.txt'
  train_path: './data/lrs2/gen/pretrain/'
  test_path: './data/lrs2/gen/test/'
  validation_path: './data/lrs2/gen/validation/'
  example_path: './data/lrs2/gen/example/'
  frames_folder: 'frames'
  open_face_folder: 'openface'
  video_fps_file_name: 'video_fps'
  audio_rate_file_name: 'audio_rate'
  target_face_size: 62.8203174741697
  num_of_frames_file_name: 'num_of_frames'
  num_of_audio_frames_file_name: 'num_of_audio_frames'
  db_creation_errors_file_name: 'db_creation_errors.txt'
  video_frames_file_name: 'video_frames'
  shapes2d_file_name: 'shapes_2d'
  anchors_file_name: 'anchors'
TIMIT:
  db_folder_name: 'TIMIT'
  base_gen_path: './data/TIMIT/gen/'
  raw_validation_path: './data/TIMIT/raw/validation/'
  raw_volunteers_path: './data/TIMIT/raw/volunteers/'
  raw_validation_list_path: './data/TIMIT/raw/val.txt'
  raw_validation_list_org_names_path: './data/TIMIT/raw/val_org_names.txt'
  raw_validation_list_pairs_path: './data/TIMIT/raw/val_pairs.txt'
  validation_path: './data/TIMIT/gen/validation/'
  frames_folder: 'frames'
  open_face_folder: 'openface'
  video_fps_file_name: 'video_fps'
  audio_rate_file_name: 'audio_rate'
  target_face_size: 62.8203174741697
  num_of_frames_file_name: 'num_of_frames'
  num_of_audio_frames_file_name: 'num_of_audio_frames'
  db_creation_errors_file_name: 'db_creation_errors.txt'
  video_frames_file_name: 'video_frames'
  shapes2d_file_name: 'shapes_2d'
  anchors_file_name: 'anchors'
general:

  # for timit evaluation, choose Validation and for lrs2 choose Test !!!!

  image_gen_show_frames: False
  db_gen_type: 'Train' # Train, Validation, Test or Example
  db_name: 'lrs2_dataset'
  target_audio_rate: 16000
  target_video_fps: 25
  mouth_width: 120
  mouth_height: 120
  debug: False



1141-supp/Code/logger.py
import tensorflow as tf
import os


class Logger:
    def __init__(self, config):
        log_dir = os.path.join(config.general.output_path, config.general.logs_folder)
        if not os.path.isdir(log_dir):
            os.makedirs(log_dir, exist_ok=True)
        self.writer = tf.summary.FileWriter(log_dir)

    def dump_current_errors(self, errors, step):
        for tag, value in errors.items():
            summary = tf.Summary(value=[tf.Summary.Value(tag=tag, simple_value=value)])
            self.writer.add_summary(summary, step)




1141-supp/Code/Model/__pycache__/dataset.cpython-36.pyc


1141-supp/Code/Model/__pycache__/eval.cpython-36.pyc


1141-supp/Code/Model/__pycache__/eval_single_shift.cpython-36.pyc


1141-supp/Code/Model/__pycache__/model.cpython-36.pyc


1141-supp/Code/Model/__pycache__/networks.cpython-36.pyc


1141-supp/Code/Model/config.yaml
train:
  batch_size: 4
  num_epochs: 100
  lr: 0.0001
  num_workers: 10
test:
  batch_size: 1
  num_workers: 10
general:
  is_single_shift: False
  max_seq_len: 75
  frames_shift_window_train: 25
  sync_len: 25
  max_frame_duplications: 4
  ef_frames_window_size: 5
  audio_window_size: 20
  gpu_ids: '0' # for example '0 1' or '' for cpu
  output_path: './Model/outputs'
  TIMIT_outputs_videos_folder_name: TIMIT
  logs_folder: 'logs'
  checkpoints_folder: 'checkpoints'
  current_state_file_name: 'current_state.txt'
  eval_epcohs_freq: 1
rnn_encoder:
  input_size: 1024
  hidden_size: 256
  layers: 3
rnn_decoder:
  input_size: 256
  hidden_size: 512
  layers: 3
  teacher_forcing_ratio: 0 # [0,1], 0 to turn off
  dropout_p: 0.1




1141-supp/Code/Model/dataset.py
from __future__ import print_function
import torch
import numpy as np
import torch.utils.data as data
import os
from imgaug import augmenters as iaa
import random
from common import DBType, extract_mouth_from_frame
from scipy.io import wavfile
import python_speech_features
import cv2
from PIL import Image
from enum import Enum


class VideoMetadata:
    pass


class FrameMetadata:
    pass


class FrameAction(Enum):
    Keep = 0,
    Drop = 1,
    Duplicate = 2


def init_dataset(config, db_config, db_type, is_single_shift):
    print('Using {}'.format(db_config.general.db_name))

    if db_type == DBType.Example:
        if not db_config.general.db_name == 'lrs2_dataset':
            raise Exception('this type of dataset is not supported yet')

        dataset = Dataset(db_config, config, db_type, False, is_single_shift)
        data_loader = torch.utils.data.DataLoader(dataset=dataset, batch_size=config.train.batch_size, shuffle=True, num_workers=0, drop_last=False)
    elif db_type == DBType.Train:
        if not db_config.general.db_name == 'lrs2_dataset':
            raise Exception('this type of dataset is not supported yet')

        dataset = Dataset(db_config, config, db_type, False, is_single_shift)
        data_loader = torch.utils.data.DataLoader(dataset=dataset, batch_size=config.train.batch_size, shuffle=True, num_workers=config.train.num_workers, drop_last=False)
    else:
        if is_single_shift and not db_config.general.db_name == 'lrs2_dataset':
            raise Exception('this type of dataset is not supported yet')

        dataset = Dataset(db_config, config, db_type, True, is_single_shift)
        data_loader = torch.utils.data.DataLoader(dataset=dataset, batch_size=config.test.batch_size, shuffle=False, num_workers=config.test.num_workers, drop_last=False)

    return data_loader, dataset


def assert_prediction(predicted_frame, original_frame, frame_action):
    if not frame_action == FrameAction.Drop:
        assert (predicted_frame.data == original_frame).min()


class Dataset(data.Dataset):
    def __init__(self, db_config, config, db_type, is_test, is_single_shift, gen_mode=False):
        if is_single_shift and not db_config.general.db_name == 'lrs2_dataset':
            raise Exception('this type of dataset is not supported yet')

        self.is_test = is_test
        self.db_type = db_type
        self.config = config
        self.is_single_shift = is_single_shift
        self.gen_mode = gen_mode
        self.db_config = db_config

        specific_db_config = eval('db_config.{}'.format(db_config.general.db_name))
        self.db_folder_name = specific_db_config.db_folder_name

        if db_type == DBType.Test:
            if self.is_single_shift or gen_mode:
                self.base_path = specific_db_config.test_path
                raw_db_list_path = specific_db_config.raw_test_list_path
            else:
                self.base_path = './data/{}/gen/test_ma/'.format(self.db_folder_name)

            self.batch_size = config.test.batch_size
        elif db_type == DBType.Validation:
            if self.is_single_shift or gen_mode:
                self.base_path = specific_db_config.validation_path
                raw_db_list_path = specific_db_config.raw_validation_list_path
            else:
                self.base_path = './data/{}/gen/val_ma/'.format(self.db_folder_name)

            self.batch_size = config.test.batch_size
        elif db_type == DBType.Train:
            if not db_config.general.db_name == 'lrs2_dataset':
                raise Exception('this type of dataset is not supported yet')

            self.base_path = specific_db_config.train_path
            self.batch_size = config.train.batch_size
            raw_db_list_path = specific_db_config.raw_train_list_path
        elif db_type == DBType.Example:
            if not db_config.general.db_name == 'lrs2_dataset':
                raise Exception('this type of dataset is not supported yet')

            self.base_path = specific_db_config.example_path
            self.batch_size = config.train.batch_size
            raw_db_list_path = specific_db_config.raw_example_list_path
        else:
            raise Exception('Invalid db type')

        if self.db_folder_name == 'TIMIT':
            assert self.batch_size == 1

        self.padding_value = config.general.max_seq_len + 1
        self.max_seq_len = config.general.max_seq_len
        self.sync_len = self.config.general.sync_len

        if is_test and not is_single_shift and not gen_mode:
            self.db_len = len(os.listdir(self.base_path))

            if self.db_folder_name == 'TIMIT':
                pairs_file_path = specific_db_config.raw_validation_list_pairs_path
                with open(pairs_file_path) as pairs_file:
                    pairs_list = pairs_file.readlines()

                self.pairs_list = np.array([x.strip() for x in pairs_list])
                self.db_len = len(self.pairs_list)
        else:
            self.rgb2gray_augmentor = iaa.Sequential([
                iaa.Grayscale(alpha=1.0)
            ]).to_deterministic()

            self.image_channels_augmentor = iaa.Sequential([
                iaa.Multiply((0.5, 1.5), per_channel=1)
            ])

            # distortion_prob = lambda aug: iaa.Sometimes(0.7, aug)

            self.distortion_augmentor = iaa.Sequential([
                #distortion_prob(
                    iaa.PiecewiseAffine(scale=(0.025, 0.05))
                #)
                ])

            # affine_prob = lambda aug: iaa.Sometimes(0.8, aug)
            # always = lambda aug: iaa.Sometimes(1, aug)

            self.affine_augmentor = iaa.Sequential(
                [
                    #always(
                        iaa.Fliplr(0.5)
                    #)
                    ,
                    # sometimes(iaa.Dropout(p=(0, 0.3))),
                    #always(
                        iaa.Affine(
                        scale=({"x": (0.9, 1.1), "y": (0.9, 1.1)}),  # scale images to % of their size
                        rotate=(-5, 5),  # rotate by degrees
                        translate_percent={"x": (-0.1, 0.1), "y": (-0.1, 0.1)},  # translate percent (per axis)
                        # shear=(-16, 16), # shear by degrees
                        # order=[0, 1], # use nearest neighbour or bilinear interpolation (fast)
                        # cval=128, # if mode is constant, use a cval between 0 and 255
                        # mode="edge"# use any of scikit-image's warping modes (see 2nd image from the top for examples)
                        # ))
                        # ,
                        # self.sometimes(iaa.CropAndPad(
                        # percent=([0, -0.05], [0, -0.05], [0, -0.05], [0, -0.05]),
                        # pad_mode=ia.ALL,
                        # pad_cval=(0, 255)
                    #)
                        )]
                # ,random_order=True
            )

            # image_dropout_prob = lambda aug: iaa.Sometimes(0.5, aug)
            self.image_dropout = iaa.Sequential([
                #image_dropout_prob(
                    iaa.CoarseDropout((0.0, 0.05), size_percent=(0.02, 0.25))
                #)
            ])

            with open(raw_db_list_path) as f:
                files_list = f.readlines()

            files_list = np.array([x.strip() for x in files_list])

            self.video_fps = np.load('{}{}.npy'.format(self.base_path, specific_db_config.video_fps_file_name))
            self.audio_rate = np.load('{}{}.npy'.format(self.base_path, specific_db_config.audio_rate_file_name))
            self.ef_frames_window_size = config.general.ef_frames_window_size
            self.audio_window_size = config.general.audio_window_size
            self.mouth_height = db_config.general.mouth_height
            self.mouth_width = db_config.general.mouth_width

            # each video frame is 40 ms (for 25 fps)
            video_frame_duration_ms = 1000 / self.video_fps

            # each audio time step is 10 ms (for 16000 khz, sampling rate of 100Hz for MFCC)
            audio_time_step_ms = 10

            self.audio_video_ratio = int(video_frame_duration_ms // audio_time_step_ms)

            assert video_frame_duration_ms % audio_time_step_ms == 0
            assert self.audio_window_size % self.audio_video_ratio == 0

            self.frames_shift_window_train = config.general.frames_shift_window_train
            self.max_frame_duplications = config.general.max_frame_duplications

            tmp_videos_md = []

            for file in files_list:
                folder_name, file_name = file.split('/')

                current_video_frames_file_path = '{0}{1}/{2}_{3}.mp4'.format(self.base_path, folder_name, file_name, specific_db_config.video_frames_file_name)
                current_video_frames_path = '{0}{1}/{2}_frames'.format(self.base_path, folder_name, file_name)
                current_video_anchors_path = '{0}{1}/{2}_{3}.npy'.format(self.base_path, folder_name, file_name, specific_db_config.anchors_file_name)
                current_audio_features_path = '{0}{1}/{2}_af.npy'.format(self.base_path, folder_name, file_name)

                if not os.path.isfile(current_video_frames_file_path):
                    continue

                num_of_frames_file_path = '{}{}/{}_{}.npy'.format(self.base_path, folder_name, file_name,
                                                                  specific_db_config.num_of_frames_file_name)

                num_of_audio_frames_file_path = '{}{}/{}_{}.npy'.format(self.base_path, folder_name, file_name,
                                                                  specific_db_config.num_of_audio_frames_file_name)

                number_of_frames_in_video = np.load(num_of_frames_file_path)
                number_of_audio_frames = np.load(num_of_audio_frames_file_path)

                effective_num_of_video_frames = number_of_frames_in_video - (self.ef_frames_window_size - 1)
                effective_num_of_audio_frames = number_of_audio_frames // self.audio_video_ratio - (
                        self.audio_window_size // self.audio_video_ratio - 1)

                min_effective_num_of_frames = min(effective_num_of_video_frames, effective_num_of_audio_frames)

                if min_effective_num_of_frames < self.sync_len:
                    continue

                current_video_md = VideoMetadata()

                current_video_md.min_effective_num_of_frames = min_effective_num_of_frames
                current_video_md.video_frames_path = current_video_frames_path
                current_video_md.anchors_path = current_video_anchors_path

                current_video_md.audio_features_path = current_audio_features_path
                current_video_md.number_of_frames_in_video = number_of_frames_in_video
                current_video_md.file_name = file_name
                current_video_md.folder_name = folder_name
                current_video_md.number_of_audio_frames = number_of_audio_frames

                if self.is_test and is_single_shift:
                    current_video_shift_path = '{}{}/{}_shift.npy'.format(self.base_path, folder_name, file_name)
                    current_video_md.test_shift = np.load(current_video_shift_path)
                else:
                    current_video_md.test_shift = 0

                tmp_videos_md.append(current_video_md)

            self.videos_md = np.array(tmp_videos_md)
            self.db_len = len(self.videos_md) // self.batch_size * self.batch_size

    def __len__(self):
        return self.db_len

    def generate_test_db(self):
        if not self.gen_mode:
            raise Exception('Db is not in gen mode')

        if self.db_type == DBType.Validation:
            out_path = './data/{}/gen/val_ma/'.format(self.db_folder_name)
        elif self.db_type == DBType.Test:
            out_path = './data/{}/gen/test_ma/'.format(self.db_folder_name)
        else:
            raise Exception('Invalid db type')

        os.mkdir(out_path)

        for i in range(0, self.db_len):
            if self.db_folder_name == 'TIMIT':
                inputs = self.load_TIMIT_inputs(i)
            else:
                inputs = self.load_one_train_set(i)
            db_output_path = '{}{}'.format(out_path, i)
            np.savez_compressed(db_output_path, inputs)

    def __getitem__(self, index):
        if self.is_test:
            if self.is_single_shift:
                assert self.db_folder_name == 'lrs2'
                return self.load_one_test_set_single(index)
            else:
                if self.db_folder_name == 'TIMIT':
                    return self.load_one_test_set_TIMIT(index)
                else:
                    return self.load_one_test_set(index)
        else:
            assert self.db_folder_name == 'lrs2'

            if self.is_single_shift:
                return self.load_one_train_set_single(index)
            else:
                return self.load_one_train_set(index)

    def load_one_test_set_TIMIT(self, pair_index):
        pair = self.pairs_list[pair_index].split()
        index_0 = pair[0]
        index_1 = pair[1]

        dict_0 = self.load_test_dict(index_0)
        dict_1 = self.load_test_dict(index_1)

        visual_input_0_np = dict_0['visual_input']
        visual_input_1_np = dict_1['visual_input']

        if visual_input_0_np.shape[0] < self.max_seq_len:
            pad_size = self.max_seq_len - visual_input_0_np.shape[0]
            pad = np.zeros(pad_size * visual_input_0_np.shape[1] * visual_input_0_np.shape[2] * visual_input_0_np.shape[3]).reshape(
                (pad_size, *visual_input_0_np.shape[1:]))
            visual_input_0_np = np.concatenate((visual_input_0_np, pad))
        if visual_input_1_np.shape[0] < self.max_seq_len:
            pad_size = self.max_seq_len - visual_input_1_np.shape[0]
            pad = np.zeros(pad_size * visual_input_1_np.shape[1] * visual_input_1_np.shape[2] * visual_input_1_np.shape[3]).reshape(
                (pad_size, *visual_input_1_np.shape[1:]))
            visual_input_1_np = np.concatenate((visual_input_1_np, pad))

        audio_features_0 = torch.tensor(dict_0['audio_features'], dtype=torch.float)
        visual_input_0 = torch.tensor(visual_input_0_np, dtype=torch.float)

        audio_features_1 = torch.tensor(dict_1['audio_features'], dtype=torch.float)
        visual_input_1 = torch.tensor(visual_input_1_np, dtype=torch.float)

        raw_volunteers_path = self.db_config.TIMIT.raw_volunteers_path
        validation_path = self.db_config.TIMIT.validation_path

        input_dict = {'visual_input_0': visual_input_0,
                      'audio_features_0': audio_features_0,
                      'visual_input_1': visual_input_1,
                      'audio_features_1': audio_features_1,
                      'video_path_0': '{}{}/{}'.format(raw_volunteers_path, pair[2].split('/')[0], pair[4]),
                      'video_path_1': '{}{}/{}'.format(raw_volunteers_path, pair[3].split('/')[0], pair[5]),
                      'audio_path_0': '{}{}/con_{}.wav'.format(validation_path, pair[2].split('/')[0], pair[2].split('/')[1]),
                      'audio_path_1': '{}{}/con_{}.wav'.format(validation_path, pair[3].split('/')[0], pair[3].split('/')[1])
        }

        return input_dict

    def load_test_dict(self, index):
        path = '{}{}.npz'.format(self.base_path, index)
        data = np.load(path)
        dict = {key: data[key].item() for key in data}
        dict = dict['arr_0']
        return dict

    def load_one_test_set(self, video_index):
        dict = self.load_test_dict(video_index)

        audio_features = torch.tensor(dict['audio_features'], dtype=torch.float)
        visual_input = torch.tensor(dict['visual_input'], dtype=torch.float)

        target_prediction = torch.tensor(dict['target_prediction'], dtype=torch.long)
        video_seq_len = torch.tensor(dict['video_seq_len'], dtype=torch.float)
        audio_seq_len = torch.tensor(dict['audio_seq_len'], dtype=torch.float)

        input_dict = {'visual_input': visual_input,
                      'audio_features': audio_features,
                      'target_prediction': target_prediction,
                      'video_seq_len': video_seq_len,
                      'audio_seq_len': audio_seq_len}

        return input_dict

    def load_TIMIT_inputs(self, video_index):
        assert self.db_folder_name == 'TIMIT'

        video_md = self.videos_md[video_index]
        orig_number_of_frames_in_video = video_md.number_of_frames_in_video

        anchors = np.load(video_md.anchors_path)
        assert len(anchors) == orig_number_of_frames_in_video

        audio_features_path = '{}{}/{}_af.npy'.format(self.base_path, video_md.folder_name, video_md.file_name)
        audio_features = np.load(audio_features_path)

        orig_number_of_audio_frames = video_md.number_of_audio_frames
        assert audio_features.shape == (13, orig_number_of_audio_frames)

        min_effective_num_of_frames = video_md.min_effective_num_of_frames
        assert min_effective_num_of_frames >= self.sync_len

        seq_start_index = 0
        seq_end_index = min_effective_num_of_frames
        num_of_input_video_frames = seq_end_index - seq_start_index

        anchors = anchors[seq_start_index:(seq_end_index + self.ef_frames_window_size - 1)]
        audio_features = audio_features[:,
                         (seq_start_index * self.audio_video_ratio):
                         ((
                                  seq_end_index + self.audio_window_size // self.audio_video_ratio - 1) * self.audio_video_ratio)]

        assert len(anchors) == (audio_features.shape[1] // self.audio_video_ratio)
        assert num_of_input_video_frames >= self.sync_len
        assert len(anchors) >= self.sync_len + self.ef_frames_window_size - 1

        input_frames = []

        # augmentation is executed one by one, in order to use deterministic augmentation (otherwise you will get a random aug for each image (imgaug library))
        for i_frame in range(0, len(anchors)):
            seq_frame_index = seq_start_index + i_frame
            frame_path = '{}/{:0>5d}.jpg'.format(video_md.video_frames_path, (seq_frame_index + 1))

            with Image.open(frame_path) as pi:
                frame = np.array(pi)

            mouth = extract_mouth_from_frame(frame, anchors[i_frame], self.mouth_height, self.mouth_width)
            mouth = np.expand_dims(mouth, axis=0)
            mouth = self.rgb2gray_augmentor.augment_images(mouth)
            mouth = mouth[0, :, :, 0]

            md = FrameMetadata()
            md.data = mouth
            md.index = i_frame
            input_frames.append(md)

        input_frames = np.array(input_frames)
        assert len(input_frames) == len(anchors)

        tmp_input_frames = []
        for i in range(0, len(anchors) - self.ef_frames_window_size + 1):
            tmp_input_frames.append([x.data for x in input_frames[i:(i + self.ef_frames_window_size)]])

        input_frames = np.stack(tmp_input_frames)

        tmp_audio_features = []
        for i_video_frame in range(0, len(input_frames)):
            audio_index = i_video_frame * self.audio_video_ratio
            tmp_audio_features.append(audio_features[:, audio_index:(audio_index + self.audio_window_size)])

        input_audio_features = np.stack(tmp_audio_features)

        input_dict = {'visual_input': input_frames,
                      'audio_features': input_audio_features}

        return input_dict

    def load_one_train_set(self, video_index):
        assert self.db_folder_name == 'lrs2'

        video_md = self.videos_md[video_index]
        orig_number_of_frames_in_video = video_md.number_of_frames_in_video

        anchors = np.load(video_md.anchors_path)
        assert len(anchors) == orig_number_of_frames_in_video

        audio_features_path = '{}{}/{}_af.npy'.format(self.base_path, video_md.folder_name, video_md.file_name)
        audio_features = np.load(audio_features_path)

        orig_number_of_audio_frames = video_md.number_of_audio_frames
        assert audio_features.shape == (13, orig_number_of_audio_frames)

        min_effective_num_of_frames = video_md.min_effective_num_of_frames
        assert min_effective_num_of_frames >= self.sync_len

        seq_start_index = 0
        seq_end_index = min_effective_num_of_frames

        if min_effective_num_of_frames > self.max_seq_len:
            min_seq_start_index = 0
            max_seq_start_index = min_effective_num_of_frames - self.max_seq_len + 1
            seq_start_index = np.random.randint(min_seq_start_index, max_seq_start_index)
            seq_end_index = seq_start_index + self.max_seq_len

        num_of_input_video_frames = seq_end_index - seq_start_index

        anchors = anchors[seq_start_index:(seq_end_index + self.ef_frames_window_size - 1)]
        audio_features = audio_features[:,
                         (seq_start_index * self.audio_video_ratio):
                         ((
                                      seq_end_index + self.audio_window_size // self.audio_video_ratio - 1) * self.audio_video_ratio)]

        assert len(anchors) == (audio_features.shape[1] // self.audio_video_ratio)
        assert num_of_input_video_frames >= self.sync_len

        frames_actions = []
        duplications = []
        tmp_current_shift = 0
        num_of_frames_after_actions = 0

        current_number_of_diff_frames = len(anchors)

        for i_frame in range(0, len(anchors)):
            dup_can_be_added = tmp_current_shift < self.frames_shift_window_train
            drop_can_be_added = (tmp_current_shift == self.frames_shift_window_train) or np.abs(tmp_current_shift) < self.frames_shift_window_train

            drop_can_be_added = drop_can_be_added and (current_number_of_diff_frames > self.sync_len + self.ef_frames_window_size - 1)

            if (not dup_can_be_added and not drop_can_be_added) or np.random.rand() >= 0.5:
                frames_actions.append(FrameAction.Keep)
                duplications.append(0)
                num_of_frames_after_actions += 1
            elif (not dup_can_be_added) or (drop_can_be_added and np.random.rand() >= 0.5):
                frames_actions.append(FrameAction.Drop)
                duplications.append(0)
                tmp_current_shift -= 1
                current_number_of_diff_frames -= 1
            else:
                frames_actions.append(FrameAction.Duplicate)

                max_dup = self.max_frame_duplications
                if tmp_current_shift > 0:
                    max_dup = min(max_dup, self.frames_shift_window_train - tmp_current_shift + 1)

                current_dup = np.random.randint(1, max_dup)
                tmp_current_shift += current_dup
                duplications.append(current_dup)
                num_of_frames_after_actions += 1 + current_dup

        assert num_of_frames_after_actions >= self.sync_len + self.ef_frames_window_size - 1

        affine_augmentor = self.affine_augmentor.to_deterministic()
        image_channels_augmentor = self.image_channels_augmentor.to_deterministic()

        input_frames = []

        # augmentation is executed one by one, in order to use deterministic augmentation (otherwise you will get a random aug for each image (imgaug library))
        for i_action in range(0, len(frames_actions)):
            if frames_actions[i_action] == FrameAction.Keep or frames_actions[i_action] == FrameAction.Duplicate:
                seq_frame_index = seq_start_index + i_action
                frame_path = '{}/{:0>5d}.jpg'.format(video_md.video_frames_path, (seq_frame_index + 1))

                with Image.open(frame_path) as pi:
                    frame = np.array(pi)

                mouth = extract_mouth_from_frame(frame, anchors[i_action], self.mouth_height, self.mouth_width)
                mouth = np.expand_dims(mouth, axis=0)

                if not self.gen_mode:
                    mouth = affine_augmentor.augment_images(mouth)
                    mouth = image_channels_augmentor.augment_images(mouth)
                    mouth = self.image_dropout.augment_images(mouth)

                mouth = self.rgb2gray_augmentor.augment_images(mouth)
                mouth = mouth[0, :, :, 0]

                md = FrameMetadata()
                md.data = mouth
                md.index = i_action
                input_frames.append(md)

            if frames_actions[i_action] == FrameAction.Duplicate:
                for i in range(0, duplications[i_action]):
                    input_frames.append(md)

        input_frames = np.array(input_frames)
        assert len(input_frames) == num_of_frames_after_actions

        prediction = []
        input_frames_index = 0
        orig_frame_index = 0

        while orig_frame_index < len(anchors):
            if input_frames_index == len(input_frames):
                pred = input_frames_index - 1
                prediction.append(pred)
                # self.assert_prediction(input_frames[pred], all_frames[orig_frame_index], frames_actions[orig_frame_index])
                orig_frame_index += 1
            elif input_frames[input_frames_index].index > orig_frame_index:
                if input_frames_index == 0:
                    pred = input_frames_index
                    prediction.append(pred)
                    # self.assert_prediction(input_frames[pred], all_frames[orig_frame_index],
                    #                        frames_actions[orig_frame_index])
                else:
                    assert (orig_frame_index - input_frames[input_frames_index - 1].index) >= 0

                    if (orig_frame_index - input_frames[input_frames_index - 1].index) < (input_frames[input_frames_index].index - orig_frame_index):
                        pred = input_frames_index - 1
                        prediction.append(pred)
                        # self.assert_prediction(input_frames[pred], all_frames[orig_frame_index],
                        #                        frames_actions[orig_frame_index])
                        input_frames_index -= 1
                    else:
                        pred = input_frames_index
                        prediction.append(pred)
                        # self.assert_prediction(input_frames[pred], all_frames[orig_frame_index],
                        #                        frames_actions[orig_frame_index])

                orig_frame_index += 1
            elif input_frames[input_frames_index].index == orig_frame_index:
                while (input_frames_index + 1 < len(input_frames)) and input_frames[
                        input_frames_index + 1].index == orig_frame_index:
                    input_frames_index += 1
                pred = input_frames_index
                prediction.append(pred)
                # self.assert_prediction(input_frames[pred], all_frames[orig_frame_index],
                #                        frames_actions[orig_frame_index])
                orig_frame_index += 1
            elif input_frames[input_frames_index].index < orig_frame_index:
                input_frames_index += 1

        prediction = np.stack(prediction)

        max_diff = max(np.abs(np.arange(len(prediction)) - prediction))
        assert max_diff <= self.frames_shift_window_train

        tmp_input_frames = []
        for i in range(0, num_of_frames_after_actions - self.ef_frames_window_size + 1):
            tmp_input_frames.append([x.data for x in input_frames[i:(i + self.ef_frames_window_size)]])

        input_frames = np.stack(tmp_input_frames)

        if len(input_frames) > self.max_seq_len:
            input_frames = input_frames[:self.max_seq_len]

        out_of_range_predictions = np.where(prediction >= len(input_frames))[0]
        if len(out_of_range_predictions != 0):
            trim_index = out_of_range_predictions[0]
            prediction = prediction[:trim_index]
            assert len(prediction) >= self.sync_len

        max_shift_index = min(num_of_input_video_frames, len(prediction)) - self.sync_len + 1

        if max_shift_index > 0:
            shift = np.random.randint(0, max_shift_index)
        else:
            shift = 0

        tmp_audio_features = []
        for i_video_frame in range(shift, shift + self.sync_len):
            audio_index = i_video_frame * self.audio_video_ratio
            tmp_audio_features.append(audio_features[:, audio_index:(audio_index + self.audio_window_size)])

        input_audio_features = np.stack(tmp_audio_features)

        audio_seq_len = self.sync_len
        assert len(input_audio_features) == audio_seq_len

        video_seq_len = len(input_frames)

        target_prediction = prediction[shift:(shift + audio_seq_len)]
        assert target_prediction.max() < video_seq_len
        assert len(target_prediction) == self.sync_len

        if video_seq_len < self.max_seq_len:
            pad_size = self.max_seq_len - video_seq_len
            pad = np.zeros(pad_size * input_frames.shape[1] * input_frames.shape[2] * input_frames.shape[3]).reshape(
                (pad_size, *input_frames.shape[1:]))
            input_frames = np.concatenate((input_frames, pad))

        assert len(input_frames) == self.max_seq_len

        if not self.gen_mode:
            target_prediction = torch.tensor(target_prediction, dtype=torch.long)
            input_audio_features = torch.tensor(input_audio_features, dtype=torch.float)
            input_frames = torch.tensor(input_frames, dtype=torch.float)
            video_seq_len = torch.tensor(video_seq_len, dtype=torch.float)
            audio_seq_len = torch.tensor(audio_seq_len, dtype=torch.float)

        input_dict = {'visual_input': input_frames,
                      'target_prediction': target_prediction,
                      'audio_features': input_audio_features,
                      'video_seq_len': video_seq_len,
                      'audio_seq_len': audio_seq_len}

        return input_dict

    def load_one_test_set_single(self, video_index):
        assert self.db_folder_name == 'lrs2'

        video_md = self.videos_md[video_index]
        orig_number_of_frames_in_video = video_md.number_of_frames_in_video

        anchors = np.load(video_md.anchors_path)
        assert len(anchors) == orig_number_of_frames_in_video

        audio_features_path = '{}{}/{}_af.npy'.format(self.base_path, video_md.folder_name, video_md.file_name)
        audio_features = np.load(audio_features_path)

        orig_number_of_audio_frames = video_md.number_of_audio_frames
        assert audio_features.shape == (13, orig_number_of_audio_frames)

        min_effective_num_of_frames = video_md.min_effective_num_of_frames
        assert min_effective_num_of_frames >= self.sync_len

        seq_start_index = 0
        seq_end_index = min_effective_num_of_frames

        if min_effective_num_of_frames > self.max_seq_len:
            seq_end_index = seq_start_index + self.max_seq_len

        num_of_input_video_frames = seq_end_index - seq_start_index

        anchors = anchors[seq_start_index:(seq_end_index + self.ef_frames_window_size - 1)]
        audio_features = audio_features[:,
                         (seq_start_index * self.audio_video_ratio):
                         ((
                                      seq_end_index + self.audio_window_size // self.audio_video_ratio - 1) * self.audio_video_ratio)]

        assert len(anchors) == (audio_features.shape[1] // self.audio_video_ratio)

        max_shift_index = num_of_input_video_frames - self.sync_len + 1

        shift = video_md.test_shift

        shift = abs(shift)
        if abs(shift) >= max_shift_index:
            if shift != 0:
                sign = np.sign(shift)
            else:
                sign = 1

            shift = sign * (max_shift_index - 1)

        assert shift < max_shift_index

        # anchors = anchors[shift:(shift + self.sync_len + self.ef_frames_window_size - 1)]
        # assert len(anchors) == (self.sync_len + self.ef_frames_window_size - 1)

        audio_features = audio_features[:, (shift * self.audio_video_ratio):((
                                                                                         shift + self.sync_len + self.audio_window_size // self.audio_video_ratio - 1) * self.audio_video_ratio)]
        assert audio_features.shape[1] // self.audio_video_ratio == (
                    self.sync_len + self.audio_window_size // self.audio_video_ratio - 1)

        input_frames = []

        # augmentation is executed one by one, in order to use deterministic augmentation (otherwise you will get a random aug for each image (imgaug library))
        for i_frame in range(0, len(anchors)):
            seq_frame_index = seq_start_index + i_frame
            frame_path = '{}/{:0>5d}.jpg'.format(video_md.video_frames_path, (seq_frame_index + 1))

            with Image.open(frame_path) as pi:
                frame = np.array(pi)

            mouth = extract_mouth_from_frame(frame, anchors[i_frame], self.mouth_height, self.mouth_width)
            mouth = np.expand_dims(mouth, axis=0)
            mouth = self.rgb2gray_augmentor.augment_images(mouth)
            mouth = mouth[0, :, :, 0]
            input_frames.append(mouth)

        input_frames = np.array(input_frames)

        prediction = np.arange(shift, shift + self.sync_len)

        tmp_input_frames = []
        for i in range(0, num_of_input_video_frames):
            tmp_input_frames.append([x for x in input_frames[i:(i + self.ef_frames_window_size)]])

        input_frames = np.stack(tmp_input_frames)

        # for i in range(0, len(input_frames)):
        #     cv2.imwrite('c://temp//{}.png'.format(i), input_frames[i])

        tmp_audio_features = []
        for i_video_frame in range(0, self.sync_len):
            audio_index = i_video_frame * self.audio_video_ratio
            tmp_audio_features.append(audio_features[:, audio_index:(audio_index + self.audio_window_size)])

        input_audio_features = np.stack(tmp_audio_features)

        audio_seq_len = self.sync_len
        assert len(input_audio_features) == audio_seq_len
        # input_audio_features = np.flip(input_audio_features, 0).copy()

        video_seq_len = num_of_input_video_frames
        assert len(input_frames) == video_seq_len
        # input_frames = np.flip(input_frames, 0).copy()

        if video_seq_len < self.max_seq_len:
            pad_size = self.max_seq_len - video_seq_len
            pad = np.zeros(pad_size * input_frames.shape[1] * input_frames.shape[2] * input_frames.shape[3]).reshape(
                (pad_size, *input_frames.shape[1:]))
            input_frames = np.concatenate((input_frames, pad))

        assert len(input_frames) == self.max_seq_len

        target_prediction = torch.tensor(prediction, dtype=torch.long)
        input_audio_features = torch.tensor(input_audio_features, dtype=torch.float)
        input_frames = torch.tensor(input_frames, dtype=torch.float)
        video_seq_len = torch.tensor(video_seq_len, dtype=torch.float)
        audio_seq_len = torch.tensor(audio_seq_len, dtype=torch.float)

        input_dict = {'visual_input': input_frames,
                      'target_prediction': target_prediction,
                      'audio_features': input_audio_features,
                      'video_seq_len': video_seq_len,
                      'audio_seq_len': audio_seq_len,
                      'shift': shift,
                      'folder_name': video_md.folder_name,
                      'file_name': video_md.file_name}

        return input_dict

    def load_one_train_set_single(self, video_index):
        assert self.db_folder_name == 'lrs2'

        video_md = self.videos_md[video_index]
        orig_number_of_frames_in_video = video_md.number_of_frames_in_video

        anchors = np.load(video_md.anchors_path)
        assert len(anchors) == orig_number_of_frames_in_video

        audio_features_path = '{}{}/{}_af.npy'.format(self.base_path, video_md.folder_name, video_md.file_name)
        audio_features = np.load(audio_features_path)

        orig_number_of_audio_frames = video_md.number_of_audio_frames
        assert audio_features.shape == (13, orig_number_of_audio_frames)

        min_effective_num_of_frames = video_md.min_effective_num_of_frames
        assert min_effective_num_of_frames >= self.sync_len

        seq_start_index = 0
        seq_end_index = min_effective_num_of_frames

        if min_effective_num_of_frames > self.max_seq_len:
            min_seq_start_index = 0
            max_seq_start_index = min_effective_num_of_frames - self.max_seq_len + 1
            seq_start_index = np.random.randint(min_seq_start_index, max_seq_start_index)
            seq_end_index = seq_start_index + self.max_seq_len

        num_of_input_video_frames = seq_end_index - seq_start_index

        anchors = anchors[seq_start_index:(seq_end_index+self.ef_frames_window_size-1)]
        audio_features = audio_features[:,
                         (seq_start_index * self.audio_video_ratio):
                         ((seq_end_index + self.audio_window_size // self.audio_video_ratio - 1) * self.audio_video_ratio)]

        assert len(anchors) == (audio_features.shape[1] // self.audio_video_ratio)

        max_shift_index = num_of_input_video_frames - self.sync_len + 1
        shift = np.random.randint(0, max_shift_index)

        # anchors = anchors[shift:(shift + self.sync_len + self.ef_frames_window_size - 1)]
        # assert len(anchors) == (self.sync_len + self.ef_frames_window_size - 1)

        audio_features = audio_features[:, (shift * self.audio_video_ratio):((shift + self.sync_len + self.audio_window_size // self.audio_video_ratio - 1) * self.audio_video_ratio)]
        assert audio_features.shape[1] // self.audio_video_ratio == (self.sync_len + self.audio_window_size // self.audio_video_ratio - 1)

        affine_augmentor = self.affine_augmentor.to_deterministic()
        image_channels_augmentor = self.image_channels_augmentor.to_deterministic()

        input_frames = []

        # augmentation is executed one by one, in order to use deterministic augmentation (otherwise you will get a random aug for each image (imgaug library))
        for i_frame in range(0, len(anchors)):
            seq_frame_index = seq_start_index + i_frame
            frame_path = '{}/{:0>5d}.jpg'.format(video_md.video_frames_path, (seq_frame_index + 1))

            with Image.open(frame_path) as pi:
                frame = np.array(pi)

            mouth = extract_mouth_from_frame(frame, anchors[i_frame], self.mouth_height, self.mouth_width)
            mouth = np.expand_dims(mouth, axis=0)
            mouth = affine_augmentor.augment_images(mouth)
            mouth = image_channels_augmentor.augment_images(mouth)
            mouth = self.image_dropout.augment_images(mouth)
            mouth = self.rgb2gray_augmentor.augment_images(mouth)
            mouth = mouth[0, :, :, 0]
            input_frames.append(mouth)

        input_frames = np.array(input_frames)

        prediction = np.arange(shift, shift + self.sync_len)

        tmp_input_frames = []
        for i in range(0, num_of_input_video_frames):
            tmp_input_frames.append([x for x in input_frames[i:(i + self.ef_frames_window_size)]])

        input_frames = np.stack(tmp_input_frames)

        # for i in range(0, len(input_frames)):
        #     cv2.imwrite('c://temp//{}.png'.format(i), input_frames[i])

        tmp_audio_features = []
        for i_video_frame in range(0, self.sync_len):
            audio_index = i_video_frame * self.audio_video_ratio
            tmp_audio_features.append(audio_features[:, audio_index:(audio_index + self.audio_window_size)])

        input_audio_features = np.stack(tmp_audio_features)

        audio_seq_len = self.sync_len
        assert len(input_audio_features) == audio_seq_len
        # input_audio_features = np.flip(input_audio_features, 0).copy()

        video_seq_len = num_of_input_video_frames
        assert len(input_frames) == video_seq_len
        # input_frames = np.flip(input_frames, 0).copy()

        if video_seq_len < self.max_seq_len:
            pad_size = self.max_seq_len - video_seq_len
            pad = np.zeros(pad_size * input_frames.shape[1] * input_frames.shape[2] * input_frames.shape[3]).reshape((pad_size, *input_frames.shape[1:]))
            input_frames = np.concatenate((input_frames, pad))

        assert len(input_frames) == self.max_seq_len

        target_prediction = torch.tensor(prediction, dtype=torch.long)
        input_audio_features = torch.tensor(input_audio_features, dtype=torch.float)
        input_frames = torch.tensor(input_frames, dtype=torch.float)
        video_seq_len = torch.tensor(video_seq_len, dtype=torch.float)
        audio_seq_len = torch.tensor(audio_seq_len, dtype=torch.float)

        input_dict = {'visual_input': input_frames,
                      'target_prediction': target_prediction,
                      'audio_features': input_audio_features,
                      'video_seq_len': video_seq_len,
                      'audio_seq_len': audio_seq_len}

        return input_dict




1141-supp/Code/Model/DTA.py
#!/usr/bin/env python
from common import *
from Model.model import Model
from Model.dataset import *
import time
import sys


def minimal_dist(features1, features2, i, j):
    diff = features1[0][i] - features2[0][j]
    dist = np.sqrt(np.power(diff, 2).sum())
    return dist


def prev(ind):
    return max(0, ind-1)


def dynamic_programming(emb1, emb2):
    if not type(emb1) == list:
        emb1 = [emb1]
        emb2 = [emb2]
    mat = np.ones((emb1[0].shape[0], emb2[0].shape[0])) * np.inf

    mat[:, 0] = 0

    orig = np.zeros((emb1[0].shape[0], emb2[0].shape[0], 2), dtype=int)

    for i in range(emb1[0].shape[0]):
        for j in range(mat.shape[1]):
            data_cost = minimal_dist(emb1, emb2, i, j)

            prev_costs = []
            indexes = []

            if j == 0:
                prev_costs.append(0)
                indexes.append([-1, -1])
            else:
                col = prev(j)
                for row in range(0, i+1):
                    prev_costs.append(mat[row, col])
                    indexes.append([row, col])

            cost = data_cost + prev_costs

            arg_min = np.argmin(cost)
            orig[i, j] = indexes[arg_min]
            mat[i, j] = cost[arg_min]

    return mat, orig


def done(i, j):
    if j == -1 and i == -1:
        return True
    return False


def find_path(dp_mat, dp_orig):
    a_min = np.argmin(dp_mat[:, -1])
    path = []

    i, j = a_min, dp_orig.shape[1]-1
    cost = dp_mat[i, j]
    while not done(i, j):
        path.append([i, j])
        i, j = dp_orig[i, j]

    path = path[::-1]
    return np.array(path), cost


def run_eval(model, dataset, db_loader, device):
    start = time.time()

    print('evaluating...')

    model.eval()

    with torch.no_grad():
        batch_size = dataset.batch_size
        total_perfects = 0
        total_frames_errors = 0
        num_batches = 0

        for i, video_data in enumerate(db_loader):
            visual_input = video_data['visual_input'].to(device)
            target_prediction = video_data['target_prediction'].to(device)
            audio_features = video_data['audio_features'].to(device)
            video_seq_len = video_data['video_seq_len'].to(device)
            audio_seq_len = video_data['audio_seq_len'].to(device)

            b_vid_emb, b_aud_emb = model.get_embeddings(visual_input, audio_features)

            batch_perfects = 0
            batch_frames_errors = 0
            for i_batch in range(0, batch_size):
                vid_emb, aud_emb = b_vid_emb[i_batch].cpu().numpy(), b_aud_emb[i_batch].cpu().numpy()
                vid_seq_len = int(video_seq_len[i_batch].cpu().numpy())
                # vid_emb = vid_emb[:vid_seq_len]

                dp_mat, dp_orig = dynamic_programming(vid_emb, aud_emb)
                path, cost = find_path(dp_mat, dp_orig)

                current_prediction = np.array([x[0] for x in path])
                current_target = target_prediction[i_batch].cpu().numpy()
                current_perfects = (current_prediction == current_target).sum() / len(current_prediction)
                current_frames_errors = np.abs(current_prediction - current_target).sum() / len(current_prediction)
                # print(current_perfects)
                # print(current_frames_errors)
                batch_perfects += current_perfects
                batch_frames_errors += current_frames_errors

            batch_perfects = batch_perfects / batch_size
            total_perfects += batch_perfects

            batch_frames_errors = batch_frames_errors / batch_size
            total_frames_errors += batch_frames_errors

            print('batch perfects: {}'.format(batch_perfects))
            print('batch fe: {}'.format(batch_frames_errors))

            num_batches += 1

        total_perfects = total_perfects / num_batches
        total_frames_errors = total_frames_errors / num_batches

        print('total perfects: {}'.format(total_perfects))
        print('total fe: {}'.format(total_frames_errors))

    model.train()
    end = time.time()

    print('evaluation took {}'.format(end - start))


def main(argv):
    os.chdir('..')
    config = ConfigParser("./Model/config.yaml")
    db_config = ConfigParser("dbs_config.yaml")
    db_loader, dataset = init_dataset(config, db_config, DBType.Test, False)
    dataset_size = len(dataset)

    gpu_ids = []
    if config.general.gpu_ids != '':
        gpu_ids = np.array(config.general.gpu_ids.split(' ')).astype(np.int)
    if torch.cuda.is_available() and len(gpu_ids) != 0:
        device = torch.device('cuda:{0}'.format(gpu_ids[0]))
    else:
        device = torch.device('cpu')

    model = Model(config, syncnet_model_path='./Model/outputs/checkpoints/37_syncnet.dat')
    model.to(device)
    run_eval(model, dataset, db_loader, device)


if __name__ == '__main__':
    main(sys.argv)




1141-supp/Code/Model/eval.py
#!/usr/bin/env python

from __future__ import print_function
import sys
from common import *
from Model.model import Model
from Model.dataset import *
import time
from collections import Counter
import matplotlib.pyplot as plt
from matplotlib import cm

class Evaluator:
    def __init__(self, db_type, config, db_config):
        super(Evaluator, self).__init__()
        self.config = config
        self.db_config = db_config
        self.db_loader, self.dataset = init_dataset(self.config, self.db_config, db_type, False)
        self.dataset_size = len(self.dataset)

        self.gpu_ids = []
        if config.general.gpu_ids != '':
            self.gpu_ids = np.array(self.config.general.gpu_ids.split(' ')).astype(np.int)
        if torch.cuda.is_available() and len(self.gpu_ids) != 0:
            self.device = torch.device('cuda:{0}'.format(self.gpu_ids[0]))
        else:
            self.device = torch.device('cpu')

    def eval(self, model):
        start = time.time()

        print('evaluating...')

        model.eval()

        with torch.no_grad():
            perfects = []
            frames_errors = []

            # perfects_b = []
            # frames_errors_b = []

            for i, video_data in enumerate(self.db_loader):
                visual_input = video_data['visual_input'].to(self.device)
                target_prediction = video_data['target_prediction'].to(self.device)
                audio_features = video_data['audio_features'].to(self.device)

                # mfcc_data = audio_features[0, 0].cpu().numpy()
                # ig, ax = plt.subplots()
                # #mfcc_data = np.swapaxes(mfcc_data, 0, 1)
                # cax = ax.imshow(mfcc_data, interpolation='nearest', cmap=cm.coolwarm, origin='lower', aspect='auto')
                # ax.set_title('MFCC')
                # # Showing mfcc_data
                # plt.show()

                video_seq_len = video_data['video_seq_len'].to(self.device)
                audio_seq_len = video_data['audio_seq_len'].to(self.device)

                _, per_count, f_errors, _, _ = model(visual_input, target_prediction, audio_features, video_seq_len,
                                                  audio_seq_len, True)

                # per_count_b, f_errors_b = model.beam_search(visual_input, target_prediction, audio_features, video_seq_len,
                #                                   audio_seq_len, beam_size=3)

                perfects.append(per_count.cpu().numpy())
                frames_errors.append(f_errors.cpu().numpy())

                # perfects_b.append(per_count_b.cpu().numpy())
                # frames_errors_b.append(f_errors_b.cpu().numpy())

            perfects = np.array(perfects)
            avg_perfects = np.average(perfects)

            frames_errors = np.array(frames_errors)
            avg_frames_error = np.average(frames_errors)

            print('avg_perfects = {}'.format(avg_perfects))
            print('avg_frames_error = {}'.format(avg_frames_error))

            # perfects_b = np.array(perfects_b)
            # avg_perfects_b = np.average(perfects_b)
            #
            # frames_errors_b = np.array(frames_errors_b)
            # avg_frames_error_b = np.average(frames_errors_b)
            #
            # print('avg_perfects_b = {}'.format(avg_perfects_b))
            # print('avg_frames_error_b = {}'.format(avg_frames_error_b))

        model.train()
        end = time.time()

        print('evaluation took {}'.format(end - start))


def run_once(evaluator):
    model = Model(evaluator.config)
    # model = torch.nn.DataParallel(model)
    model.to(evaluator.device)
    evaluator.eval(model)


def run_seq(evaluator):
    for i in range(0, 59):
        print(i)
        model = Model(evaluator.config, epoch=str(i))
        # model = torch.nn.DataParallel(model)
        model.to(evaluator.device)
        evaluator.eval(model)


def main(argv):
    os.chdir('..')
    config = ConfigParser("Model/config.yaml")
    db_config = ConfigParser("dbs_config.yaml")

    db_name = db_config.general.db_name
    assert db_name == 'lrs2_dataset'

    evaluator = Evaluator(DBType.Test, config, db_config)
    # multiprocessing.set_start_method('spawn', force=True)
    #run_once(evaluator)
    run_seq(evaluator)


if __name__ == '__main__':
    main(sys.argv)




1141-supp/Code/Model/eval_single_shift.py
#!/usr/bin/env python

from __future__ import print_function
import sys
from common import *
from Model.model import Model
from Model.dataset import *
import time
from collections import Counter


class SingleShiftEvaluator:
    def __init__(self, db_type, config, db_config):
        super(SingleShiftEvaluator, self).__init__()
        self.config = config
        self.db_config = db_config
        self.db_loader, self.dataset = init_dataset(self.config, self.db_config, db_type, True)
        self.dataset_size = len(self.dataset)

        self.gpu_ids = []
        if config.general.gpu_ids != '':
            self.gpu_ids = np.array(self.config.general.gpu_ids.split(' ')).astype(np.int)
        if torch.cuda.is_available() and len(self.gpu_ids) != 0:
            self.device = torch.device('cuda:{0}'.format(self.gpu_ids[0]))
        else:
            self.device = torch.device('cpu')

    def eval(self, model):
        start = time.time()

        print('evaluating...')

        model.eval()

        with torch.no_grad():
            perfects = []
            frames_errors = []
            shifts = []

            for i, video_data in enumerate(self.db_loader):
                visual_input = video_data['visual_input'].to(self.device)
                target_prediction = video_data['target_prediction'].to(self.device)
                audio_features = video_data['audio_features'].to(self.device)
                video_seq_len = video_data['video_seq_len'].to(self.device)
                audio_seq_len = video_data['audio_seq_len'].to(self.device)
                current_shifts = video_data['shift']

                _, per_count, f_errors, _, _ = model(visual_input, target_prediction, audio_features, video_seq_len,
                                                  audio_seq_len, True)

                perfects.append(per_count.cpu().numpy())
                frames_errors.append(f_errors.cpu().numpy())
                shifts.append(current_shifts.sum() / len(current_shifts))

            shifts = np.array(shifts)
            avg_shifts = np.average(shifts)

            perfects = np.array(perfects)
            avg_perfects = np.average(perfects)

            frames_errors = np.array(frames_errors)
            avg_frames_error = np.average(frames_errors)

            print('avg_perfects = {}'.format(avg_perfects))
            print('avg_frames_error = {}'.format(avg_frames_error))
            print('avg_shifts = {}'.format(avg_shifts))

        model.train()
        end = time.time()

        print('evaluation took {}'.format(end - start))


def run_once(evaluator):
    model = Model(evaluator.config)
    # model = torch.nn.DataParallel(model)
    model.to(evaluator.device)
    evaluator.eval(model)


def run_seq(evaluator):
    for i in range(0, 5):
        print(i)
        model = Model(evaluator.config, epoch=str(i))
        # model = torch.nn.DataParallel(model)
        model.to(evaluator.device)
        evaluator.eval(model)


def main(argv):
    os.chdir('..')
    config = ConfigParser("Model/config.yaml")
    db_config = ConfigParser("dbs_config.yaml")

    db_name = db_config.general.db_name
    assert db_name == 'lrs2_dataset'

    evaluator = SingleShiftEvaluator(DBType.Validation, config, db_config)
    # multiprocessing.set_start_method('spawn', force=True)
    run_once(evaluator)
    #run_seq(evaluator)


if __name__ == '__main__':
    main(sys.argv)




1141-supp/Code/Model/generate_test_db.py
from Model.dataset import *
from common import *
import os

os.chdir('..')

db_type = DBType.Validation

db_config = ConfigParser('./dbs_config.yaml')
config = ConfigParser('./Model/config.yaml')

dataset = Dataset(db_config, config, db_type, True, False, gen_mode=True)
dataset.generate_test_db()




1141-supp/Code/Model/model.py
import os
from Model.networks import *
import torch
import random
import numpy as np
from common import *


class ContrastiveLoss(torch.nn.Module):
    def __init__(self, config, margin=1.0):
        super(ContrastiveLoss, self).__init__()
        self.margin = margin
        self.config = config

    @staticmethod
    def check_type_forward(in_types):
        assert len(in_types) == 3

        x0_type, x1_type, y_type = in_types
        assert x0_type.size() == x1_type.shape
        assert x1_type.size()[0] == y_type.shape[0]
        assert x1_type.size()[0] > 0
        assert x0_type.dim() == 2
        assert x1_type.dim() == 2
        assert y_type.dim() == 1

    def forward(self, x0, x1, y):
        self.check_type_forward((x0, x1, y))

        diff = x0 - x1
        dist_sq = torch.sum(torch.pow(diff, 2), 1)
        dist = torch.sqrt(dist_sq)

        mdist = self.margin - dist
        dist = torch.clamp(mdist, min=0.0)
        loss = y * dist_sq + (1 - y) * torch.pow(dist, 2)
        loss = torch.sum(loss) / 2.0 / x0.shape[0]

        return loss

    @staticmethod
    def calc_dist(x0, x1):
        diff = x0 - x1
        dist_sq = torch.sum(torch.pow(diff, 2), -1)
        dist = torch.sqrt(dist_sq)

        return dist


class Model(torch.nn.Module):
    def __init__(self, config, epoch='latest', syncnet_model_path=None):
        super(Model, self).__init__()

        self.config = config
        self.checkpoints_path = '{0}/{1}/'.format(self.config.general.output_path,
                                                  self.config.general.checkpoints_folder)

        self.syncnet = SyncNet(config)
        self.syncnet.apply(weights_init)
        self.try_load_network(self.syncnet, 'syncnet', epoch, syncnet_model_path)
        self.SOS_token = config.general.max_seq_len
        self.padding_value = config.general.max_seq_len + 1
        self.sync_len = self.config.general.sync_len
        self.max_seq_len = self.config.general.max_seq_len

        gpu_ids = []
        if config.general.gpu_ids != '':
            gpu_ids = np.array(config.general.gpu_ids.split(' ')).astype(np.int)
        if torch.cuda.is_available() and len(gpu_ids) != 0:
            self.device = torch.device('cuda:{0}'.format(gpu_ids[0]))
        else:
            self.device = torch.device('cpu')

        self.syncnet_classifier = SyncNetClassifier(config)
        self.syncnet_classifier.apply(weights_init)
        self.try_load_network(self.syncnet_classifier, 'syncnet_classifier', epoch)

        self.ce_loss = nn.CrossEntropyLoss(ignore_index=self.padding_value)
        self.contrastive_loss = ContrastiveLoss(config, margin=20)

        self.teacher_forcing_ratio = config.rnn_decoder.teacher_forcing_ratio

        self.current_lr = self.config.train.lr
        params = list(self.syncnet.parameters()) + list(self.syncnet_classifier.parameters())
        self.optimizer = torch.optim.Adam(params, lr=self.current_lr, betas=(0.5, 0.999))

    def try_load_network(self, network, network_label, epoch_label, path=None):
        if path is None:
            file_path = '{0}{1}_{2}.dat'.format(self.checkpoints_path, epoch_label, network_label)
        else:
            file_path = path

        if os.path.isfile(file_path):
            if torch.cuda.is_available():
                #network.load_state_dict(torch.load(file_path))
                network.load_state_dict(torch.load(file_path, map_location={'cuda:1': 'cuda:0'}))
                #network.load_state_dict(torch.load(file_path, map_location={'cuda:0': 'cuda:1'}))
            else:
                network.load_state_dict(torch.load(file_path, map_location=lambda storage, loc: storage))
            print('{} was loaded'.format(file_path))

    # def encode(self, visual_input, audio_features, video_seq_len, audio_seq_len):
    #     batch_size = visual_input.shape[0]
    #     num_of_visual_frames = visual_input.shape[1]
    #     num_of_audio_frames = audio_features.shape[1]
    #
    #     visual_input = visual_input.view(batch_size * num_of_visual_frames, 1, *visual_input.shape[-3:])
    #     visual_encoded = self.syncnet.forward_visual(visual_input)
    #     visual_encoded = visual_encoded.view(batch_size, num_of_visual_frames, -1)
    #
    #     audio_features = audio_features.view(batch_size * num_of_audio_frames, 1, *audio_features.shape[-2:])
    #     audio_encoded = self.syncnet.forward_audio(audio_features)
    #     audio_encoded = audio_encoded.view(batch_size, num_of_audio_frames, -1)
    #
    #     visual_output, visual_hidden = self.manet.forward_visual(visual_encoded, video_seq_len)
    #     audio_output, audio_hidden = self.manet.forward_audio(audio_encoded, audio_seq_len)
    #
    #     decoder_hidden = torch.cat((audio_hidden, visual_hidden), dim=2)
    #
    #     return visual_output, audio_output, decoder_hidden

    def encode(self, visual_input, audio_features, video_seq_len, audio_seq_len, get_all_hidden_states=False):
        num_of_audio_frames = audio_features.shape[1]
        batch_size = visual_input.shape[0]

        visual_encoded, audio_encoded = self.get_embeddings(visual_input, audio_features)

        l2_features = []
        for i_batch in range(0, batch_size):
            current_visual = visual_encoded[i_batch]
            for i_audio in range(0, num_of_audio_frames):
                current_audio = audio_encoded[i_batch, i_audio].unsqueeze(0).expand(visual_encoded.shape[1], -1)
                current_features = ContrastiveLoss.calc_dist(current_audio, current_visual)
                l2_features.append(current_features)

        l2_features = torch.stack(l2_features)
        l2_features = l2_features.view(batch_size, num_of_audio_frames, -1)

        encoded_sequence, encoder_hidden, encoder_cell = self.syncnet_classifier.encode(l2_features, get_all_hidden_states)

        return encoded_sequence, encoder_hidden, encoder_cell

    def get_embeddings(self, visual_input, audio_features):
        batch_size = visual_input.shape[0]
        num_of_visual_frames = visual_input.shape[1]
        num_of_audio_frames = audio_features.shape[1]

        visual_input = visual_input.view(batch_size * num_of_visual_frames, 1, *visual_input.shape[-3:])
        visual_encoded = self.syncnet.forward_visual(visual_input)
        visual_encoded = visual_encoded.view(batch_size, num_of_visual_frames, -1)

        audio_features = audio_features.view(batch_size * num_of_audio_frames, 1, *audio_features.shape[-2:])
        audio_encoded = self.syncnet.forward_audio(audio_features)
        audio_encoded = audio_encoded.view(batch_size, num_of_audio_frames, -1)

        return visual_encoded, audio_encoded

    # def eval_continuous(self,
    #                     visual_input,
    #                     audio_features,
    #                     video_seq_len,
    #                     audio_seq_len,
    #                     prediction_global_start_index,
    #                     prediction_local_start_index,
    #                     seq_hidden,
    #                     seq_cell,
    #                     seq_attention,
    #                     seq_prediction):
	# 	  not working
    #     # encoded_sequence, decoder_hidden, encoder_cell = self.encode(visual_input, audio_features, video_seq_len, audio_seq_len, True)
    #     encoded_sequence, encoder_hidden, encoder_cell = self.encode(visual_input, audio_features, video_seq_len,
    #                                                                  audio_seq_len, True)
    #
    #     batch_size = visual_input.shape[0]
    #
    #     # first step
    #     if prev_hidden is None:
    #         decoder_hidden = encoder_hidden[-1]
    #     else:
    #         decoder_hidden = prev_hidden
    #
    #     if prev_output is None:
    #         decoder_output = torch.full((batch_size, 1), self.SOS_token, device=self.device, dtype=torch.long)[:, 0]
    #     else:
    #         decoder_output = prev_output
    #
    #     if prev_attention is None:
    #         attn_context = torch.zeros((batch_size, 512), device=self.device)
    #     else:
    #         attn_context = prev_attention
    #
    #     if prev_cell is None:
    #         decoder_cell = torch.zeros_like(decoder_hidden, device=self.device)
    #     else:
    #         decoder_cell = prev_cell
    #
    #     final_outputs = torch.zeros((effective_prediction, batch_size, self.max_seq_len), device=self.device)
    #
    #     for di in range(effective_prediction):
    #         decoder_output, decoder_hidden, decoder_cell, attn_context = self.syncnet_classifier.decode(
    #             decoder_output, decoder_hidden, decoder_cell, attn_context, encoded_sequence)
    #
    #         final_outputs[di] = decoder_output
    #
    #         use_teacher_forcing = True if (random.random() < self.teacher_forcing_ratio and not is_test) else False
    #
    #         topi = decoder_output.topk(1)[1][:, 0]
    #         if use_teacher_forcing:
    #             decoder_output = target_prediction[:, di].detach()
    #         else:
    #             decoder_output = topi.detach()
    #
    #     final_outputs = final_outputs.permute(1, 0, 2)
    #     final_outputs = final_outputs.contiguous().view(-1, final_outputs.shape[-1])
    #
    #     return final_outputs

    def run_forward(self, visual_input, target_prediction, audio_features, video_seq_len, audio_seq_len, is_test=False, initial_output=None):
        encoded_sequence, decoder_hidden, _ = self.encode(visual_input, audio_features, video_seq_len, audio_seq_len)

        batch_size = visual_input.shape[0]

        if initial_output is None:
            initial_output = self.SOS_token
        else:
            assert batch_size == 1

        decoder_output = torch.full((batch_size, 1), initial_output, device=self.device, dtype=torch.long)[:, 0]
        attn_context = torch.zeros((batch_size, 512), device=self.device)
        decoder_cell = torch.zeros_like(decoder_hidden, device=self.device)
        final_outputs = torch.zeros((self.sync_len, batch_size, self.max_seq_len), device=self.device)

        for di in range(self.sync_len):
            decoder_output, decoder_hidden, decoder_cell, attn_context = self.syncnet_classifier.decode(
                decoder_output, decoder_hidden, decoder_cell, attn_context, encoded_sequence)

            final_outputs[di] = decoder_output

            use_teacher_forcing = True if (random.random() < self.teacher_forcing_ratio and not is_test) else False

            topi = decoder_output.topk(1)[1][:, 0]
            if use_teacher_forcing:
                decoder_output = target_prediction[:, di].detach()
            else:
                decoder_output = topi.detach()


        final_outputs = final_outputs.permute(1, 0, 2)
        final_outputs = final_outputs.contiguous().view(-1, final_outputs.shape[-1])

        return final_outputs

    def forward(self, visual_input, target_prediction, audio_features, video_seq_len, audio_seq_len, is_test=False):
        final_outputs = self.run_forward(visual_input, target_prediction, audio_features, video_seq_len, audio_seq_len, is_test)
        target = target_prediction[:, :final_outputs.shape[0]].contiguous().view(-1)

        loss_output = self.ce_loss(final_outputs, target)

        if is_test:
            predictions = torch.max(final_outputs, dim=1)[1]
            perfects = (predictions[target != self.padding_value] == target[target != self.padding_value])
            perfects = perfects.float().sum() / len(perfects)

            frames_errors = torch.abs(predictions[target != self.padding_value] - target[target != self.padding_value])
            frames_errors = frames_errors.float().sum() / len(frames_errors)

            return loss_output, perfects, frames_errors, final_outputs, target
        else:
            return loss_output, final_outputs, target

    def update_learning_rate(self, new_lr=None):
        if new_lr is None:
            new_lr = self.current_lr / 2

        for param_group in self.optimizer.param_groups:
            param_group['lr'] = new_lr

        print('learning rate was updated: %f -> %f' % (self.current_lr, new_lr))
        self.current_lr = new_lr

    def save_network(self, network, network_label, epoch_label):
        if not os.path.isdir(self.checkpoints_path):
            os.mkdir(self.checkpoints_path)

        file_path = '{0}/{1}_{2}.dat'.format(self.checkpoints_path, epoch_label, network_label)
        torch.save(network.state_dict(), file_path)

    def save(self, which_epoch):
        self.save_network(self.syncnet, 'syncnet', which_epoch)
        self.save_network(self.syncnet_classifier, 'syncnet_classifier', which_epoch)

    def beam_search(self, visual_input, target_prediction, audio_features, video_seq_len, audio_seq_len, beam_size=10):
        # taken from:
        # https://github.com/eladhoffer/seq2seq.pytorch/blob/master/seq2seq/tools/beam_search.py

        encoded_sequence, decoder_hidden, _ = self.encode(visual_input, audio_features, video_seq_len, audio_seq_len)

        max_seq_len = max(audio_seq_len.cpu().numpy()).astype(np.int)
        batch_size = visual_input.shape[0]
        decoder_output = torch.full((batch_size, 1), self.SOS_token, device=self.device, dtype=torch.long)[:, 0]
        attn_context = torch.zeros((batch_size, 512), device=self.device)
        decoder_cell = torch.zeros_like(decoder_hidden, device=self.device)

        partial_sequences = [TopN(beam_size) for _ in range(batch_size)]

        decoder_output, decoder_hidden, decoder_cell, attn_context = self.syncnet_classifier.decode(
            decoder_output, decoder_hidden, decoder_cell, attn_context, encoded_sequence)

        log_softmax = nn.LogSoftmax(1)
        logprobs = log_softmax(decoder_output)
        logprobs, words = logprobs.topk(beam_size, 1)
        words = words.detach()
        logprobs = logprobs.detach()
        decoder_output = words

        for b in range(batch_size):
            for k in range(beam_size):
                seq = Sequence(
                    output=[self.SOS_token] + [words[b][k]],
                    decoder_output=decoder_output[b][k],
                    decoder_hidden=decoder_hidden[:, b],
                    decoder_cell=decoder_cell[:, b],
                    attn_context=attn_context[b],
                    encoded_sequence=encoded_sequence[:, b],
                    logprob=logprobs[b][k],
                    score=logprobs[b][k])
                partial_sequences[b].push(seq)

        for _ in range(max_seq_len-1):
            partial_sequences_list = [p.extract() for p in partial_sequences]
            for p in partial_sequences:
                p.reset()

            flattened_partial = [s for sub_partial in partial_sequences_list for s in sub_partial]

            decoder_output = torch.stack([c.decoder_output for c in flattened_partial])
            decoder_hidden = torch.stack([c.decoder_hidden for c in flattened_partial], dim=1)
            decoder_cell = torch.stack([c.decoder_cell for c in flattened_partial], dim=1)
            attn_context = torch.stack([c.attn_context for c in flattened_partial])
            encoded_sequence = torch.stack([c.encoded_sequence for c in flattened_partial], dim=1)

            decoder_output, decoder_hidden, decoder_cell, attn_context = self.syncnet_classifier.decode(
                decoder_output, decoder_hidden, decoder_cell, attn_context, encoded_sequence)

            logprobs = log_softmax(decoder_output)
            logprobs, words = logprobs.topk(beam_size, 1)
            words = words.detach()
            logprobs = logprobs.detach()
            decoder_output = words

            idx = 0
            for b in range(batch_size):
                for partial in partial_sequences_list[b]:
                    k = 0
                    while k < beam_size and ((len(partial.output)-1) < video_seq_len[b].cpu().numpy()):
                        w = words[idx][k]
                        output = partial.output + [w]
                        logprob = partial.logprob + logprobs[idx][k]
                        score = logprob

                        beam = Sequence(
                            output=output,
                            decoder_output=decoder_output[idx][k],
                            decoder_hidden=decoder_hidden[:, idx],
                            decoder_cell=decoder_cell[:, idx],
                            attn_context=attn_context[idx],
                            encoded_sequence=encoded_sequence[:, idx],
                            logprob=logprob,
                            score=score)

                        current_seq_len = video_seq_len[b].cpu().numpy()
                        if (len(beam.output)-1) == current_seq_len:
                            pad_size = int(max_seq_len - current_seq_len)
                            if pad_size != 0:
                                beam.output = beam.output + list(torch.tensor(np.full(pad_size, self.padding_value), device=self.device, dtype=torch.long))

                        partial_sequences[b].push(beam)
                        k += 1
                    idx += 1

            for b in range(batch_size):
                if not partial_sequences[b].size():
                    for x in partial_sequences_list[b]:
                        partial_sequences[b].push(x)
        seqs = [complete.extract(sort=True)[0]
                for complete in partial_sequences]

        target = target_prediction[:, :max_seq_len].contiguous().view(-1)
        predictions = torch.stack([torch.stack(s.output[1:]) for s in seqs]).view(-1)

        perfects = (predictions[target != self.padding_value] == target[target != self.padding_value])
        perfects = perfects.float().sum() / len(perfects)

        frames_errors = torch.abs(predictions[target != self.padding_value] - target[target != self.padding_value])
        frames_errors = frames_errors.float().sum() / len(frames_errors)

        return perfects, frames_errors




1141-supp/Code/Model/networks.py
import torch.nn as nn
import torch.nn.init as init
import torch
import torch.functional as F


def weights_init(m):
    if isinstance(m, nn.Conv1d):
        init.normal_(m.weight.data)
        if m.bias is not None:
            init.normal_(m.bias.data)
    elif isinstance(m, nn.Conv2d):
        init.xavier_normal_(m.weight.data)
        if m.bias is not None:
            init.normal_(m.bias.data)
    elif isinstance(m, nn.Conv3d):
        init.xavier_normal_(m.weight.data)
        if m.bias is not None:
            init.normal_(m.bias.data)
    elif isinstance(m, nn.ConvTranspose1d):
        init.normal_(m.weight.data)
        if m.bias is not None:
            init.normal_(m.bias.data)
    elif isinstance(m, nn.ConvTranspose2d):
        init.xavier_normal_(m.weight.data)
        if m.bias is not None:
            init.normal_(m.bias.data)
    elif isinstance(m, nn.ConvTranspose3d):
        init.xavier_normal_(m.weight.data)
        if m.bias is not None:
            init.normal_(m.bias.data)
    elif isinstance(m, nn.BatchNorm1d):
        init.normal_(m.weight.data, mean=1, std=0.02)
        init.constant_(m.bias.data, 0)
    elif isinstance(m, nn.BatchNorm2d):
        init.normal_(m.weight.data, mean=1, std=0.02)
        init.constant_(m.bias.data, 0)
    elif isinstance(m, nn.BatchNorm3d):
        init.normal_(m.weight.data, mean=1, std=0.02)
        init.constant_(m.bias.data, 0)
    elif isinstance(m, nn.Linear):
        init.xavier_normal_(m.weight.data)
        if m.bias is not None:
            init.normal_(m.bias.data)
    elif isinstance(m, nn.LSTM):
        for param in m.parameters():
            if len(param.shape) >= 2:
                init.orthogonal_(param.data)
            else:
                init.normal_(param.data)
    elif isinstance(m, nn.LSTMCell):
        for param in m.parameters():
            if len(param.shape) >= 2:
                init.orthogonal_(param.data)
            else:
                init.normal_(param.data)
    elif isinstance(m, nn.GRU):
        for param in m.parameters():
            if len(param.shape) >= 2:
                init.orthogonal_(param.data)
            else:
                init.normal_(param.data)
    elif isinstance(m, nn.GRUCell):
        for param in m.parameters():
            if len(param.shape) >= 2:
                init.orthogonal_(param.data)
            else:
                init.normal_(param.data)


class SyncNet(nn.Module):
    def __init__(self, config, num_layers_in_fc_layers=1024):
        super(SyncNet, self).__init__()

        self.config = config

        self.audio_conv_encoder = nn.Sequential(
            nn.Conv2d(1, 64, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1)),
            nn.BatchNorm2d(64),
            nn.ReLU(inplace=True),
            nn.MaxPool2d(kernel_size=(1, 1), stride=(1, 1)),

            nn.Conv2d(64, 192, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1)),
            nn.BatchNorm2d(192),
            nn.ReLU(inplace=True),
            nn.MaxPool2d(kernel_size=(3, 3), stride=(1, 2)),

            nn.Conv2d(192, 384, kernel_size=(3, 3), padding=(1, 1)),
            nn.BatchNorm2d(384),
            nn.ReLU(inplace=True),

            nn.Conv2d(384, 256, kernel_size=(3, 3), padding=(1, 1)),
            nn.BatchNorm2d(256),
            nn.ReLU(inplace=True),

            nn.Conv2d(256, 256, kernel_size=(3, 3), padding=(1, 1)),
            nn.BatchNorm2d(256),
            nn.ReLU(inplace=True),
            nn.MaxPool2d(kernel_size=(3, 3), stride=(2, 2)),

            nn.Conv2d(256, 2048, kernel_size=(5, 4), padding=(0, 0)),
            nn.BatchNorm2d(2048),
            nn.ReLU(),
        )

        self.audio_fc = nn.Sequential(
            nn.Linear(2048, 2048),
            nn.BatchNorm1d(2048),
            nn.ReLU(),
            nn.Linear(2048, num_layers_in_fc_layers),
        )

        self.visual_fc = nn.Sequential(
            nn.Linear(2048, 2048),
            nn.BatchNorm1d(2048),
            nn.ReLU(),
            nn.Linear(2048, num_layers_in_fc_layers),
        )

        self.visual_conv_encoder = nn.Sequential(
            nn.Conv3d(1, 96, kernel_size=(5, 3, 3), stride=(1, 1, 1), padding=0),
            nn.BatchNorm3d(96),
            nn.ReLU(inplace=True),
            nn.MaxPool3d(kernel_size=(1, 3, 3), stride=(1, 2, 2)),

            nn.Conv3d(96, 256, kernel_size=(1, 3, 3), stride=(1, 2, 2), padding=(0, 1, 1)),
            nn.BatchNorm3d(256),
            nn.ReLU(inplace=True),
            nn.MaxPool3d(kernel_size=(1, 3, 3), stride=(1, 2, 2), padding=(0, 1, 1)),

            nn.Conv3d(256, 256, kernel_size=(1, 3, 3), padding=(0, 1, 1)),
            nn.BatchNorm3d(256),
            nn.ReLU(inplace=True),

            nn.Conv3d(256, 256, kernel_size=(1, 3, 3), padding=(0, 1, 1)),
            nn.BatchNorm3d(256),
            nn.ReLU(inplace=True),

            nn.Conv3d(256, 256, kernel_size=(1, 3, 3), padding=(0, 0, 0)),
            nn.BatchNorm3d(256),
            nn.ReLU(inplace=True),
            nn.MaxPool3d(kernel_size=(1, 3, 3), stride=(1, 2, 2)),

            nn.Conv3d(256, 2048, kernel_size=(1, 6, 6), padding=0),
            nn.BatchNorm3d(2048),
            nn.ReLU(inplace=True),
        )

    def forward_audio(self, audio_input):
        cnn_features = self.audio_conv_encoder(audio_input)
        cnn_features = cnn_features.view(cnn_features.shape[0], -1)
        output = self.audio_fc(cnn_features)

        return output

    def forward_visual(self, visual_input):
        cnn_features = self.visual_conv_encoder(visual_input)
        cnn_features = cnn_features.view(cnn_features.shape[0], -1)
        output = self.visual_fc(cnn_features)

        return output


class SyncNetClassifier(nn.Module):
    def __init__(self, config):
        super(SyncNetClassifier, self).__init__()

        # encoder
        self.rnn_encoder = nn.LSTM(config.general.max_seq_len, 512, 3)

        # decoder
        self.decoder_hidden_size = 512
        self.decoder_output_size = config.general.max_seq_len
        self.dropout_p = 0.1
        self.embedding = nn.Embedding(self.decoder_output_size + 2, self.decoder_hidden_size)
        self.dropout = nn.Dropout(self.dropout_p)
        self.rnn_decoder = nn.LSTM(self.decoder_hidden_size * 2, self.decoder_hidden_size, 3)

        # attention
        self.fc1 = nn.Linear(512, 256)
        self.fc2 = nn.Linear(512, 256)
        self.tanh = nn.Tanh()
        self.fc3 = nn.Linear(256, 1, bias=False)
        self.sm = nn.Softmax(0)

        # mlp
        self.mlp = nn.Sequential(
            nn.Linear(1024, 512),
            # nn.BatchNorm1d(512),
            nn.ReLU(),
            nn.Linear(512, 256),
            # nn.BatchNorm1d(256),
            nn.ReLU(),
            nn.Linear(256, config.general.max_seq_len)
        )

    def encode(self, l2_features, get_all_hidden_states=False):
        x = l2_features.permute(1, 0, 2)
        outputs = []
        hiddens = []
        cells = []

        if get_all_hidden_states:
            c_i = None
            h_i = None
            for i in range(0, x.shape[0]):
                if h_i is not None and c_i is not None:
                    output_i, (h_i, c_i) = self.rnn_encoder(x[i:(i+1)], (h_i, c_i))
                else:
                    output_i, (h_i, c_i) = self.rnn_encoder(x[i:(i + 1)])
                outputs.append(output_i)
                hiddens.append(h_i)
                cells.append(c_i)

            outputs = torch.cat(outputs)
            hiddens = torch.stack(hiddens)
            cells = torch.stack(cells)

            return outputs, hiddens, cells
        else:
            outputs, (hn, cn) = self.rnn_encoder(x)
            return outputs, hn, cn

    def decode(self, prev_output, prev_hidden, prev_decoder_cell, prev_attn_context, encoder_outputs):
        embedded = self.embedding(prev_output)
        embedded = self.dropout(embedded)
        concatenated = torch.cat((embedded, prev_attn_context), dim=1)
        rnn_input = concatenated.unsqueeze(0)
        decoder_output, (decoder_hidden, decoder_cell) = self.rnn_decoder(rnn_input, (prev_hidden, prev_decoder_cell))
        decoder_output = decoder_output[0]

        ot = self.fc2(encoder_outputs)
        ht = self.fc1(decoder_hidden[-1]).unsqueeze(0)

        ht = ht.repeat(encoder_outputs.shape[0], 1, 1)

        out = ot + ht
        out = self.tanh(out)
        out = self.fc3(out)
        weights = self.sm(out)[:, :, 0]
        attn_context = weights.permute(1, 0).unsqueeze(1).bmm(encoder_outputs.permute(1, 0, 2))
        attn_context = attn_context[:, 0]

        mlp_input = torch.cat((decoder_output, attn_context), dim=1)
        mlp_output = self.mlp(mlp_input)

        return mlp_output, decoder_hidden, decoder_cell, attn_context




1141-supp/Code/Model/outputs/current_state.txt
59.000000
0.000050
0.000000
1.096160




1141-supp/Code/Model/report_eval_DTA_single.py
#!/usr/bin/env python
from common import *
from Model.model import Model
from Model.dataset import *
import time
import sys


def minimal_dist(features1, features2, i, j):
    diff = features1[0][i] - features2[0][j]
    dist = np.sqrt(np.power(diff, 2).sum())
    return dist


def prev(ind):
    return max(0, ind-1)


def dynamic_programming(emb1, emb2):
    if not type(emb1) == list:
        emb1 = [emb1]
        emb2 = [emb2]
    mat = np.ones((emb1[0].shape[0], emb2[0].shape[0])) * np.inf

    mat[:, 0] = 0

    orig = np.zeros((emb1[0].shape[0], emb2[0].shape[0], 2), dtype=int)

    for i in range(emb1[0].shape[0]):
        for j in range(mat.shape[1]):
            data_cost = minimal_dist(emb1, emb2, i, j)

            prev_costs = []
            indexes = []

            if j == 0:
                prev_costs.append(0)
                indexes.append([-1, -1])
            else:
                col = prev(j)
                for row in range(0, i+1):
                    prev_costs.append(mat[row, col])
                    indexes.append([row, col])

            cost = data_cost + prev_costs

            arg_min = np.argmin(cost)
            orig[i, j] = indexes[arg_min]
            mat[i, j] = cost[arg_min]

    return mat, orig


def done(i, j):
    if j == -1 and i == -1:
        return True
    return False


def find_path(dp_mat, dp_orig):
    a_min = np.argmin(dp_mat[:, -1])
    path = []

    i, j = a_min, dp_orig.shape[1]-1
    cost = dp_mat[i, j]
    while not done(i, j):
        path.append([i, j])
        i, j = dp_orig[i, j]

    path = path[::-1]
    return np.array(path), cost


def run_eval(model, dataset, db_loader, device):
    start = time.time()

    print('evaluating...')

    model.eval()

    with torch.no_grad():
        batch_size = dataset.batch_size

        assert batch_size == 1

        avg_error = 0
        counter = 0
        max_error = 0
        perfects = 0
        perfect_frames = 0
        total_frames = 0

        for i, video_data in enumerate(db_loader):
            visual_input = video_data['visual_input'].to(device)
            shift = video_data['shift'].to(device)
            audio_features = video_data['audio_features'].to(device)
            video_seq_len = video_data['video_seq_len'].to(device)
            audio_seq_len = video_data['audio_seq_len'].to(device)

            b_vid_emb, b_aud_emb = model.get_embeddings(visual_input, audio_features)

            for i_batch in range(0, batch_size):
                vid_emb, aud_emb = b_vid_emb[i_batch].cpu().numpy(), b_aud_emb[i_batch].cpu().numpy()
                vid_seq_len = int(video_seq_len[i_batch].cpu().numpy())
                #vid_emb = vid_emb[:vid_seq_len]

                dp_mat, dp_orig = dynamic_programming(vid_emb, aud_emb)
                path, cost = find_path(dp_mat, dp_orig)

                path = np.array([x[0] for x in path])
                target_shift = shift[i_batch].cpu().numpy()

                predicted = (path - np.arange(path.shape[0])).tolist()

                tmp = np.array(predicted)
                perfect_frames += len(tmp[tmp == target_shift])
                total_frames += len(tmp)

                predicted = max(predicted, key=predicted.count)

                counter += 1
                current_error = abs(predicted - target_shift)

                if current_error == 0:
                    perfects += 1

                if current_error > max_error:
                    max_error = current_error

                avg_error += current_error
                print('{0}: current error {1}, current avg {2}, shift {3}, acc {4}'.format(counter, current_error,
                                                                                           float(avg_error) / counter,
                                                                                           target_shift,
                                                                                           float(perfects) / counter))

    avg_error = float(avg_error) / counter

    print('====================')
    print('avg_error = {}'.format(avg_error))
    print('====================')
    print('max_error = {}'.format(max_error))
    print('====================')
    print('acc = {}'.format(float(perfects) / counter))
    print('====================')
    print('perfect_frames = {}'.format(float(perfect_frames) / total_frames))
    print('====================')

    print(counter)
    print(total_frames)
    model.train()
    end = time.time()

    print('evaluation took {}'.format(end - start))


def main(argv):
    os.chdir('..')
    config = ConfigParser("./Model/config.yaml")
    db_config = ConfigParser("dbs_config.yaml")
    db_loader, dataset = init_dataset(config, db_config, DBType.Test, True)
    dataset_size = len(dataset)

    gpu_ids = []
    if config.general.gpu_ids != '':
        gpu_ids = np.array(config.general.gpu_ids.split(' ')).astype(np.int)
    if torch.cuda.is_available() and len(gpu_ids) != 0:
        device = torch.device('cuda:{0}'.format(gpu_ids[0]))
    else:
        device = torch.device('cpu')

    model = Model(config, syncnet_model_path='./Model/outputs/checkpoints/37_syncnet.dat')
    model.to(device)
    run_eval(model, dataset, db_loader, device)


if __name__ == '__main__':
    main(sys.argv)




1141-supp/Code/Model/report_eval_multi.py
#!/usr/bin/env python

from __future__ import print_function
import sys
from common import *
from Model.model import Model
from Model.dataset import *
import time
from collections import Counter


class EvaluatorMulti:
    def __init__(self, db_type, config, db_config):
        super(EvaluatorMulti, self).__init__()
        self.config = config
        self.db_config = db_config
        self.db_loader, self.dataset = init_dataset(self.config, self.db_config, db_type, False)
        self.dataset_size = len(self.dataset)

        self.gpu_ids = []
        if config.general.gpu_ids != '':
            self.gpu_ids = np.array(self.config.general.gpu_ids.split(' ')).astype(np.int)
        if torch.cuda.is_available() and len(self.gpu_ids) != 0:
            self.device = torch.device('cuda:{0}'.format(self.gpu_ids[0]))
        else:
            self.device = torch.device('cpu')

    def eval(self, model):
        start = time.time()

        print('evaluating...')

        model.eval()

        with torch.no_grad():
            perfects = []
            frames_errors = []

            perfects_b = []
            frames_errors_b = []

            for i, video_data in enumerate(self.db_loader):
                visual_input = video_data['visual_input'].to(self.device)
                target_prediction = video_data['target_prediction'].to(self.device)
                audio_features = video_data['audio_features'].to(self.device)
                video_seq_len = video_data['video_seq_len'].to(self.device)
                audio_seq_len = video_data['audio_seq_len'].to(self.device)

                _, per_count, f_errors, _, _ = model(visual_input, target_prediction, audio_features, video_seq_len,
                                                  audio_seq_len, True)

                per_count_b, f_errors_b = model.beam_search(visual_input, target_prediction, audio_features, video_seq_len,
                                                  audio_seq_len, beam_size=3)

                perfects.append(per_count.cpu().numpy())
                frames_errors.append(f_errors.cpu().numpy())

                perfects_b.append(per_count_b.cpu().numpy())
                frames_errors_b.append(f_errors_b.cpu().numpy())

            perfects = np.array(perfects)
            avg_perfects = np.average(perfects)

            frames_errors = np.array(frames_errors)
            avg_frames_error = np.average(frames_errors)

            print('avg_perfects = {}'.format(avg_perfects))
            print('avg_frames_error = {}'.format(avg_frames_error))

            perfects_b = np.array(perfects_b)
            avg_perfects_b = np.average(perfects_b)

            frames_errors_b = np.array(frames_errors_b)
            avg_frames_error_b = np.average(frames_errors_b)

            print('avg_perfects_b = {}'.format(avg_perfects_b))
            print('avg_frames_error_b = {}'.format(avg_frames_error_b))

        model.train()
        end = time.time()

        print('evaluation took {}'.format(end - start))


def run_once(evaluator):
    model = Model(evaluator.config, epoch=str('37'))
    # model = torch.nn.DataParallel(model)
    model.to(evaluator.device)
    evaluator.eval(model)


def run_seq(evaluator):
    for i in range(0, 59):
        print(i)
        model = Model(evaluator.config, epoch=str(i))
        # model = torch.nn.DataParallel(model)
        model.to(evaluator.device)
        evaluator.eval(model)


def main(argv):
    os.chdir('..')
    config = ConfigParser("Model/config.yaml")
    db_config = ConfigParser("dbs_config.yaml")

    db_name = db_config.general.db_name
    assert db_name == 'lrs2_dataset'

    evaluator = EvaluatorMulti(DBType.Test, config, db_config)
    # multiprocessing.set_start_method('spawn', force=True)
    run_once(evaluator)
    #run_seq(evaluator)


if __name__ == '__main__':
    main(sys.argv)




1141-supp/Code/Model/report_eval_multi_random.py
#!/usr/bin/env python

from __future__ import print_function
import sys
from common import *
from Model.model import Model
from Model.dataset import *
import time
from collections import Counter


class EvaluatorMultiRandom:
    def __init__(self, db_type, config, db_config):
        super(EvaluatorMultiRandom, self).__init__()
        self.config = config
        self.db_config = db_config
        self.db_loader, self.dataset = init_dataset(self.config, self.db_config, db_type, False)
        self.dataset_size = len(self.dataset)

        self.gpu_ids = []
        if config.general.gpu_ids != '':
            self.gpu_ids = np.array(self.config.general.gpu_ids.split(' ')).astype(np.int)
        if torch.cuda.is_available() and len(self.gpu_ids) != 0:
            self.device = torch.device('cuda:{0}'.format(self.gpu_ids[0]))
        else:
            self.device = torch.device('cpu')

    def eval(self):
        start = time.time()

        print('evaluating...')

        with torch.no_grad():
            perfects = []
            frames_errors = []

            perfects_b = []
            frames_errors_b = []

            for i, video_data in enumerate(self.db_loader):
                target_prediction = video_data['target_prediction'].to(self.device)
                video_seq_len = video_data['video_seq_len'].to(self.device)

                assert target_prediction.shape[0] == 1

                target_prediction = target_prediction[0].cpu().numpy()

                prediction = np.random.randint(0, video_seq_len[0].cpu().numpy(), len(target_prediction))

                per = (prediction == target_prediction)
                per = per.astype(np.float).sum() / len(per)

                fe = np.abs(
                    prediction - target_prediction)
                fe = fe.astype(np.float).sum() / len(fe)


                perfects.append(per)
                frames_errors.append(fe)

            perfects = np.array(perfects)
            avg_perfects = np.average(perfects)

            frames_errors = np.array(frames_errors)
            avg_frames_error = np.average(frames_errors)

            print('avg_perfects = {}'.format(avg_perfects))
            print('avg_frames_error = {}'.format(avg_frames_error))

        end = time.time()

        print('evaluation took {}'.format(end - start))


def run_once(evaluator):
    evaluator.eval()


def main(argv):
    os.chdir('..')
    config = ConfigParser("Model/config.yaml")
    db_config = ConfigParser("dbs_config.yaml")

    db_name = db_config.general.db_name
    assert db_name == 'lrs2_dataset'

    evaluator = EvaluatorMultiRandom(DBType.Test, config, db_config)
    # multiprocessing.set_start_method('spawn', force=True)
    run_once(evaluator)


if __name__ == '__main__':
    main(sys.argv)




1141-supp/Code/Model/report_eval_single.py
#!/usr/bin/env python

from __future__ import print_function
import sys
from common import *
from Model.model import Model
from Model.dataset import *
import time
from collections import Counter

######################
# this script evaluates our method with the same scenario as sync net,
# to evaluate syncnet itself, run ./3rdPartiesEvals/syncnet_python/eval.py
######################

class SyncNetSingleShiftEvaluator:
    def __init__(self, db_type, config, db_config):
        super(SyncNetSingleShiftEvaluator, self).__init__()
        self.config = config
        self.db_config = db_config
        self.db_loader, self.dataset = init_dataset(self.config, self.db_config, db_type, True)
        self.dataset_size = len(self.dataset)

        self.gpu_ids = []
        if config.general.gpu_ids != '':
            self.gpu_ids = np.array(self.config.general.gpu_ids.split(' ')).astype(np.int)
        if torch.cuda.is_available() and len(self.gpu_ids) != 0:
            self.device = torch.device('cuda:{0}'.format(self.gpu_ids[0]))
        else:
            self.device = torch.device('cpu')

    def eval(self, model):
        start = time.time()

        print('evaluating...')

        model.eval()

        with torch.no_grad():
            perfects = 0
            avg_error = 0
            max_error = 0
            counter = 0
            perfect_frames = 0
            total_frames = 0

            for i, video_data in enumerate(self.db_loader):
                visual_input = video_data['visual_input'].to(self.device)

                assert visual_input.shape[0] == 1

                target_prediction = video_data['target_prediction'].to(self.device)
                audio_features = video_data['audio_features'].to(self.device)
                video_seq_len = video_data['video_seq_len'].to(self.device)
                audio_seq_len = video_data['audio_seq_len'].to(self.device)
                current_shifts = video_data['shift']
                folders_names = video_data['folder_name']
                files_names = video_data['file_name']

                _, _, _, final_outputs, _ = model(visual_input, target_prediction, audio_features, video_seq_len,
                                                  audio_seq_len, True)

                target_shift = current_shifts[0].cpu().numpy()

                predicted_shift = (torch.argmax(final_outputs, dim=-1) - torch.arange(final_outputs.shape[0], device=self.device)).tolist()

                tmp = np.array(predicted_shift)
                perfect_frames += len(tmp[tmp == target_shift])
                total_frames += len(tmp)

                predicted_shift = max(predicted_shift,key=predicted_shift.count)

                current_error = abs(predicted_shift - target_shift)

                if current_error == 0:
                    perfects += 1

                if current_error > max_error:
                    max_error = current_error

                avg_error += current_error

                counter += 1

                # print('{0}: current error {1}, current avg {2}, shift {3}, acc {4}'.format(counter, current_error,
                #                                                                            float(avg_error) / counter,
                #                                                                            target_shift,
                #                                                                            float(perfects) / counter))

            avg_error = float(avg_error) / counter

            print('====================')
            print('avg_error = {}'.format(avg_error))
            print('====================')
            print('max_error = {}'.format(max_error))
            print('====================')
            print('perfect_frames = {}'.format(float(perfect_frames) / total_frames))
            print('====================')
            print('acc = {}'.format(float(perfects) / counter))
            print('====================')

            print(counter)
            print(total_frames)

        model.train()
        end = time.time()

        print('evaluation took {}'.format(end - start))


def run_once(evaluator):
    model = Model(evaluator.config, epoch=str(37))
    # model = torch.nn.DataParallel(model)
    model.to(evaluator.device)
    evaluator.eval(model)


def run_seq(evaluator):
    for i in range(0, 59):
        print(i)
        model = Model(evaluator.config, epoch=str(i))
        # model = torch.nn.DataParallel(model)
        model.to(evaluator.device)
        evaluator.eval(model)


def main(argv):
    os.chdir('..')
    config = ConfigParser("Model/config.yaml")
    db_config = ConfigParser("dbs_config.yaml")

    db_name = db_config.general.db_name
    assert db_name == 'lrs2_dataset'

    evaluator = SyncNetSingleShiftEvaluator(DBType.Test, config, db_config)
    # multiprocessing.set_start_method('spawn', force=True)
    run_once(evaluator)
    #run_seq(evaluator)


if __name__ == '__main__':
    main(sys.argv)




1141-supp/Code/Model/report_eval_single_random.py
#!/usr/bin/env python

from __future__ import print_function
import sys
from common import *
from Model.model import Model
from Model.dataset import *
import time
from collections import Counter

######################
# this script evaluates our method with the same scenario as sync net,
# to evaluate syncnet itself, run ./3rdPartiesEvals/syncnet_python/eval.py
######################

class RandomSingleShiftEvaluator:
    def __init__(self, db_type, config, db_config):
        super(RandomSingleShiftEvaluator, self).__init__()
        self.config = config
        self.db_config = db_config
        self.db_loader, self.dataset = init_dataset(self.config, self.db_config, db_type, True)
        self.dataset_size = len(self.dataset)

        self.gpu_ids = []
        if config.general.gpu_ids != '':
            self.gpu_ids = np.array(self.config.general.gpu_ids.split(' ')).astype(np.int)
        if torch.cuda.is_available() and len(self.gpu_ids) != 0:
            self.device = torch.device('cuda:{0}'.format(self.gpu_ids[0]))
        else:
            self.device = torch.device('cpu')

    def eval(self):
        start = time.time()

        print('evaluating...')

        with torch.no_grad():
            perfects = 0
            avg_error = 0
            max_error = 0
            counter = 0

            for i, video_data in enumerate(self.db_loader):
                current_shifts = video_data['shift']

                assert current_shifts.shape[0] == 1

                target_shift = current_shifts[0].cpu().numpy()
                predicted_shift = np.random.randint(0, 25)
                current_error = abs(predicted_shift - target_shift)

                if current_error == 0:
                    perfects += 1

                if current_error > max_error:
                    max_error = current_error

                avg_error += current_error

                counter += 1

                # print('{0}: current error {1}, current avg {2}, shift {3}, acc {4}'.format(counter, current_error,
                #                                                                            float(avg_error) / counter,
                #                                                                            target_shift,
                #                                                                            float(perfects) / counter))

            avg_error = float(avg_error) / counter

            print('====================')
            print('avg_error = {}'.format(avg_error))
            print('====================')
            print('max_error = {}'.format(max_error))
            print('====================')
            print('acc = {}'.format(float(perfects) / counter))
            print('====================')

        end = time.time()

        print('evaluation took {}'.format(end - start))


def run_once(evaluator):
    evaluator.eval()


def main(argv):
    os.chdir('..')
    config = ConfigParser("Model/config.yaml")
    db_config = ConfigParser("dbs_config.yaml")

    db_name = db_config.general.db_name
    assert db_name == 'lrs2_dataset'

    evaluator = RandomSingleShiftEvaluator(DBType.Test, config, db_config)
    # multiprocessing.set_start_method('spawn', force=True)
    run_once(evaluator)


if __name__ == '__main__':
    main(sys.argv)




1141-supp/Code/Model/train.py
#!/usr/bin/env python

from __future__ import print_function
import time
import sys
from optparse import OptionParser
import multiprocessing
from common import *
from Model.model import Model
from logger import Logger
from Model.dataset import *
from common import DBType
from Model.eval import Evaluator
from Model.eval_single_shift import SingleShiftEvaluator
import torch.nn as nn


parser = OptionParser()
parser.add_option('--train_config', type=str, help="training configuration", default="./Model/config.yaml")
parser.add_option('--db_config', type=str, help="db configuration", default="./dbs_config.yaml")


def main(argv):
    os.chdir('..')

    (opts, args) = parser.parse_args(argv)
    config = ConfigParser(opts.train_config)
    db_config = ConfigParser(opts.db_config)

    db_name = db_config.general.db_name
    assert db_name == 'lrs2_dataset'

    is_single_shift = config.general.is_single_shift

    # solves open-cv dead lock bug
    # multiprocessing.set_start_method('spawn', force=True)

    gpu_ids = []
    if config.general.gpu_ids != '':
        gpu_ids = np.array(config.general.gpu_ids.split(' ')).astype(np.int)
    if torch.cuda.is_available() and len(gpu_ids) != 0:
        device = torch.device('cuda:{0}'.format(gpu_ids[0]))
    else:
        device = torch.device('cpu')

    # torch.cuda.set_device(device)

    train_loader, dataset = init_dataset(config, db_config, DBType.Train, is_single_shift)
    current_state_path = os.path.join(config.general.output_path, config.general.current_state_file_name)
    model = Model(config)

    if os.path.isfile(current_state_path):
        start_epoch, lr, not_improved_itr, last_train_loss = np.loadtxt(current_state_path, delimiter=',', dtype=float)
        start_epoch = int(start_epoch)
        not_improved_itr = int(not_improved_itr)
        model.update_learning_rate(lr)
        print('resuming from epoch %d' % start_epoch)
    else:
        start_epoch = 0
        not_improved_itr = 0
        last_train_loss = 99999999

    model.train()

    dataset_size = len(dataset)
    logger = Logger(config)

    current_step = start_epoch * dataset_size
    if is_single_shift:
        evaluator = SingleShiftEvaluator(DBType.Validation, config, db_config)
    else:
        evaluator = Evaluator(DBType.Validation, config, db_config)

    # if len(gpu_ids) > 1:
    # model = nn.DataParallel(model)

    model.to(device)
    tmp_loss_count = 0
    tmp_time = time.time()
    print_period = 1000
    loss_period = 8000

    print(dataset_size)

    for epoch in range(start_epoch, config.train.num_epochs):
        epoch_start_time = time.time()
        epoch_outputs = None
        epoch_targets = None

        for i, data in enumerate(train_loader):
            total_batches = current_step / config.train.batch_size
            epoch_iteration = current_step % dataset_size

            if total_batches % print_period == 0:
                print('{} / {}'.format(epoch_iteration, dataset_size))

            visual_input = data['visual_input'].to(device)
            target_prediction = data['target_prediction'].to(device)
            audio_features = data['audio_features'].to(device)
            video_seq_len = data['video_seq_len'].to(device)
            audio_seq_len = data['audio_seq_len'].to(device)

            loss, current_outputs, current_targets = model(visual_input, target_prediction, audio_features, video_seq_len, audio_seq_len, False)

            model.optimizer.zero_grad()
            loss.backward()

            # if config.general.clip_grads:
            #     torch.nn.utils.clip_grad_norm_(model.parameters(), 0.25)

            model.optimizer.step()

            if epoch_outputs is None:
                epoch_outputs = current_outputs.detach().cpu()
            else:
                epoch_outputs = torch.cat((epoch_outputs, current_outputs.detach().cpu()))

            if epoch_targets is None:
                epoch_targets = current_targets.detach().cpu()
            else:
                epoch_targets = torch.cat((epoch_targets, current_targets.detach().cpu()))

            tmp_loss_count += 1

            current_step += config.train.batch_size

            if tmp_loss_count % loss_period == 0:
                tmp_loss = model.ce_loss(epoch_outputs, epoch_targets).item()
                print('temp train loss {} | time = {}'.format(tmp_loss, time.time() - tmp_time))
                tmp_loss_count = 0
                tmp_loss = 0
                tmp_time = time.time()

        print('end of epoch %d / %d \t time taken: %d sec' %
              (epoch, config.train.num_epochs, time.time() - epoch_start_time))

        epoch_train_loss = model.ce_loss(epoch_outputs, epoch_targets).item()
        print('epoch training loss {}'.format(epoch_train_loss))

        losses_dict = {'training loss': epoch_train_loss}
        logger.dump_current_errors(losses_dict, epoch)

        model.save('latest')
        model.save(str(epoch))

        if epoch_train_loss > last_train_loss:
            not_improved_itr += 1

            if not_improved_itr == 1:
                model.update_learning_rate()
                not_improved_itr = 0
                last_train_loss = epoch_train_loss
        else:
            not_improved_itr = 0
            last_train_loss = epoch_train_loss

        np.savetxt(current_state_path, (epoch + 1, model.current_lr, not_improved_itr, last_train_loss), delimiter=',',
                   fmt='%f')

        if epoch % config.general.eval_epcohs_freq == 0:
            visual_input = None
            target_prediction = None
            audio_features = None
            video_seq_len = None
            audio_seq_len = None
            loss = None
            data = None
            torch.cuda.empty_cache()
            evaluator.eval(model)
            torch.cuda.empty_cache()


if __name__ == '__main__':
    main(sys.argv)




1141-supp/Code/README.md
# End to End Lip Synchronization with a Temporal AutoEncoder

This repository contains the code for the paper End to End Lip Synchronization with a Temporal AutoEncoder.

## Prerequisites
The following packages are required:
```
pytorch 1.0.1
ffmpeg 3.4.2
imgaug 0.2.7
movieoy 0.2.3.5
numpy 1.15.0
opencv 3.4.1
python 3.6.7
pytorch 1.0.1
scipy 1.2.0
tensorboard 1.13.1
imageio 2.2.0
OpenFace 2.1.0
```

May also work using other versions.

## General
Install open face
https://github.com/TadasBaltrusaitis/OpenFace
Compile and install into ./OpenFace/

## Training weights
Are not attached because of the size limit for the supplementary materials.

## Main files descriptions
dbs_config.yaml 
DB related parameters

db_gen.py
a script for generating the data set (supports lrs2-BBC and TCD-TIMIT)

Utils/generate_frames_from_videos.py
part of the dataset generation, should be executed after db_gen.py

Utils/generate_acnhors.py
part of the dataset generation, should be executed after generate_frames_from_videos.py

If generating a validation or test db, then finally run:
Model/genrate_test_db.py

Syncnet
Scripts for the initial training phase. 
After training, the output folder will contain the inital training weights.

Model/config.yaml
train-eval parameters

dataset.py
the dataset provider

DTA.py
The modified DTA evaluation script

eval*.py, report*.py
evaluation scripts

train.py
the training script

model.py
the model script

networks.py
definitions of neural networks 



1141-supp/Code/SyncNet/config.yaml
train:
  batch_size: 16
  num_epochs: 100
  max_eval_iterations: 50
  lr: 0.0001
  num_workers: 5
test:
  batch_size: 8
  num_workers: 0
general:
  frames_shift_window_train: 50
  frames_search_window_test: 25 # should match the values generated by test_db_shifts_file_generator.py
  ef_frames_window_size: 5
  audio_window_size: 20
  gpu_ids: '1' # for example '0 1'
  output_path: './SyncNet/outputs'
  logs_folder: 'logs'
  checkpoints_folder: 'checkpoints'
  current_state_file_name: 'current_state.txt'
  eval_epcohs_freq: 1




1141-supp/Code/SyncNet/dataset.py
from __future__ import print_function
import torch
import numpy as np
import torch.utils.data as data
import os
from imgaug import augmenters as iaa
import random
from common import DBType, extract_mouth_from_frame
from scipy.io import wavfile
import python_speech_features
import cv2
from PIL import Image


class VideoMetadata:
    pass


class FrameMetadata:
    pass


def init_dataset(config, db_config, db_type):
    if not db_config.general.db_name == 'lrs2_dataset':
        raise Exception('this type of dataset is not supported yet')

    if db_type == DBType.Example:
        dataset = LRS2Dataset(db_config, config, db_type, False)
        data_loader = torch.utils.data.DataLoader(dataset=dataset, batch_size=config.train.batch_size, shuffle=True, num_workers=0, drop_last=False)
    elif db_type == DBType.Train:
        dataset = LRS2Dataset(db_config, config, db_type, False)
        data_loader = torch.utils.data.DataLoader(dataset=dataset, batch_size=config.train.batch_size, shuffle=True, num_workers=config.train.num_workers, drop_last=False)
    else:
        dataset = LRS2Dataset(db_config, config, db_type, True)
        data_loader = torch.utils.data.DataLoader(dataset=dataset, batch_size=config.test.batch_size, shuffle=False, num_workers=config.test.num_workers, drop_last=False)

    return data_loader, dataset


class LRS2Dataset(data.Dataset):
    def __init__(self, db_config, config, db_type, is_test):
        self.is_test = is_test
        lrs2_config = eval('db_config.{}'.format(db_config.general.db_name))
        self.db_type = db_type

        self.rgb2gray_augmentor = iaa.Sequential([
            iaa.Grayscale(alpha=1.0)
        ]).to_deterministic()

        self.image_channels_augmentor = iaa.Sequential([
            iaa.Multiply((0.5, 1.5), per_channel=1)
        ])

        # distortion_prob = lambda aug: iaa.Sometimes(0.7, aug)
        
        self.distortion_augmentor = iaa.Sequential([
            #distortion_prob(
                iaa.PiecewiseAffine(scale=(0.025, 0.05))
            #)
            ])

        # affine_prob = lambda aug: iaa.Sometimes(0.8, aug)
        # always = lambda aug: iaa.Sometimes(1, aug)

        self.affine_augmentor = iaa.Sequential(
            [
                #always(
                    iaa.Fliplr(0.5)
                #)
                ,
                # sometimes(iaa.Dropout(p=(0, 0.3))),
                #always(
                    iaa.Affine(
                    scale=({"x": (0.9, 1.1), "y": (0.9, 1.1)}),  # scale images to % of their size
                    rotate=(-5, 5),  # rotate by degrees
                    translate_percent={"x": (-0.1, 0.1), "y": (-0.1, 0.1)},  # translate percent (per axis)
                    # shear=(-16, 16), # shear by degrees
                    # order=[0, 1], # use nearest neighbour or bilinear interpolation (fast)
                    # cval=128, # if mode is constant, use a cval between 0 and 255
                    # mode="edge"# use any of scikit-image's warping modes (see 2nd image from the top for examples)
                    # ))
                    # ,
                    # self.sometimes(iaa.CropAndPad(
                    # percent=([0, -0.05], [0, -0.05], [0, -0.05], [0, -0.05]),
                    # pad_mode=ia.ALL,
                    # pad_cval=(0, 255)
                #)
                    )]
            # ,random_order=True
        )

        # image_dropout_prob = lambda aug: iaa.Sometimes(0.5, aug)
        self.image_dropout = iaa.Sequential([
            #image_dropout_prob(
                iaa.CoarseDropout((0.0, 0.05), size_percent=(0.02, 0.25))
            #)
        ])

        if db_type == DBType.Test:
            self.base_path = lrs2_config.test_path
            self.batch_size = config.test.batch_size
            raw_db_list_path = lrs2_config.raw_test_list_path
        elif db_type == DBType.Validation:
            self.base_path = lrs2_config.validation_path
            self.batch_size = config.test.batch_size
            raw_db_list_path = lrs2_config.raw_validation_list_path
        elif db_type == DBType.Train:
            self.base_path = lrs2_config.train_path
            self.batch_size = config.train.batch_size
            raw_db_list_path = lrs2_config.raw_train_list_path
        elif db_type == DBType.Example:
            self.base_path = lrs2_config.example_path
            self.batch_size = config.train.batch_size
            raw_db_list_path = lrs2_config.raw_example_list_path
        else:
            raise Exception('Invalid db type')

        if not self.is_test:
            self.tmp_folder = '{}/tmp/'.format(config.general.output_path)
            os.makedirs(self.tmp_folder, exist_ok=True)

        with open(raw_db_list_path) as f:
            files_list = f.readlines()

        files_list = np.array([x.strip() for x in files_list])

        self.video_fps = np.load('{}{}.npy'.format(self.base_path, lrs2_config.video_fps_file_name))
        self.audio_rate = np.load('{}{}.npy'.format(self.base_path, lrs2_config.audio_rate_file_name))
        self.ef_frames_window_size = config.general.ef_frames_window_size
        self.audio_window_size = config.general.audio_window_size
        self.mouth_height = db_config.general.mouth_height
        self.mouth_width = db_config.general.mouth_width


        # each video frame is 40 ms (for 25 fps)
        video_frame_duration_ms = 1000 / self.video_fps

        # each audio time step is 10 ms (for 16000 khz, sampling rate of 100Hz for MFCC)
        audio_time_step_ms = 10

        self.audio_video_ratio = int(video_frame_duration_ms // audio_time_step_ms)

        assert self.audio_video_ratio == (video_frame_duration_ms / audio_time_step_ms)

        if not self.is_test:
            self.frames_shift_window_train = config.general.frames_shift_window_train
            self.audio_shift_window = self.frames_shift_window_train * self.audio_video_ratio

        tmp_videos_md = []
        tmp_frames_metadata = []

        for file in files_list:
            folder_name, file_name = file.split('/')

            current_video_frames_file_path = '{0}{1}/{2}_{3}.mp4'.format(self.base_path, folder_name, file_name, lrs2_config.video_frames_file_name)
            current_video_frames_path = '{0}{1}/{2}_frames'.format(self.base_path, folder_name, file_name)
            current_video_anchors_path = '{0}{1}/{2}_{3}.npy'.format(self.base_path, folder_name, file_name, lrs2_config.anchors_file_name)
            current_audio_features_path = '{0}{1}/{2}_af.npy'.format(self.base_path, folder_name, file_name)

            if not os.path.isfile(current_video_frames_file_path):
                continue

            num_of_frames_file_path = '{}{}/{}_{}.npy'.format(self.base_path, folder_name, file_name,
                                                              lrs2_config.num_of_frames_file_name)

            num_of_audio_frames_file_path = '{}{}/{}_{}.npy'.format(self.base_path, folder_name, file_name,
                                                              lrs2_config.num_of_audio_frames_file_name)

            number_of_frames_in_video = np.load(num_of_frames_file_path)
            number_of_audio_frames = np.load(num_of_audio_frames_file_path)

            current_video_md = VideoMetadata()
            current_video_md.video_frames_path = current_video_frames_path
            current_video_md.anchors_path = current_video_anchors_path

            current_video_md.audio_features_path = current_audio_features_path
            current_video_md.number_of_frames_in_video = number_of_frames_in_video
            current_video_md.file_name = file_name
            current_video_md.folder_name = folder_name
            current_video_md.number_of_audio_frames = number_of_audio_frames

            if self.is_test:
                current_video_shift_path = '{}{}/{}_shift.npy'.format(self.base_path, folder_name, file_name)
                current_video_md.shift = np.load(current_video_shift_path)
            else:
                current_video_md.shift = 0

            tmp_videos_md.append(current_video_md)

            for local_id in range(0, number_of_frames_in_video - self.ef_frames_window_size + 1):
                max_audio_index = local_id * self.audio_video_ratio + self.audio_window_size

                if max_audio_index > number_of_audio_frames:
                    break

                frame_md = FrameMetadata()
                frame_md.local_id = local_id
                frame_md.video_md = current_video_md

                tmp_frames_metadata.append(frame_md)

        self.num_of_global_frames = len(tmp_frames_metadata)

        self.videos_md = np.ndarray((len(tmp_videos_md),), dtype=np.object)
        for i in range(0, len(tmp_videos_md)):
            self.videos_md[i] = tmp_videos_md[i]

        self.frames_metadata = np.ndarray((len(tmp_frames_metadata),), dtype=np.object)
        for i in range(0, len(tmp_frames_metadata)):
            self.frames_metadata[i] = tmp_frames_metadata[i]

    def __len__(self):
        return self.num_of_global_frames // self.batch_size * self.batch_size

    def __getitem__(self, global_frame_index):
        return self.load_one_train_set(global_frame_index)

    def get_number_of_videos(self):
        return len(self.videos_md)

    def load_video_inputs(self, video_id):
        video_md = self.videos_md[video_id]

        number_of_frames_in_video = video_md.number_of_frames_in_video
        number_of_audio_frames = video_md.number_of_audio_frames

        anchors = np.load(video_md.anchors_path)
        assert len(anchors) == number_of_frames_in_video

        shift = video_md.shift

        # frames are saved as RGB
        # video_cap = cv2.VideoCapture(video_md.video_frames_path)
        # total_frames = video_cap.get(cv2.CAP_PROP_FRAME_COUNT)
        #
        # assert total_frames == number_of_frames_in_video

        audio_features_path = '{}{}/{}_af.npy'.format(self.base_path, video_md.folder_name, video_md.file_name)
        input_audio_features = np.load(audio_features_path)
        assert input_audio_features.shape == (13, number_of_audio_frames)

        input_frames = []
        for i_frame in range(0, number_of_frames_in_video):
            # video_cap.set(cv2.CAP_PROP_POS_FRAMES, i_frame)
            # success, frame = video_cap.read()
            #
            # if not success:
            #     raise Exception('Error while reading frame')
            frame_path = '{}/{:0>5d}.jpg'.format(video_md.video_frames_path, (i_frame + 1))
            #frame = cv2.imread(frame_path)
            #frame = cv2.cvtColor(frame, cv2.COLOR_BGR2RGB)
            with Image.open(frame_path) as pi:
                frame = np.array(pi)

            mouth = extract_mouth_from_frame(frame, anchors[i_frame], self.mouth_height, self.mouth_width)
            mouth = np.expand_dims(mouth, axis=0)
            mouth = self.rgb2gray_augmentor.augment_images(mouth)
            input_frames.append(mouth[0, :, :, 0])

        input_frames = np.array(input_frames)
        assert len(input_frames) == number_of_frames_in_video

        input_audio_features = torch.tensor(input_audio_features, dtype=torch.float)
        input_frames = torch.tensor(input_frames, dtype=torch.float)

        input_dict = {'video_frames': input_frames,
                      'audio_features': input_audio_features,
                      'video_frames_shift': shift}

        #video_cap.release()

        return input_dict

    def load_one_train_set(self, global_frame_index):
        if self.is_test:
            raise Exception('This method shouldn\'t be called at test time')

        frame_md = self.frames_metadata[global_frame_index]

        video_md = frame_md.video_md

        local_frame_index = frame_md.local_id
        number_of_frames_in_video = video_md.number_of_frames_in_video
        number_of_audio_frames = video_md.number_of_audio_frames

        anchors = np.load(video_md.anchors_path)
        assert len(anchors) == number_of_frames_in_video

        # frames are saved as RGB
        #video_cap = cv2.VideoCapture(video_md.video_frames_path)
        #total_frames = video_cap.get(cv2.CAP_PROP_FRAME_COUNT)

        #assert total_frames == number_of_frames_in_video

        augment_volume = False
        if augment_volume:
            audio_file_path = '{}{}/con_{}.wav'.format(self.base_path, video_md.folder_name, video_md.file_name)

            augmented_audio_path = '{}{}.wav'.format(self.tmp_folder, global_frame_index)

            if os.path.isfile(augmented_audio_path):
                os.remove(augmented_audio_path)

            p = random.uniform(0.9, 1.1)
            error = os.system('ffmpeg -loglevel error -hwaccel cuvid -i {} -filter:a "volume={}" {}'.format(audio_file_path,
                                                                             p,
                                                                             augmented_audio_path))
            if error:
                raise Exception('error while augmenting audio')

            sample_rate, audio = wavfile.read(augmented_audio_path)
            mfcc = zip(*python_speech_features.mfcc(audio, sample_rate))
            audio_features = np.stack([np.array(i) for i in mfcc]).astype(float)
            os.remove(augmented_audio_path)
        else:
            audio_features_path = '{}{}/{}_af.npy'.format(self.base_path, video_md.folder_name, video_md.file_name)
            audio_features = np.load(audio_features_path)

        assert audio_features.shape == (13, number_of_audio_frames)

        affine_augmentor = self.affine_augmentor.to_deterministic()
        image_channels_augmentor = self.image_channels_augmentor.to_deterministic()

        input_frames = []

        # augmentation is executed one by one, in order to use deterministic augmentation (otherwise you will get a random aug for each image (imgaug library))
        for i_frame in range(local_frame_index, (local_frame_index + self.ef_frames_window_size)):
            #video_cap.set(cv2.CAP_PROP_POS_FRAMES, i_frame)
            #success, frame = video_cap.read()
            frame_path = '{}/{:0>5d}.jpg'.format(video_md.video_frames_path, (i_frame+1))
            #frame = cv2.imread(frame_path)
            #frame = cv2.cvtColor(frame, cv2.COLOR_BGR2RGB)
            with Image.open(frame_path) as pi:
                frame = np.array(pi)

            #if not success:
            #    raise Exception('Error while reading frame')

            mouth = extract_mouth_from_frame(frame, anchors[i_frame], self.mouth_height, self.mouth_width)
            mouth = np.expand_dims(mouth, axis=0)
            mouth = affine_augmentor.augment_images(mouth)
            mouth = image_channels_augmentor.augment_images(mouth)
            mouth = self.image_dropout.augment_images(mouth)
            mouth = self.rgb2gray_augmentor.augment_images(mouth)
            input_frames.append(mouth[0, :, :, 0])

        input_frames = np.array(input_frames)
        assert len(input_frames) == self.ef_frames_window_size

        # for i in range(0, len(input_frames)):
        #     cv2.imwrite('c://temp//{}.png'.format(i), input_frames[i])

        org_start_audio_index = local_frame_index * self.audio_video_ratio

        if np.random.rand() > 0.5:
            start_audio_index = org_start_audio_index
            end_audio_index = start_audio_index + self.audio_window_size
        else:
            # the first audio feature can be shifted 2 seconds back
            min_start_audio_index = max(0, org_start_audio_index - self.audio_shift_window)

            # or 2 seconds forward, exclusive
            max_start_audio_index = min(org_start_audio_index + self.audio_shift_window, audio_features.shape[1]-self.audio_window_size+1)

            start_audio_index = np.random.randint(min_start_audio_index, max_start_audio_index)
            end_audio_index = start_audio_index + self.audio_window_size

        input_audio_features = audio_features[:, start_audio_index:end_audio_index]

        if start_audio_index == org_start_audio_index:
            target_prediction = 1
        else:
            target_prediction = 0

        target_prediction = torch.tensor(target_prediction, dtype=torch.float)
        input_audio_features = torch.tensor(input_audio_features, dtype=torch.float).unsqueeze(0)
        input_frames = torch.tensor(input_frames, dtype=torch.float).unsqueeze(0)

        input_dict = {'visual_input': input_frames,
                      'target_prediction': target_prediction,
                      'audio_features': input_audio_features}

        # video_cap.release()

        return input_dict




1141-supp/Code/SyncNet/eval.py
#!/usr/bin/env python

from __future__ import print_function
import sys
from common import *
from SyncNet.model import Model
from SyncNet.dataset import *
import time
from collections import Counter


class Evaluator:
    def __init__(self, db_type, config, db_config):
        super(Evaluator, self).__init__()
        self.config = config
        self.db_config = db_config
        self.db_loader, self.dataset = init_dataset(self.config, self.db_config, db_type)
        self.dataset_size = len(self.dataset)
        self.gpu_ids = np.array(self.config.general.gpu_ids.split(' ')).astype(np.int)
        if torch.cuda.is_available():
            self.device = torch.device('cuda:{0}'.format(self.gpu_ids[0]))
        else:
            self.device = torch.device('cpu')

    def eval(self, model, max_iterations):
        start = time.time()

        print('evaluating...')

        model.eval()
        positive_losses = []
        negative_losses = []

        with torch.no_grad():
            visual_temporal_length = self.config.general.ef_frames_window_size

            if max_iterations == 0:
                max_iterations = self.dataset.get_number_of_videos()
            else:
                max_iterations = min(max_iterations, self.dataset.get_number_of_videos())

            perfects = []
            frames_errors = []
            for video_id in range(0, max_iterations):
                video_data = self.dataset.load_video_inputs(video_id)

                video_frames = video_data['video_frames']
                audio_features = video_data['audio_features']
                video_frames_shift = video_data['video_frames_shift']

                if video_frames_shift > 0:
                    audio_frames_shift = video_frames_shift * self.dataset.audio_video_ratio
                    audio_features = audio_features[:, audio_frames_shift:]
                else:
                    video_frames = video_frames[np.abs(video_frames_shift):]

                max_frames = len(video_frames) // visual_temporal_length * visual_temporal_length

                if max_frames <= 0:
                    continue

                video_frames = video_frames[:max_frames]
                video_frames = video_frames.view(-1, 1, visual_temporal_length, video_frames.shape[-2], video_frames.shape[-1])
                video_frames = video_frames.to(self.device)

                encoded_video_frames = model.syncnet.forward_visual(video_frames)

                chuncked_audio_features = []
                for i in range(0, audio_features.shape[1], self.dataset.audio_video_ratio):
                    start_index = i
                    end_index = start_index+self.config.general.audio_window_size

                    if end_index > audio_features.shape[1]:
                        break

                    current_audio_features = audio_features[:, start_index:end_index]
                    assert current_audio_features.shape == (13, self.config.general.audio_window_size)
                    chuncked_audio_features.append(current_audio_features)

                if len(chuncked_audio_features) <= 0:
                    continue
				
                audio_features = torch.stack(chuncked_audio_features)

                audio_features = audio_features.to(self.device).unsqueeze(1)
                encoded_audio_features = model.syncnet.forward_audio(audio_features)

                search_range_frames = self.config.general.frames_search_window_test

                tmp_predictions = []
                # each item in encoded_video_frames represents 5 video frames
                # each item in encoded_audio_features represents 20 audio features, which has the duration of 5 video frames
                # neighbor items in encoded_audio_features has a time gap of 1 video frame
                for i in range(0, len(encoded_video_frames)):
                    current_video_features = encoded_video_frames[i]
                    current_first_frame_index = i * visual_temporal_length
                    min_audio_index = max(0, current_first_frame_index - search_range_frames)
                    max_audio_index = min(current_first_frame_index + search_range_frames + 1, len(encoded_audio_features))
                    correct_audio_index = current_first_frame_index - video_frames_shift

                    dists = []
                    for j in range(min_audio_index, max_audio_index):
                        current_audio_features = encoded_audio_features[j]
                        dist = model.loss.calc_dist(current_video_features, current_audio_features)
                        true_pair = j == correct_audio_index

                        if true_pair:
                            y = torch.tensor(1, dtype=torch.float).to(self.device)
                        else:
                            y = torch.tensor(0, dtype=torch.float).to(self.device)

                        loss = model.loss(current_video_features.unsqueeze(0),
                                          current_audio_features.unsqueeze(0),
                                          y.unsqueeze(0))

                        if true_pair:
                            positive_losses.append(loss.item())
                        else:
                            negative_losses.append(loss.item())

                        dists.append(dist)

                    dists = np.array(dists)
                    predicted = current_first_frame_index - (min_audio_index + np.argmin(dists))
                    tmp_predictions.append(predicted)

                tmp_predictions = np.array(tmp_predictions)
                hist = Counter(tmp_predictions)
                voting_pred = hist.most_common(1)[0][0]
                perfect = int(voting_pred) == video_frames_shift
                perfects.append(perfect)
                frames_errors.append(np.abs(voting_pred - video_frames_shift))

            perfects = np.array(perfects)
            frames_errors = np.array(frames_errors)

            positive_losses = np.array(positive_losses)
            avg_positive_loss = np.average(positive_losses)

            negative_losses = np.array(negative_losses)
            avg_neg_loss = np.average(negative_losses)

            final_loss = (avg_positive_loss + avg_neg_loss) / 2
            avg_perfects = np.average(perfects)
            avg_frames_error = np.average(frames_errors)

            print('final_loss = {}'.format(final_loss))
            print('avg_positive_loss = {}'.format(avg_positive_loss))
            print('avg_neg_loss = {}'.format(avg_neg_loss))
            print('avg_perfects = {}'.format(avg_perfects))
            print('avg_frames_error = {}'.format(avg_frames_error))

        model.train()
        end = time.time()

        print('evaluation took {}'.format(end - start))
        return final_loss


def run_once(evaluator):
    model = Model(evaluator.config)
    # model = torch.nn.DataParallel(model)
    model.to(evaluator.device)
    evaluator.eval(model, max_iterations=0)


def run_seq(evaluator):
    for i in range(0, 22):
        print(i)
        model = Model(evaluator.config, str(i))
        # model = torch.nn.DataParallel(model)
        model.to(evaluator.device)
        evaluator.eval(model, max_iterations=0)


def main(argv):
    os.chdir('..')
    config = ConfigParser("SyncNet/config.yaml")
    db_config = ConfigParser("dbs_config.yaml")
    evaluator = Evaluator(DBType.Validation, config, db_config)
    # multiprocessing.set_start_method('spawn', force=True)
    run_once(evaluator)
    #run_seq(evaluator)


if __name__ == '__main__':
    main(sys.argv)




1141-supp/Code/SyncNet/model.py
import os
from SyncNet.networks import *
import numpy as np
import torch


class ContrastiveLoss(torch.nn.Module):
    def __init__(self, config, margin=1.0):
        super(ContrastiveLoss, self).__init__()
        self.margin = margin
        self.config = config

    @staticmethod
    def check_type_forward(in_types):
        assert len(in_types) == 3

        x0_type, x1_type, y_type = in_types
        assert x0_type.size() == x1_type.shape
        assert x1_type.size()[0] == y_type.shape[0]
        assert x1_type.size()[0] > 0
        assert x0_type.dim() == 2
        assert x1_type.dim() == 2
        assert y_type.dim() == 1

    def forward(self, x0, x1, y):
        self.check_type_forward((x0, x1, y))

        diff = x0 - x1
        dist_sq = torch.sum(torch.pow(diff, 2), 1)
        dist = torch.sqrt(dist_sq)

        mdist = self.margin - dist
        dist = torch.clamp(mdist, min=0.0)
        loss = y * dist_sq + (1 - y) * torch.pow(dist, 2)
        loss = torch.sum(loss) / 2.0 / x0.shape[0]

        return loss

    @staticmethod
    def calc_dist(x0, x1):
        diff = x0 - x1
        dist_sq = torch.sum(torch.pow(diff, 2), -1)
        dist = torch.sqrt(dist_sq)

        return dist


class Model(torch.nn.Module):
    def __init__(self, config, epoch='latest'):
        super(Model, self).__init__()

        self.config = config
        self.checkpoints_path = '{0}/{1}/'.format(self.config.general.output_path, self.config.general.checkpoints_folder)

        self.syncnet = SyncNet(config)
        self.syncnet.apply(weights_init)
        self.try_load_network(self.syncnet, 'syncnet', epoch)

        self.loss = ContrastiveLoss(config, margin=20)

        self.current_lr = self.config.train.lr
        params = list(self.syncnet.parameters())
        self.optimizer = torch.optim.Adam(params, lr=self.current_lr, betas=(0.5, 0.999))

    def try_load_network(self, network, network_label, epoch_label):
        file_path = '{0}{1}_{2}.dat'.format(self.checkpoints_path, epoch_label, network_label)

        if os.path.isfile(file_path):
            if torch.cuda.is_available():
                network.load_state_dict(torch.load(file_path))
            else:
                network.load_state_dict(torch.load(file_path, map_location=lambda storage, loc: storage))
            print('{} was loaded'.format(file_path))

    def forward(self, visual_input, target_prediction, audio_features):
        visual_outputs = self.syncnet.forward_visual(visual_input)
        audio_outputs = self.syncnet.forward_audio(audio_features)

        loss_output = self.loss(visual_outputs, audio_outputs, target_prediction)

        return loss_output

    def update_learning_rate(self, new_lr=None):
        if new_lr is None:
            new_lr = self.current_lr / 2

        for param_group in self.optimizer.param_groups:
            param_group['lr'] = new_lr

        print('learning rate was updated: %f -> %f' % (self.current_lr, new_lr))
        self.current_lr = new_lr

    def save_network(self, network, network_label, epoch_label):
        if not os.path.isdir(self.checkpoints_path):
            os.mkdir(self.checkpoints_path)

        file_path = '{0}/{1}_{2}.dat'.format(self.checkpoints_path, epoch_label, network_label)
        torch.save(network.state_dict(), file_path)

    def save(self, which_epoch):
        self.save_network(self.syncnet, 'syncnet', which_epoch)




1141-supp/Code/SyncNet/networks.py
import torch.nn as nn
import torch.nn.init as init


def weights_init(m):
    if isinstance(m, nn.Conv1d):
        init.normal_(m.weight.data)
        if m.bias is not None:
            init.normal_(m.bias.data)
    elif isinstance(m, nn.Conv2d):
        init.xavier_normal_(m.weight.data)
        if m.bias is not None:
            init.normal_(m.bias.data)
    elif isinstance(m, nn.Conv3d):
        init.xavier_normal_(m.weight.data)
        if m.bias is not None:
            init.normal_(m.bias.data)
    elif isinstance(m, nn.ConvTranspose1d):
        init.normal_(m.weight.data)
        if m.bias is not None:
            init.normal_(m.bias.data)
    elif isinstance(m, nn.ConvTranspose2d):
        init.xavier_normal_(m.weight.data)
        if m.bias is not None:
            init.normal_(m.bias.data)
    elif isinstance(m, nn.ConvTranspose3d):
        init.xavier_normal_(m.weight.data)
        if m.bias is not None:
            init.normal_(m.bias.data)
    elif isinstance(m, nn.BatchNorm1d):
        init.normal_(m.weight.data, mean=1, std=0.02)
        init.constant_(m.bias.data, 0)
    elif isinstance(m, nn.BatchNorm2d):
        init.normal_(m.weight.data, mean=1, std=0.02)
        init.constant_(m.bias.data, 0)
    elif isinstance(m, nn.BatchNorm3d):
        init.normal_(m.weight.data, mean=1, std=0.02)
        init.constant_(m.bias.data, 0)
    elif isinstance(m, nn.Linear):
        init.xavier_normal_(m.weight.data)
        if m.bias is not None:
            init.normal_(m.bias.data)
    elif isinstance(m, nn.LSTM):
        for param in m.parameters():
            if len(param.shape) >= 2:
                init.orthogonal_(param.data)
            else:
                init.normal_(param.data)
    elif isinstance(m, nn.LSTMCell):
        for param in m.parameters():
            if len(param.shape) >= 2:
                init.orthogonal_(param.data)
            else:
                init.normal_(param.data)
    elif isinstance(m, nn.GRU):
        for param in m.parameters():
            if len(param.shape) >= 2:
                init.orthogonal_(param.data)
            else:
                init.normal_(param.data)
    elif isinstance(m, nn.GRUCell):
        for param in m.parameters():
            if len(param.shape) >= 2:
                init.orthogonal_(param.data)
            else:
                init.normal_(param.data)


class SyncNet(nn.Module):
    def __init__(self, config, num_layers_in_fc_layers=1024):
        super(SyncNet, self).__init__()

        self.config = config

        self.audio_conv_encoder = nn.Sequential(
            nn.Conv2d(1, 64, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1)),
            nn.BatchNorm2d(64),
            nn.ReLU(inplace=True),
            nn.MaxPool2d(kernel_size=(1, 1), stride=(1, 1)),

            nn.Conv2d(64, 192, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1)),
            nn.BatchNorm2d(192),
            nn.ReLU(inplace=True),
            nn.MaxPool2d(kernel_size=(3, 3), stride=(1, 2)),

            nn.Conv2d(192, 384, kernel_size=(3, 3), padding=(1, 1)),
            nn.BatchNorm2d(384),
            nn.ReLU(inplace=True),

            nn.Conv2d(384, 256, kernel_size=(3, 3), padding=(1, 1)),
            nn.BatchNorm2d(256),
            nn.ReLU(inplace=True),

            nn.Conv2d(256, 256, kernel_size=(3, 3), padding=(1, 1)),
            nn.BatchNorm2d(256),
            nn.ReLU(inplace=True),
            nn.MaxPool2d(kernel_size=(3, 3), stride=(2, 2)),

            nn.Conv2d(256, 2048, kernel_size=(5, 4), padding=(0, 0)),
            nn.BatchNorm2d(2048),
            nn.ReLU(),
        )

        self.audio_fc = nn.Sequential(
            nn.Linear(2048, 2048),
            nn.BatchNorm1d(2048),
            nn.ReLU(),
            nn.Linear(2048, num_layers_in_fc_layers),
        )

        self.visual_fc = nn.Sequential(
            nn.Linear(2048, 2048),
            nn.BatchNorm1d(2048),
            nn.ReLU(),
            nn.Linear(2048, num_layers_in_fc_layers),
        )

        self.visual_conv_encoder = nn.Sequential(
            nn.Conv3d(1, 96, kernel_size=(5, 3, 3), stride=(1, 1, 1), padding=0),
            nn.BatchNorm3d(96),
            nn.ReLU(inplace=True),
            nn.MaxPool3d(kernel_size=(1, 3, 3), stride=(1, 2, 2)),

            nn.Conv3d(96, 256, kernel_size=(1, 3, 3), stride=(1, 2, 2), padding=(0, 1, 1)),
            nn.BatchNorm3d(256),
            nn.ReLU(inplace=True),
            nn.MaxPool3d(kernel_size=(1, 3, 3), stride=(1, 2, 2), padding=(0, 1, 1)),

            nn.Conv3d(256, 256, kernel_size=(1, 3, 3), padding=(0, 1, 1)),
            nn.BatchNorm3d(256),
            nn.ReLU(inplace=True),

            nn.Conv3d(256, 256, kernel_size=(1, 3, 3), padding=(0, 1, 1)),
            nn.BatchNorm3d(256),
            nn.ReLU(inplace=True),

            nn.Conv3d(256, 256, kernel_size=(1, 3, 3), padding=(0, 0, 0)),
            nn.BatchNorm3d(256),
            nn.ReLU(inplace=True),
            nn.MaxPool3d(kernel_size=(1, 3, 3), stride=(1, 2, 2)),

            nn.Conv3d(256, 2048, kernel_size=(1, 6, 6), padding=0),
            nn.BatchNorm3d(2048),
            nn.ReLU(inplace=True),
        )

    def forward_audio(self, audio_input):
        cnn_features = self.audio_conv_encoder(audio_input)  # N x ch x 24 x M
        cnn_features = cnn_features.view(cnn_features.shape[0], -1)
        output = self.audio_fc(cnn_features)

        return output

    def forward_visual(self, visual_input):
        cnn_features = self.visual_conv_encoder(visual_input)
        cnn_features = cnn_features.view(cnn_features.shape[0], -1)
        output = self.visual_fc(cnn_features)

        return output




1141-supp/Code/SyncNet/outputs/current_state.txt
22.000000
0.000100
0.000000
26.373743




1141-supp/Code/SyncNet/train.py
#!/usr/bin/env python

from __future__ import print_function
import time
import sys
from optparse import OptionParser
from common import *
from SyncNet.model import Model
from SyncNet.dataset import *
from common import DBType
from SyncNet.eval import Evaluator

parser = OptionParser()
parser.add_option('--train_config', type=str, help="training configuration", default="./SyncNet/config.yaml")
parser.add_option('--db_config', type=str, help="db configuration", default="./dbs_config.yaml")


def main(argv):
    os.chdir('..')

    (opts, args) = parser.parse_args(argv)
    config = ConfigParser(opts.train_config)
    db_config = ConfigParser(opts.db_config)

    # solves open-cv dead lock bug
    # multiprocessing.set_start_method('spawn', force=True)

    gpu_ids = np.array(config.general.gpu_ids.split(' ')).astype(np.int)
    if torch.cuda.is_available():
        device = torch.device('cuda:{0}'.format(gpu_ids[0]))
    else:
        device = torch.device('cpu')

    # torch.cuda.set_device(device)

    train_loader, dataset = init_dataset(config, db_config, DBType.Train)
    current_state_path = os.path.join(config.general.output_path, config.general.current_state_file_name)
    model = Model(config)

    if os.path.isfile(current_state_path):
        start_epoch, lr, not_improved_itr, last_train_loss = np.loadtxt(current_state_path, delimiter=',', dtype=float)
        start_epoch = int(start_epoch)
        not_improved_itr = int(not_improved_itr)
        model.update_learning_rate(lr)
        print('resuming from epoch %d' % start_epoch)
    else:
        start_epoch = 0
        not_improved_itr = 0
        last_train_loss = 99999999

    model.train()

    dataset_size = len(dataset)
    # logger = Logger(config)
    current_step = start_epoch * dataset_size

    evaluator = Evaluator(DBType.Validation, config, db_config)

    # if len(gpu_ids) > 1:
    # model = nn.DataParallel(model)

    model.to(device)
    tmp_loss = 0
    tmp_loss_count = 0
    tmp_time = time.time()

    for epoch in range(start_epoch, config.train.num_epochs):
        epoch_start_time = time.time()
        epoch_train_loss = 0

        for i, data in enumerate(train_loader):
            total_batches = current_step / config.train.batch_size
            epoch_iteration = current_step % dataset_size

            if total_batches % 3000 == 0:
                print('{} / {}'.format(epoch_iteration, dataset_size))

            visual_input = data['visual_input'].to(device)
            target_prediction = data['target_prediction'].to(device)
            audio_features = data['audio_features'].to(device)

            loss = model(visual_input, target_prediction, audio_features)
            loss = torch.mean(loss)

            model.optimizer.zero_grad()
            loss.backward()

            # if config.general.clip_grads:
            #     torch.nn.utils.clip_grad_norm_(model.parameters(), 0.25)

            model.optimizer.step()

            epoch_train_loss += loss.item()
            tmp_loss += loss.item()
            tmp_loss_count += 1

            current_step += config.train.batch_size

            if tmp_loss_count % 3000 == 0:
                tmp_loss = tmp_loss / (tmp_loss_count)
                print('temp train loss {} | time = {}'.format(tmp_loss, time.time() - tmp_time))
                tmp_loss_count = 0
                tmp_loss = 0
                tmp_time = time.time()

        print('end of epoch %d / %d \t time taken: %d sec' %
              (epoch, config.train.num_epochs, time.time() - epoch_start_time))

        epoch_train_loss = epoch_train_loss / (i + 1)
        print('epoch training loss {}'.format(epoch_train_loss))

        losses_dict = {'epoch training loss': epoch_train_loss}
        # logger.dump_current_errors(losses_dict, current_step)

        model.save('latest')
        model.save(str(epoch))

        if epoch_train_loss > last_train_loss:
            not_improved_itr += 1

            if not_improved_itr == 1:
                model.update_learning_rate()
                not_improved_itr = 0
                last_train_loss = epoch_train_loss
        else:
            not_improved_itr = 0
            last_train_loss = epoch_train_loss

        if epoch % config.general.eval_epcohs_freq == 0:
            evaluator.eval(model, max_iterations=config.train.max_eval_iterations)

        np.savetxt(current_state_path, (epoch + 1, model.current_lr, not_improved_itr, last_train_loss), delimiter=',', fmt='%f')


if __name__ == '__main__':
    main(sys.argv)




1141-supp/Code/Utils/generate_acnhors.py
import numpy as np
import os

#raw_db_list_path = '../data/lrs2/raw/val.txt'
raw_db_list_path = '../data/TIMIT/raw/val.txt'

with open(raw_db_list_path) as f:
    files_list = f.readlines()

files_list = [x.strip() for x in files_list]

for item in files_list:
    folder_name, file_name = item.split('/')
    #shapes_file_path = '../data/lrs2/gen/validation/{}/{}_shapes_2d.npy'.format(folder_name, file_name)
    #anchors_file_path = '../data/lrs2/gen/validation/{}/{}_anchors.npy'.format(folder_name, file_name)
    shapes_file_path = '../data/TIMIT/gen/validation/{}/{}_shapes_2d.npy'.format(folder_name, file_name)
    anchors_file_path = '../data/TIMIT/gen/validation/{}/{}_anchors.npy'.format(folder_name, file_name)
    if os.path.isfile(shapes_file_path):
        shapes = np.load(shapes_file_path)
        anchors = shapes[:, 29]
        np.save(anchors_file_path, anchors)

print('done')




1141-supp/Code/Utils/generate_frames_from_videos.py
import shutil
import os
import numpy as np
import shutil
from numpy import genfromtxt
from common import *
import multiprocessing
from multiprocessing import Pool


#raw_db_list_path = '../data/lrs2/raw/pretrain.txt'
#raw_db_list_path = '../data/lrs2/raw/test.txt'
#raw_db_list_path = '../data/lrs2/raw/val.txt'
raw_db_list_path = '../data/TIMIT/raw/val.txt'


def run_wrapper(args):
    return run(*args)

def run(item, i):
    print(i)
    folder_name, file_name = item.split('/')
    #file_path = '../data/lrs2/gen/pretrain/{}/{}_video_frames.mp4'.format(folder_name, file_name)
    #file_path = '../data/lrs2/gen/test/{}/{}_video_frames.mp4'.format(folder_name, file_name)
    #file_path = '../data/lrs2/gen/validation/{}/{}_video_frames.mp4'.format(folder_name, file_name)
    file_path = '../data/TIMIT/gen/validation/{}/{}_video_frames.mp4'.format(folder_name, file_name)


    if not os.path.isfile(file_path):
        return

    #dest_path = '../data/lrs2/gen/pretrain/{}/{}_frames'.format(folder_name, file_name)
    #dest_path = '../data/lrs2/gen/test/{}/{}_frames'.format(folder_name, file_name)
    #dest_path = '../data/lrs2/gen/validation/{}/{}_frames'.format(folder_name, file_name)
    dest_path = '../data/TIMIT/gen/validation/{}/{}_frames'.format(folder_name, file_name)

    # if os.path.isdir(dest_path):
    #     shutil.rmtree(dest_path)
    #
    # return

    os.mkdir(dest_path)
    frames_path = '{}/%05d.jpg'.format(dest_path)

    error = os.system(
        'ffmpeg -loglevel error -hwaccel cuvid -i {} -qscale:v 5 {}'.format(
            file_path,
            frames_path
        ))

    if error:
        msg = 'error while generating frames'
        print(msg)
        raise Exception(msg)


with open(raw_db_list_path) as f:
    files_list = f.readlines()

files_list = [x.strip() for x in files_list]

num_cores = multiprocessing.cpu_count()

with Pool(num_cores) as pool:
    params_p = [(item, index)
                for index, item in
                enumerate(files_list)]

    pool.map(run_wrapper, params_p)

print('done')




1141-supp/Code/Utils/preprocess_TIMIT_db.py
import os
from common import *
import sys
import cv2


def main(argv):
    raw_files_path = '/media/yoavs/storage_d/DeepSync/data/TIMIT/raw/volunteers/'

    os.chdir('..')
    db_config = ConfigParser("dbs_config.yaml")

    raw_validation_path = db_config.TIMIT.raw_validation_path
    raw_validation_list_path = db_config.TIMIT.raw_validation_list_path
    raw_validation_list_org_names_path = db_config.TIMIT.raw_validation_list_org_names_path

    validationn_list_file = open(raw_validation_list_path, "a")
    validationn_list_org_names_file = open(raw_validation_list_org_names_path, "a")

    for file in os.listdir(raw_files_path):
        current_path = '{}{}'.format(raw_files_path, file)
        counter = 1
        videos = np.sort(np.array(os.listdir(current_path)))

        for video in videos:
            current_file_path = '{}/{}'.format(current_path, video)
            base_dest_path = '{}{}'.format(raw_validation_path, file)

            if not os.path.isdir(base_dest_path):
                os.makedirs(base_dest_path)

            file_name = '{:05d}'.format(counter)

            destination_file_path = '{}/{}.mp4'.format(base_dest_path, file_name)

            vidcap = cv2.VideoCapture(current_file_path)
            v_width = int(vidcap.get(cv2.CAP_PROP_FRAME_WIDTH))
            v_height = int(vidcap.get(cv2.CAP_PROP_FRAME_HEIGHT))
            normalization_width = 720
            normalization_height = 720
            crop_top_left_x = v_width // 2 - normalization_width // 2
            crop_top_left_y = v_height // 2 - normalization_height // 3
            pad_or_crop = 'crop={0}:{1}:{2}:{3}'.format(normalization_width, normalization_height, crop_top_left_x, crop_top_left_y)

            command = 'ffmpeg -i {0} -r {1} -ar {2} -vf \"{6}, scale={4}:{5}\" {3}'.format(
                current_file_path, db_config.general.target_video_fps, db_config.general.target_audio_rate, destination_file_path,
                160, 160, pad_or_crop)

            error = os.system(command)

            if error:
                msg = 'error while converting video'
                print(msg)
                raise Exception(msg)

            file_record = '{}/{}\n'.format(file, file_name)
            validationn_list_file.write(file_record)
            validationn_list_org_names_file.write('{}\n'.format(video))

            counter += 1

    validationn_list_file.close()
    validationn_list_org_names_file.close()

    with open(raw_validation_list_org_names_path) as f:
        org_names = f.readlines()

    with open(raw_validation_list_path) as f:
        paths = f.readlines()

    org_names = np.array([x.strip() for x in org_names])
    paths = np.array([x.strip() for x in paths])

    raw_validation_list_pairs_path = db_config.TIMIT.raw_validation_list_pairs_path
    pairs_file = open(raw_validation_list_pairs_path, "a")

    for index_0, (file_name_0, path_0) in enumerate(zip(org_names, paths)):
        for index_1, (file_name_1, path_1) in enumerate(zip(org_names, paths)):
            if index_1 <= index_0:
                continue

            if file_name_0.lower() == file_name_1.lower():
                pairs_file.write('{} {} {} {} {} {}\n'.format(index_0, index_1, path_0, path_1, file_name_0, file_name_1))

    pairs_file.close()


if __name__ == '__main__':
    main(sys.argv)



1141-supp/Code/Utils/test_db_shifts_file_generator.py
import numpy as np

raw_db_list_path = '../data/lrs2/raw/test.txt'
with open(raw_db_list_path) as f:
    files_list = f.readlines()

files_list = [x.strip() for x in files_list]

for item in files_list:
    folder_name, file_name = item.split('/')
    shifts_file_path = '../data/lrs2/gen/test/{}/{}_shift'.format(folder_name, file_name)
    shift = np.random.randint(-25, 26)
    np.save(shifts_file_path, shift)

print('done')




1141-supp/Results/main.html
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1141-supp/Results/Readme.txt
============= Results ===============
Please open main.html to browse results (files are stored locally in the "Videos" folder).
===================================

============= Teaser ===============
Teaser can be downloaded from:
https://wacv1141.s3.amazonaws.com/1141_Teaser.mp4
===================================

=========== More Results =============
More results can be downloaded from:
https://wacv1141.s3.amazonaws.com/1141_MoreResults.zip
===================================



1141-supp/Results/Videos/brit_aligned.mp4


1141-supp/Results/Videos/brit_b_emma_x2_aligned.mp4


1141-supp/Results/Videos/brit_b_emma_x2_not_aligned.mp4


1141-supp/Results/Videos/brit_not_aligned.mp4


1141-supp/Results/Videos/kimmy_joanna_1_algined.mp4


1141-supp/Results/Videos/kimmy_joanna_1_not_algined.mp4


1141-supp/Results/Videos/lemon_a_kandra_2_aligned.mp4


1141-supp/Results/Videos/lemon_a_kandra_2_not_aligned.mp4


1141-supp/Results/Videos/obama_a_aligned.mp4


1141-supp/Results/Videos/obama_a_not_aligned.mp4


1141-supp/Results/Videos/obama_aditi_3_aligned.mp4


1141-supp/Results/Videos/obama_aditi_3_not_aligned.mp4


1141-supp/Results/Videos/obama_aditi_4_aligned.mp4


1141-supp/Results/Videos/obama_aditi_4_not_aligned.mp4


1141-supp/Results/Videos/obama_emma_2_aligned.mp4


1141-supp/Results/Videos/obama_emma_2_not_aligned.mp4


1141-supp/Results/Videos/obama_graham_3_aligned.mp4


1141-supp/Results/Videos/obama_graham_3_not_aligned.mp4


1141-supp/Results/Videos/stephen_joanna_0_aligned.mp4


1141-supp/Results/Videos/stephen_joanna_0_not_aligned.mp4

